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Abstract

Energy systems are undergoing a paradigm shift from centralized, deterministic infrastructures
to distributed, data-driven, and autonomous ecosystems. However, the increasing integration
of renewable and energy-harvesting sources introduces intrinsic variability that threatens both
sustainability and reliability, from large-scale smart grids to intermittently powered IoT
devices. Bridging these scales requires more than reactive control; it demands predictive
intelligence capable of anticipating energy dynamics and adapting system behavior before
disruption occurs. This thesis proposes the Predictive Energy-Aware Paradigm (PEAP), a
conceptual framework that unifies forecasting, power modeling, and predictive checkpointing
as complementary predictive mechanisms across heterogeneous energy systems. In this study,
the macro and micro layers of PEAP were implemented and validated individually, while the
meso coordination layer, which links the two domains, remains theoretical and is identified as
future work. PEAP conceptualizes energy management as a predictive—adaptive feedback loop
that links foresight (forecasting), quantification (modeling), and action (checkpointing) under
a single control logic. At the macro level, data-driven models, such as LSTM, RNN, and
Transformer architectures, were developed and evaluated using real-world data from a private
company collaborating on the project, located in Bologna, Italy. Among them, the LSTM
achieved the highest accuracy (RMSE = 0.437, R* = 0.75), effectively capturing nonlinear
consumption trends influenced by temperature and solar radiation. These results demonstrate
how predictive learning enhances load scheduling, renewable integration, and proactive grid
management. At the micro level, the study extends predictive intelligence to solar-powered,
intermittently powered IoT nodes, using LightGBM and RF models to forecast short-term
battery voltage (5—30-minute horizons) and detect voltage dips below 400 V. The predictive
checkpointing mechanism triggered by these forecasts enables embedded systems to safeguard
computational state before energy depletion, reducing unnecessary saves and improving system
uptime. The meso layer, theoretically defined as a coordination tier, represents the level at
which predictive insights can be shared between macro and micro systems, paving the way for
federated, cooperative, and privacy-preserving energy learning. The implemented macro- and
micro-level components demonstrate the feasibility of predictive intelligence at both grid and
edge scales, showing how foresight-driven decision-making can enhance energy efficiency,
reliability, and autonomy. While predictive intelligence enables anticipatory energy
management, the framework is explicitly bounded by uncertainty and is designed to support
human-supervised decision-making rather than fully autonomous control. The PEAP
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framework, therefore, serves as a conceptual foundation for future integration across energy
systems rather than an already realized end-to-end implementation. By embedding foresight
and feedback across scales, PEAP bridges smart-grid forecasting with resilience to intermittent
IoT, offering both theoretical and experimental foundations for next-generation cyber-physical
energy systems. The framework establishes a pathway toward digital-twin synchronization and
federated predictive learning, advancing the scientific frontier of energy-aware computing and
demonstrating how predictive intelligence can harmonize sustainability, reliability, and

autonomy across the energy continuum.
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1. Introduction

The global demand for electricity has witnessed an unprecedented rise in recent decades, driven
by population growth, industrialization, and the rapid electrification of transportation,
communication, and domestic sectors. According to McKinsey & Company, global electricity
demand is expected to increase, as seen in Figure 1 [1]. This trend, while essential for socio-
economic development, has intensified the strain on energy infrastructures and exacerbated
environmental challenges associated with fossil fuel dependency. Fossil-based power
generation accounts for nearly 75% of global greenhouse gas emissions and approximately

90% of carbon dioxide output [2], making decarbonization an urgent global imperative.

The transition to renewable energy sources, such as solar, wind, and hydro, is therefore a
cornerstone of sustainable energy development [3]. However, the integration of renewables
introduces a new systemic challenge: variability. Renewable generation is inherently
intermittent, as it depends on uncontrollable environmental conditions such as solar radiation,
temperature, and wind speed [4]. Consequently, energy systems must now operate under
greater uncertainty, requiring advanced strategies to maintain stability, reliability, and cost-

effectiveness.

To address these challenges, the concept of the smart grid has emerged as a paradigm shift in
modern energy management [5]. Smart grids combine digital communication, sensor networks,
and automation to create intelligent, adaptive, and efficient energy systems [6]. They enable
two-way information exchange between producers and consumers, allowing for real-time
monitoring, demand response, and predictive control [7]. Within this context, energy
forecasting plays a critical role. It provides the predictive intelligence necessary to anticipate
demand patterns, optimize generation schedules, and ensure sustainable operation across

different horizons [8].

Accurate forecasting allows grid operators to minimize reserve margins, prevent
overproduction, and integrate renewable sources more effectively into distribution networks
[9], [10]. Traditional forecasting approaches, such as the autoregressive integrated moving

average (ARIMA) and linear regression models, have been widely employed for decades [11].
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Figure 1.1: Global Trends in Electricity Demand 2000-2050 [1]

However, their limited capacity to capture nonlinear temporal dependencies has led to a surge
in Machine Learning (ML) and Deep Learning (DL) techniques, particularly models like
Recurrent Neural Networks (RNNs), Long Short-Term Memory (LSTM) networks, and
Transformer architectures [12]. These data-driven models exhibit superior accuracy and

generalization, making them central to next-generation energy management systems [13].

While smart grids address variability at the macro level, a parallel transformation is taking
place at the micro scale, the rise of the Internet of Things (IoT) and embedded systems powered
by ambient energy harvesting [14]. Billions of IoT devices are now deployed in remote,
maintenance-free environments to monitor environmental, industrial, and urban parameters
[15]. To avoid the costs and environmental footprint associated with batteries, these devices
are increasingly relying on intermittent power sources, such as solar, thermal, vibration, and

radio frequency (RF) energy [16].

However, the operation of such systems is constrained by the unpredictable nature of harvested
energy. When input power fluctuates, devices experience frequent, abrupt shutdowns, leading

to loss of volatile memory, corrupted states, and task interruptions [17].
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Figure 1.2: Illustration of Intermittent Power Operation in Energy-Harvesting loT Nodes.

This phenomenon, known as intermittent computing [ 18], poses one of the most fundamental
challenges in energy-harvesting systems. The system must continue computation reliably, even

in unstable power conditions, ideally resuming execution seamlessly after each power outage.

To mitigate this, researchers have introduced checkpointing mechanisms, whereby a system
periodically saves its execution state to non-volatile memory before power depletion [19].
Upon reactivation, the system restores its state and resumes operation. While effective,
checkpointing itself consumes valuable energy and introduces latency [20]. Determining when
to checkpoint thus becomes a trade-oft between reliability and efficiency. Static or reactive
checkpointing policies often fail to adapt to real-time fluctuations, resulting in wasted energy

or incomplete state preservation [21], [22].

Recent studies have therefore shifted their focus toward energy-aware and predictive
checkpointing, leveraging models that anticipate future energy availability to inform
checkpointing decisions [23]. This predictive approach establishes a conceptual bridge between
smart grid forecasting and embedded system reliability, demonstrating that forecasting,
whether at the grid or device scale, serves as a unifying design principle for sustainable and

autonomous energy systems.

The advancement of edge intelligence, embedding ML models directly into microcontrollers,
has made it feasible to deploy predictive algorithms even on resource-constrained IoT nodes
[24], [25]. With lightweight frameworks and optimized inference engines, models such as

Random Forest (RF), Light Gradient Boosting Machine (LightGBM), and quantized neural
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networks can now operate with milliwatt-level power consumption [26]-[28]. Experimental
validation using solar datasets has demonstrated significant improvements in uptime,
continuity, and efficiency compared to traditional reactive strategies [29]. This evolution
effectively transposes the predictive control principles of smart grids into the microcosm of

energy-harvesting [oT nodes, achieving autonomy without reliance on cloud infrastructure.

At both the macro and micro scales, the core challenge is fundamentally the same. Managing
energy variability. In smart grids, variability manifests as fluctuations in energy demand and
renewable generation; in IoT systems, it emerges as an unstable power supply due to
environmental dynamics. In both cases, static or reactive management strategies lead to

inefficiencies and instability.

This convergence motivates the need for a unified design paradigm that treats forecasting as a
structural element of energy management rather than supplementary optimization. Predictive
intelligence can serve as the foundation for proactive control, reliability, and sustainability
across all layers of the energy ecosystem, from high-voltage grid operations to low-power [oT
nodes. Although the operational layers of energy management, ranging from large-scale grids
to edge-level devices, differ in scope and capacity, they share a common challenge: forecasting
under uncertainty. This thesis, therefore, adopts a unified predictive perspective, not to merge
them technically, but to conceptualize how intelligence at one scale can inform and inspire the

other.

The guiding hypothesis of this thesis is therefore that forecasting, power modeling, and
checkpointing are interdependent components of a single predictive framework that can
transform the management of energy variability across various scales. By developing and
experimentally validating its macro- and micro-level components, this work aims to contribute
to the evolution of intelligent, self-sustaining energy systems capable of operating

autonomously under variable conditions.

The proposed Predictive Energy-Aware Paradigm (PEAP) is presented as a conceptual
integration framework that connects forecasting, power modeling, and checkpointing. In this
thesis, only its predictive layers, the macro and micro levels, are implemented to validate the
approach experimentally, while the coordinating meso layer remains a subject for future

investigation.



1.1 Research Problem

Despite remarkable progress in both energy forecasting and energy-aware computing, existing
approaches remain domain-isolated, reactive, and often non-adaptive to dynamic energy
environments. At the macro level, smart grid forecasting has evolved from statistical methods
to DL architecture. While these models achieve high predictive accuracy, their use is typically
restricted to centralized control systems, where forecasting informs long-term planning or
demand-response strategies. Consequently, they lack the ability to operate autonomously and
in real time within distributed or resource-limited environments, such as local substations or

on-premises edge controllers.

At the micro level, intermittent computing systems, particularly those powered by ambient
energy harvesting, face the complementary problem of reliability under uncertainty. Frequent
power interruptions lead to unstable system states, data corruption, and repeated re-executions.
Checkpointing techniques have been introduced to preserve computational state. However,
current methods remain reactive, leading to redundant energy expenditure and unpredictable
performance [30], [31]. Even the more advanced adaptive approaches depend solely on

instantaneous readings, which limits their effectiveness when energy variation is rapid or

nonlinear [20], [32], [33].

Furthermore, the two have been developed in parallel, isolated from each other. Smart grid
research has focused primarily on forecasting and optimization at the system scale, whereas
intermittent-computing research has centered on power management and resilience at the

device scale.

There is no unified framework that connects predictive energy modeling with runtime
reliability mechanisms, nor one that demonstrates how predictive intelligence can operate

continuously across scales, from grid infrastructures down to embedded nodes.

This absence of cross-scale integration forms the central gap addressed by this thesis.

Specifically, three intertwined problems persist in the current state of research:

1. Lack of preventive control mechanisms: Existing energy-management systems
remain predominantly reactive, responding to variability only after disruption occurs.

2. Disconnection between forecasting and reliability: Forecasting methods seldom
inform reliability operations such as checkpointing, resulting in duplicated logic and

wasted energy.



3. Limited edge-level intelligence: Predictive models are rarely implemented within the
energy-constrained devices themselves, preventing real-time local decision-making and

system autonomy.

The cumulative effect of these limitations is an energy-management ecosystem that is

fragmented, latency-prone, and sub-optimal under variable or intermittent power conditions.

Addressing this fragmentation requires a new design paradigm that embeds forecasting, power
modeling, and checkpointing within a unified predictive architecture capable of anticipating,

adapting to, and sustaining operations across energy scales.

This research problem motivates the development of the Predictive Energy-Aware Paradigm
(PEAP) proposed in this thesis. An approach that redefines energy management as a proactive,

learning-enabled, and edge-intelligent process.

Although predictive intelligence enables anticipatory behavior in energy systems, it does not
constitute a universal or infallible principle of control. Predictions are inherently probabilistic
and depend on data availability, model assumptions, and environmental stability. In real-world
energy systems, predictive models therefore function as decision-support mechanisms rather
than autonomous controllers, operating alongside physical constraints, reactive safeguards,

and, where appropriate, human-in-the-loop decision-making.

1.2 Research Questions and Hypotheses

The complexity of managing energy variability across heterogeneous systems, from large-scale
smart grids to micro-scale intermittent [oT nodes, demands a research strategy that addresses

both forecasting accuracy and operational reliability under uncertainty.

Building on the identified research gap, this thesis formulates one main Research Question

(RQo) and supports it with three specific sub-questions (RQ; — RQ3).

RQo: How can predictive intelligence transform the management of energy variability, both at
the scale of smart grids and at the edge of intermittent IoT nodes, to enable sustainability,

reliability, and autonomy?

The main Research Question (RQo) frames the general hypothesis that predictive intelligence,
when systematically embedded across energy systems, can unify sustainability and reliability

objectives by anticipating energy dynamics and enabling adaptive, self-managed operation.



Global Hypothesis (Ho): Integrating forecasting, power modeling, and checkpointing within
a unified predictive framework executed at both grid and device levels will transition energy

management from a reactive to an anticipatory approach, improving efficiency, reliability, and

operational continuity across heterogeneous energy environments.

Table 1.1 shows specific sub-Research Questions (RQ) and working Hypothesis (H)

Table 1.1: Sub-Specific Research Questions and Working Hypothesis

Research Question Working Hypothesis
Hi: Data-driven predictive models incorporating
How can data-driven forecasting models be ] )
o ] ) temporal and  environmental  dependencies
optimized to predict energy consumption and
RQ: outperform traditional reactive methods in
availability with high temporal accuracy across ] ) o
forecasting energy consumption and availability.
different scales?
How can power modeling be integrated with Hz: Integrating forecasting with physical power
RO forecasting outputs to quantify real-time modeling improves the accuracy of energy-state
2
energy states in both grid and embedded estimation and enhances decision confidence under
environments? uncertainty.
How can predictive checkpointing mechanisms
Hjs: Predictive checkpointing guided by forecasted
utilize forecasted energy information to
RQ:s energy horizons significantly reduces computation
minimize task interruption and energy waste in
) ) loss and recovery latency in intermittent nodes.
intermittent systems?
How can a unified methodological framework
Ha4: The proposed PEAP, through its implemented
be formulated to harmonize forecasting, ] o
macro and micro predictive layers, demonstrates
RQ4 | modeling, and control across smart grids and
measurable improvements in reliability and
IoT devices, and how can its predictive layers
) ) efficiency across distinct energy domains.
be experimentally validated?
Hs: Cross-scale predictive intelligence, validated
To what extent do the implemented predictive
) ] through macro- and micro-scale implementations,
layers of the PEAP improve system efficiency,
RQs provides a foundational basis for future cooperative
reliability, and sustainability compared to o
optimization between energy producers, consumers,
traditional reactive or periodic strategies? )
and devices.




1.3 Research Objectives

The aim of this work is to develop a predictive, edge-intelligent framework that unifies
forecasting, power modeling, and checkpointing as complementary mechanisms for proactive

and autonomous energy management.
The objectives of this study include

1. To develop data-driven forecasting models capable of accurately predicting energy
consumption and availability under varying environmental and temporal
conditions.

il. To design a predictive checkpointing algorithm that leverages forecasted energy
horizons and modeled states to optimize runtime decisions in intermittent systems.

1ii. To formulate and implement the predictive components of the PEAP, specifically
its macro and micro layers, combining forecasting, modeling, and control across
different energy scales.

iv. To evaluate the performance of the implemented predictive layers of PEAP using
empirical datasets, assessing forecasting accuracy, model fidelity, and
checkpointing efficiency.

V. To analyze cross-scale scalability by comparing results from both domains,
demonstrating how predictive intelligence can unify energy management and

support the conceptual integration envisioned in PEAP.

1.4 Research Design Overview

Table 1.2 summarizes an alignment between the Research Questions and the corresponding
Research Objectives. Each objective directly addresses a specific research question and
contributes to the gradual realization of the PEAP through its implemented predictive layers

(macro and micro).

As shown in Table 1.2, the research design progresses from the development of forecasting and
checkpointing modules to their integration within the conceptual PEAP framework,
culminating in performance evaluation and cross-scale analysis. The next section provides a
brief introduction to the PEAP concept and defines its role as the unifying framework for the

entire study.



Table 1.2: Mapping Research Objectives to Methodology

macro and
micro layers, by

combining

PEAP conceptual

workflow.

Python.

Research | Objective |  Research | Methodological | Data Source / Expected
Questions ID Objective Approach Tools Outcome
Develop data- Quantitative and
) ) Accurate
driven experimental
) Energy and weather load-
forecasting approach: )
datasets from forecasting
models that development and
] Bologna, Italy. models and
accurately evaluation of deep- o )
) ] Python-based identification
predict energy learning models )
R (0J1 . modeling of the most
consumption (LSTM, RNN, )
o (TensorFlow, Keras, effective
and availability Transformer). . )
) ) Scikit-learn). architecture
under varying | Model comparison ) ] )
) ) Evaluation metrics: | for sustainable
environmental | through supervised
i ) MAE, RMSE, R2. energy
and temporal learning on time-
. ) management.
conditions. series data.
Design a
predictive Quantitative
checkpointing algorithmic Edge-
algorithm that implementation: intelligent
leverages develop forecast- framework
) ) Real-world solar-
forecasted driven checkpoint ) capable of
) o harvesting datasets
energy horizons | logic with energy forecast-
R, 02 and a )
and modeled thresholds and ) driven
LightGBM/RF o
states to proactive ) checkpointing
o ) model using Python. )
optimize scheduling; test and improved
runtime under different system uptime
decisions in power fluctuation and reliability.
intermittent scenarios.
systems.
Formulate and .
. . Integrative system Demonstrated
implement the desi
gn and cross- ) il
redictive o Combined smart- feasibility of
P scale validation: the PEAP
id and solar-
components of . gt
merge forecasting ) redictive
Rs O3 the PEAP. o harvesting datasets p
’ and checkpointing . . components
specifically its s implemented in P
P y modules within the and their

cross-scale

applicability




Research | Objective |  Research | Methodological | Data Source / Expected
Questions ID Objective Approach Tools Outcome
forecasting, to energy
modeling, and management.
control across
different energy
scales.
Evaluate the
performance of o
] Quantitative
the Comparative )
) ) evidence of
implemented evaluation and )
o efficiency and
predictive performance o
) Outputs from macro reliability
layers of the analysis: MAE, ) )
) and micro modules; | improvements
PEAP using RMSE, R? for ) )
o ) evaluation tools achieved by
R4 O4 empirical forecasting; energy
(Pandas, NumPy, the
datasets, overhead, latency, ) )
) ) Matplotlib, Excel implemented
assessing uptime for
) o dashboards). PEAP layers
forecasting checkpointing;
o compared to
accuracy, model statistical ]
) o baseline
fidelity, and validation.
o methods.
checkpointing
efficiency.
Analyze cross-
scale scalability
by comparing Demonstrated
results from ] scalability and
] Comparative cross- o
both domains, ) ] generalization
) domain analysis o
demonstrating o of predictive
o and statistical Python-based ) )
how predictive . . o intelligence
) ] testing; scalability statistical
Rs Os intelligence can ) ) across energy
) assessment across | comparison (SciPy,
unify energy ) ecosystems as
macro/micro data Seaborn). )
management a foundation
and trend
and support the o for future
generalization.
conceptual PEAP
integration integration.
envisioned in
PEAP.
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This integrated design, as illustrated in Table 1.2, follows a macro-to-micro progression.
Starting with data-driven forecasting for sustainable energy management, progressing through
theoretical analysis of energy-aware checkpointing, and an edge-intelligent predictive
framework for intermittent IoT nodes. The insights and outputs from these stages converge to
formulate the PEAP, a unified framework that combines forecasting, power modeling, and

checkpointing into a cross-scale predictive architecture.

1.5 Contribution

The PEAP proposed in this thesis constitutes the conceptual backbone of the entire study. It
provides a unified theoretical framework that integrates forecasting, power modeling, and
checkpointing into a single predictive architecture capable of operating coherently across

multiple energy scales.

Although large-scale smart grids and small-scale IoT devices may appear as distinct
technological domains, recent advances in distributed sensing, bidirectional communication,
and digital twin infrastructures are progressively blurring this boundary. Energy consumption
data from edge devices increasingly influence grid-level control decisions, while grid forecasts
can inform adaptive scheduling in local nodes. Hence, adopting an end-to-end predictive view,
even if conceptual, is relevant because it reflects the convergence of intelligence across energy
generation, distribution, and consumption. PEAP, therefore, serves as a theoretical lens through

which this cross-scale interaction can be analyzed and gradually realized.

The paradigm envisions a multi-layered structure in which the macro layer performs large-
scale forecasting for smart grid optimization, the micro layer enables localized predictive
control on intermittent [oT nodes, and the meso layer serves as the coordination bridge between

them.

At its core, PEAP treats forecast not as an isolated process but as a continuous feedback-driven
intelligence loop that connects energy producers, consumers, and edge devices through shared
predictive knowledge. It establishes a conceptual pathway linking long-term smart grid

forecasting with short-term, real-time decision-making at the edge.

Within the scope of this doctoral research, only the macro- and micro-layers of PEAP have
been implemented and experimentally validated. These layers demonstrate how predictive
intelligence can improve energy efficiency, reliability, and autonomy across grid-level and

edge-level energy systems. The meso layer, which represents the dynamic coordination and
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bidirectional communication interface between the two, remains a theoretical component

reserved for future work.

A detailed explanation of the theoretical structure, operational logic, and information flow of
PEAP, including its macro, meso, and micro layers, is presented in Chapter Two (Sections 2.6—

2.7), accompanied by a conceptual diagram illustrating its hierarchical interactions.

Furthermore, the scientific outcomes of this thesis have been disseminated in international
peer-reviewed venues, confirming the scholarly relevance and validation of the work. The
detailed list of accepted and submitted publications appears in the section “List of Scientific

Publications” (p. 113).

1.6 Thesis Structure

This thesis is organized into seven chapters, each addressing a specific dimension of the

research problem and contributing to the formulation of PEAP.
Chapter Two: Background and Related Works

This chapter presents the theoretical and technological foundations of energy forecasting,
power modeling, and checkpointing. It reviews related work and highlights the gap that
motivates the proposed paradigm. The chapter then elaborates on the PEAP framework,
detailing its macro, meso, and micro layers, the information flow logic between them, and the

scope of implementation.
Chapter 3: Methodology and Experimental Framework

This chapter translates the conceptual PEAP framework into an implementable methodology.
It describes the datasets, preprocessing techniques, forecasting and checkpointing model
architectures, and evaluation metrics. The chapter shows the macro-level and micro-level

predictive layers of PEAP and formalizes their analytical foundations.
Chapter 4: Macro-Level and Discussion

This chapter presents the results of large-scale smart-grid forecasting using data-driven models
(LSTM, RNN, Transformer). It analyzes model performance, error behavior, and predictive

stability, demonstrating the PEAP macro layer's capabilities.
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Chapter 5: Micro-Level Results and Discussion

This chapter focuses on the predictive checkpointing framework for solar-harvesting IoT
nodes. It evaluates the accuracy of voltage forecasting, dip detection performance, and

checkpointing efficiency, validating the PEAP micro layer under intermittent power conditions.
Chapter 6: Theoretical Integration and Cross-Scale Discussion of the PEAP

This chapter synthesizes the results of the macro and micro experiments within the broader
theoretical architecture of PEAP. It discusses cross-scale relationships, scalability of predictive
intelligence, and the conceptual role of the meso coordination layer that bridges forecasting
(macro) and control (micro) domains. The chapter also outlines the analytical link between
forecasting, modeling, and adaptive decision-making, highlighting how PEAP provides a

cohesive cognitive framework for anticipatory energy systems.
Chapter 7: Conclusions and Future Work

This chapter summarizes the major findings and scientific contributions. It reaffirms the
originality of the PEAP concept and highlights how its partially implemented layers lay the
groundwork for full-scale cross-integration. The chapter concludes by outlining future research
directions, including the real-time coupling of layers via the meso interface and the potential

use of federated and edge learning techniques.
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2. Background And Related Works

Energy systems, ranging from large-scale smart grids to distributed energy-harvesting IoT
nodes, are becoming increasingly complex, dynamic, and interdependent. Their performance
now depends as much on intelligent computation and communication as on traditional physical

infrastructure.

Chapter one established that variability in energy generation and consumption introduces
significant uncertainty at both macro and micro levels, creating the need for predictive and
adaptive energy management. This chapter aims to provide the theoretical and technological
background that frames this research, reviewing existing knowledge on forecasting, energy-

aware computing, and reliability mechanisms for intermittent systems.

This chapter introduces the conceptual foundations of energy systems and smart grids,
discussing the evolution of energy management toward cyber—physical integration and the
implications of renewable energy penetration on stability and sustainability. It then surveys the
state of the art in energy forecasting, moving from classical statistical approaches to data-driven

approach architectures that capture nonlinear temporal dependencies in energy data.

Subsequently, the discussion transitions to the domain of energy-aware and intermittent
computing, focusing on how battery-less and energy-harvesting devices operate under
constrained and unpredictable power supply. Here, the review highlights the emergence of

checkpointing and power modeling as key strategies for ensuring computational reliability.

Finally, the chapter synthesizes insights from the two research domains of smart grid
forecasting and intermittent computing to identify common challenges and unaddressed

intersections.

2.1 Energy Systems and Smart Grids

Energy systems are the fundamental infrastructure upon which modern societies depend,
providing the continuous flow of electricity that sustains industry, transport, communication,
and domestic life. Historically, these systems were designed according to a centralized
architecture [34], [35], in which a limited number of large, controllable generation plants
supplied electricity to a passive consumer base through hierarchical transmission and
distribution networks, as seen in Figure 2.1. Power flows were unidirectional, from producer

to consumer, and control decisions were largely scheduled, manual, and infrequently updated.

15



Generation Plants

75 Consumers
£ T, UHV/HV Distribution
— Transmission  Substation Transformer
ol oofo
oooo 0 ﬂ o
N S o ; :
O A7 oo

— oo
/ \ Distribution E od E
=il W Transformer 1

Large Hydro Industrial

Figure 2. 1: Traditional Grid [36]

The resulting architecture, though stable for much of the 20" century, was optimized for
predictable demand and dispatchable generation [37], [38]. However, the rapid growth of
renewable energy sources, the increasing electrification of end-use sectors, and the digital
transformation of industrial processes have rendered this traditional architecture inadequate for

the dynamic conditions of the twenty-first century.

The global energy transition has accelerated the shift toward decentralized and decarbonized
generation [39]. Distributed renewable resources, such as rooftop photovoltaic (PV) arrays,
wind turbines, and small-scale hydro systems, now feed electricity directly into low-voltage
and medium-voltage networks [40]. Consumers are increasingly acting as prosumers, who both
produce and consume power, while electric vehicles and battery storage units introduce
bidirectional flows that conventional grids were never designed to manage [41], [42]. These
developments have transformed the grid from a centrally controlled architecture into a highly
interactive ecosystem composed of heterogeneous, geographically dispersed, and digitally
connected elements. The energy systems have evolved into what is now known as the smart
grid, a cyber-physical infrastructure that integrates electrical, communication, and

computational layers to enable intelligence, adaptability, and resilience [43], [44].

A smart grid can be described as a layered system that unites physical components with digital
decision-making, as seen in Figure 2.2. At its base lies the physical layer or Power system layer,

comprising generation units, substations, power lines, transformers, and end-user loads.
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Figure 2. 2: Architecture of a Smart Grid [45].

Above it, the communication layer establishes the nervous system of the grid through wired
and wireless networks, optical fiber, 4G, 5G, and power-line communication technologies,
which transmit sensor data and control signals. The uppermost decision layer, or application
layer, hosts supervisory control and data acquisition systems (SCADA), distributed energy
resource management systems (DERMS), and increasingly, artificial intelligence-based
analytics that process incoming data to forecast demand, optimize operations, and detect
anomalies in real-time [45]. Through the interaction of these layers, energy and information
now circulate bidirectionally, enabling consumers, producers, and storage assets to cooperate

in a dynamic manner.

This digital transformation has been accelerated by the integration of smart meters, phasor
measurement units (PMUs), and Internet of Things (IoT) sensors, collectively constituting the
advanced metering infrastructure (AMI) of the modern grid [46], [47]. Continuous, fine-
grained monitoring enables operators to maintain situational awareness of voltage, current, and
frequency deviations across wide geographical areas. Self-healing mechanisms automatically
isolate faults and reroute power flows, while distributed controllers perform corrective actions

locally, reducing dependence on centralized command centers [48]. The integration of
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renewable generation, however, has introduced a new class of operational challenges that test

the resilience of these digitally enhanced systems.

Renewable energy sources such as solar and wind are inherently intermittent and non-
dispatchable [49], [50]. Their output fluctuates with meteorological conditions, such as
irradiance, temperature, and wind speed, which vary both temporally and spatially. When
renewable penetration is low, variability such as power imbalances, voltage deviations, and
frequency excursions can threaten grid stability [51]. To mitigate these effects, energy systems
are increasingly relying on elements such as battery storage, demand-response programs, and
inter-regional power exchanges [52]. However, managing these heterogeneous resources
requires accurate knowledge of the future energy state. This is where forecasting and predictive
analytics become essential. By providing a forward-looking view of generation, consumption,
and grid conditions, forecasting enables operators to transform uncertainty into informed
decision-making. It allows energy networks to anticipate imbalances before they occur,

optimize power dispatch, and align renewable generation with fluctuating demand profiles.

Forecasting and predictive analytics have thus emerged as critical pillars of modern energy
systems [53]. They bridge the gap between data acquisition and intelligent control by
transforming raw historical and environmental records into actionable insights. Through
forecasting, operators can anticipate demand peaks, renewable generation variability, and
potential network congestion, enabling proactive rather than reactive management. Depending
on the forecasting horizon, these insights serve distinct operational and strategic functions.
Short-term forecasts, ranging from a few minutes to several hours ahead, support unit
commitment, real-time balancing, and system control. Medium-term forecasts, covering hours
to days, assist in maintenance planning and participation in energy markets, while long-term
forecasts, extending from weeks to years, inform infrastructure development, capacity

expansion, and investment strategies [54], [55].

Forecasting does more than improve numerical accuracy. It enables predictive control. Early
forecasting approaches were grounded in statistical techniques such as ARIMA and exponential
smoothing. These models offered simplicity, interpretability, and computational efficiency, yet
they relied on assumptions of linearity and stationarity that rarely align with the realities of
today’s energy systems [56]. Modern power networks are highly dynamic and nonlinear,
shaped by complex interactions between multiple external factors, including weather

variability, human activity, and evolving policy frameworks [57]. This complexity has
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motivated a paradigm shift toward data-driven and learning-based techniques [58]. ML and DL
models such as RF, Gradient-Boosted Trees, LSTM networks, and Transformer architectures
now represent the state of the art [59]. These models excel at capturing long-range temporal
dependencies and spatial correlations within diverse datasets, resulting in substantially
improved forecasting accuracy and a more resilient foundation for predictive energy

management.

The effectiveness of forecasting, however, depends on how data is collected, processed, and
disseminated [60]. Communication protocols such as IEC 61850, MQTT, and DNP3 [61]
facilitate interoperability among devices, while edge-computing nodes and micro-data centers

handle analytics locally to reduce latency and bandwidth requirements [62].

ML algorithms are increasingly migrating from centralized clouds to the edge through
lightweight implementations [63]. Techniques such as pruning, quantization, and knowledge
distillation enable the compression of large neural networks for execution on microcontrollers
and embedded devices [64]. This shows that intelligence is no longer confined to central servers
but distributed throughout the grid, creating an ecosystem of semi-autonomous agents capable
of local adaptation. At the same time, this decentralization enlarges the cyberattack surface,
necessitating robust cybersecurity and data governance frameworks. The European Union’s
NIS 2 Directive and Cyber-Resilience Act (2023) [65], together with blockchain-based data-

integrity schemes, exemplify current efforts to secure edge-enabled infrastructures.

Digitalization in the energy sector has also transformed energy management into a data-centric
discipline [66]. Vast volumes of real-time data are aggregated and analyzed through big data
architectures. The emergence of digital twins, virtual or digital replicas of physical assets,
enables operators to test scenarios, predict failures, and optimize operations without physical
risk [67]. For example, several initiatives to digitalize its distribution infrastructure have been
launched [68]. To scale intelligence across distributed assets, federated learning allows local
agents, microgrids, renewable farms, or EV fleets to train shared models without exchanging
raw data, thereby preserving privacy and reducing communication overhead [69]. This
paradigm supports cooperative intelligence, where forecasting and decision-making become

collective processes rather than isolated computations.

2.2 Forecasting Techniques for Energy Management

The transition toward predictive and cooperative energy management relies fundamentally on

the ability to anticipate future states. Forecasting converts data acquired through digitalized
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infrastructures into actionable intelligence, allowing operators and control algorithms to plan

generation, balance demand, and allocate resources proactively rather than reactively.

Forecasting in energy systems may involve electricity demand (load forecasting), renewable
generation (such as solar, wind, and hydro forecasting), electricity prices, or combined hybrid
targets. Each type supports distinct decision horizons. Short-term (hours) for dispatch and
scheduling, medium-term (days to weeks) for maintenance and market bidding, and long-term
(months to years) for investment planning. Regardless of the horizon, all forecasting tasks share
three defining characteristics: strong temporal dependence, pronounced seasonality, and the
influence of variables such as temperature, humidity, irradiance, and socio-economic behavior

[54].

Data collected from smart meters, [oT sensors, and supervisory systems undergoes pre-
processing to handle missing values, noise, and outliers before modeling. Common
normalization and differencing techniques ensure statistical stationarity, while feature
engineering integrates signals such as calendar or time indicators. The resulting multivariate
series then feeds an analytical or data-driven architecture whose performance is evaluated using
standard metrics such as Mean Absolute Error (MAE), Root Mean Square Error (RMSE), Mean
Absolute Percentage Error (MAPE), and symmetric MAPE (sMAPE) [70]. These metrics offer
complementary insights into deviation magnitude, volatility sensitivity, and proportional

accuracy.

Historically, forecasting was dominated by statistical and econometric models. Autoregressive
(AR), Autoregressive Moving Average (ARMA), and Autoregressive Integrated Moving
Average (ARIMA) formulations exploited linear temporal correlations under the assumption
of weak stationarity [71], [56]. Seasonal ARIMA (SARIMA) extended the framework to
capture periodic fluctuations, while exponential smoothing and Holt—Winters methods offered
lightweight alternatives for short-term forecast [72]. Regression-based models incorporating
temperature or economic indicators also achieved success in aggregated load forecasting for
utilities [73]. The strengths of these methods include simplicity, transparency, and low

computational cost, making them invaluable for early smart grid operations.

However, the increasing non-linearity and volatility of modern energy systems exposed their
limitations. ARIMA models cannot easily represent multiple inputs or dynamic shifts, and their
error propagation grows rapidly with horizon length [74]. Moreover, they assume fixed model

parameters, whereas real-world energy behavior evolves continuously in response to human
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activity and weather patterns. As a result, attention has shifted toward machine-learning (ML)

techniques capable of learning complex mappings directly from data.

Machine-learning models such as Support Vector Regression (SVR), RF, Gradient-Boosted
Decision Trees (GBDT/XGBoost), and k-Nearest Neighbors (kNN) have demonstrated
superior adaptability to non-stationary conditions [75]-[77]. These methods capture nonlinear
relationships among features and can incorporate a wide range of explanatory variables,
including socioeconomic indices, temperature, solar radiation, and historical consumption
patterns. Comparative studies show that ensemble tree-based models, such as RF and GBDT,
outperform linear regression and ARIMA by 10-30% in MAE for short-term demand
forecasting [75]. Their interpretability, as measured by feature-importance metrics, further aids

decision-makers in identifying dominant influencing factors.

Hybrid models combining physical insights with ML algorithms have also emerged. For
example, regression-tree ensembles integrated with physics-based irradiance models achieve
high accuracy in solar-power forecasting [78]. Similarly, ML-enhanced autoregressive
frameworks (ARIMA + RF or ARIMA + XGBoost) leverage both temporal and nonlinear
dependencies. Such hybridization exemplifies the fusion of model-driven and data-driven

paradigms, a recurrent theme in contemporary energy forecasting [79].

Recent research emphasizes that forecasting accuracy improves substantially when data are
spatially contextualized. Correlations among neighboring substations, cities, or renewable
farms provide additional explanatory power that single-site models cannot capture. Graph-
based ML methods and spatiotemporal clustering are currently active areas of investigation,
particularly in the context of regional renewable energy integration [80]. These approaches
construct topological representations of the power network where nodes correspond to

measurement points and edges encode electrical or geographical proximity.

The increasing volume and velocity of energy data have also necessitated the automation of
model selection and hyperparameter optimization. Frameworks such as Bayesian
Optimization, Random Search, and Genetic Algorithms are increasingly integrated into
forecasting pipelines [81]. These meta-learning strategies minimize manual tuning effort and

enhance reproducibility, both of which are crucial for industrial deployment.

In summary, statistical forecasting provides interpretability and efficiency under stationary
assumptions, while ML models deliver flexibility and nonlinear expressiveness under complex

dynamics. The next phase in this evolution introduces a DL architecture that exploits temporal
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memory, spatial attention, and multi-scale representations to achieve state-of-the-art

performance in load, wind, and solar forecasting.

The introduction of DL architectures has revolutionized energy forecasting by enabling models
to learn long-term temporal dependencies, multivariate correlations, and hierarchical patterns
directly from raw data [82]. Among these, RNNs, LSTMs, and Gated Recurrent Units (GRUs)
have become dominant for sequential forecasting. LSTMs overcome the vanishing gradient
limitation of classical RNNs by introducing gating mechanisms that preserve information over
extended horizons, making them well-suited for hourly and daily load forecasting [83].
Empirical comparisons of residential and industrial datasets demonstrate that LSTMs reduce
RMSE by 10-25% compared with ARIMA and SVR models [84]. GRUs, with fewer
parameters, achieve comparable accuracy at lower computational cost, facilitating deployment

in embedded environments [85].

While RNNs capture temporal dependencies, Convolutional Neural Networks (CNNs) have
been adapted to extract local spatial-temporal features from gridded or multivariate time-series
data [86]. CNN-LSTM hybrids exploit both convolutional feature extraction and recurrent
temporal modeling, proving effective for wind-power forecasting where spatial correlation
among turbines is significant [87]. Attention mechanisms further enhance performance by

dynamically weighting historical inputs based on their relevance and importance.

The emergence of the Transformer architecture, initially developed for natural language
processing, has introduced a new paradigm for energy forecasting [88]. Transformers rely on
self-attention rather than recurrence, enabling them to model long-range dependencies in
parallel. Their scalability and interpretability have made them the preferred architecture for
multi-step forecasting and probabilistic uncertainty estimation in complex systems [89], [90].
Recent benchmarks show that transformer-based models outperform LSTMs by up to 15% in
RMSE for a one-day-ahead solar generation forecast, while maintaining faster training times

[91].

Another line of development involves hybrid and ensemble forecasting approaches. Hybrid
methods combine complementary model classes such as ARIMA-LSTM [92] or CNN-LSTM
[93], to leverage the interpretability of statistical models and the flexibility of neural networks.
Ensemble techniques, such as bagging, boosting, and stacking, aggregate multiple learners to
enhance robustness against noise and non-stationarity [94]. Gradient-boosting frameworks,

such as LightGBM, CatBoost, and RF ensembles, remain competitive for mid-term forecasting
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due to their efficiency and transparency [95]. Probabilistic ensembles further quantify
forecasting intervals, supporting risk-aware decision-making in market operations and dispatch

scheduling [96].

Forecasting accuracy alone, however, is insufficient for practical deployment. Modern energy
infrastructures require real-time and edge-based forecasting that operates close to data sources.
Edge analytics minimizes latency and bandwidth consumption, enabling microgrids and
substations to respond to fluctuations autonomously [97]. Cyber-physical integration of
forecasting at the edge also necessitates secure communication and model coordination.
Federated learning frameworks distribute training across multiple nodes without transferring
raw data, preserving privacy while maintaining global model coherence [98]. Together,
TinyML and federated learning embody the shift toward autonomous, cooperative forecasting

ecosystems that underpin predictive energy management.

The maturation of these forecasting methodologies signifies a broader conceptual
transformation. Forecasting is no longer a peripheral analytical task but the cognitive core of
intelligent energy systems. When embedded within Model Predictive Control (MPC),
reinforcement learning agents, or digital twin environments, forecasts provide the anticipatory

knowledge required for optimal scheduling, anomaly prevention, and resilience enhancement.

2.3 Power Modeling and Energy Dynamics

While forecasting provides temporal foresight, power modeling captures the physical
mechanisms governing energy generation, conversion, and consumption. Together, they form
the analytical and empirical foundations of predictive energy management. Accurate power
models translate environmental and operational variables into quantitative estimates of system

behavior, linking theoretical energy flow equations with real-time control and optimization.

Electric power systems obey the fundamental principle of energy conservation, where
instantaneous power P(t) represents the rate of energy transfer between sources, storage
elements, and loads. For a generic system, the dynamic energy balance can be expressed as

shown in equation 2.1 [99], [100].

dE(t
Pgen(t) + Pin(t) = Pioqa(t) + Pioss + % (2.1
Where Pgen denotes generation, Piy auxiliary input (e.g., from grid or renewable energy), Pioad

the aggregate consumption, Ploss resistive or conversion losses, and E(t) is the stored energy.
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Deviations from equilibrium reflect transient behavior, such as charging or discharging of

storage systems and dynamic load variation.

2.3.1 Analytical and Physics-Based Modeling

Classical analytical power models are derived from the fundamental principles of circuit theory,
thermodynamics, and electrochemistry. In grid applications, nodal or bus-injection models
describe active and reactive power flows as nonlinear functions of voltage magnitude and phase
angles [101]. Linearized variants, such as direct current power flow approximations, simplify
optimization in transmission networks [102]. In microgrids, component-level representations
capture inverter control, droop characteristics, and storage dynamics [103], [104]. For
electrochemical storage (batteries), equivalent circuit models, comprising open-circuit voltage
sources, internal resistance, and RC diffusion networks, reproduce transient charge-discharge
behavior [105]. Thermal models account for temperature-dependent degradation, improving

lifetime estimation and safety [106].

Such physics-based models offer interpretability and transferability, but they may require
extensive parameter identification and become computationally expensive when scaled to large
networks. Nevertheless, they remain essential for verifying physical acceptability and
designing control algorithms. Their governing differential equations often serve as the

foundation for Model Predictive Control (MPC) and optimal power-flow formulations.

2.3.2 Empirical and Data-Driven Modeling

With the advent of large-scale sensing and computation, data-driven power modeling has
gained prominence. Empirical regression, neural networks, and Gaussian process models learn
input—output mappings directly from operational data without relying on explicit physical
equations. These models can capture unmodeled nonlinearities arising from inverter switching,
stochastic renewable input, or user behavior [107]. For instance, artificial neural network
(ANN) models have been applied to battery state-of-charge (SoC) estimation using voltage,
current, and temperature inputs, achieving low mean error [108]. Similarly, support-vector
regression (SVR) and Random-Forest (RF) models have been used to predict photovoltaic (PV)

power output under varying irradiance and temperature conditions [109].

Hybrid grey-box approaches merge both paradigms by embedding physical constraints within
data-driven structures. Physics-informed neural networks (PINNs) integrate governing

differential equations into their loss functions, ensuring consistency with conservation laws
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while leveraging the flexibility of DL [110]. Such models improve generalization to unseen

conditions and require fewer labeled data points.

Another critical development is the use of state-space identification and Kalman-filter-based
estimators for real-time energy-state tracking [111]. Extended Kalman Filters (EKF) and
Particle Filters (PF) estimate unobservable states, such as internal battery voltage or capacitor
charge, from noisy sensor data with model predictions [112]. These techniques provide the
foundation for State of Charge (SoC) estimation in both electric vehicles and stationary storage

units. Accurate state estimation is pivotal to predictive maintenance and reliability assessment.

The increasing heterogeneity of power components, ranging from high-capacity grid-scale
batteries to small supercapacitors in IoT nodes, has necessitated multi-scale modeling
frameworks. Hierarchical approaches couple macro-level network equations with micro-level
device models to analyze cross-scale interactions. For example, fluctuations at the inverter
level can propagate through local feeders, influencing grid frequency stability.[113], [114].
Conversely, grid-level voltage variations affect the efficiency of distributed converters and
chargers. Capturing these bidirectional couplings is essential for integrated predictive

management.

Analytical and data-driven models also converge within digital-twin environments, where
virtual replicas continuously synchronize with their physical counterparts via sensor feedback.
These twins perform parameter estimation, fault detection, and scenario testing in real time
[115]. In E-Distribuzione’s pilot projects, power-flow digital twins have been used to monitor
low-voltage feeders and pre-emptively identify overload risks, demonstrating the feasibility of

large-scale dynamic modeling in operational networks [116].

2.3.3 Power Modeling in Renewable and Distributed Systems

Modern smart grid environments are characterized by the coexistence of centralized and
distributed renewable sources, principally solar photovoltaic (PV), wind, and hybrid systems.
Modeling their output requires coupling environmental dynamics with device-specific

conversion mechanisms [117].

For PV systems, generated power can be mathematically expressed in Equation 2.2 [118],

[119].

Ppy = npy AG (1 — a(T; — Tref)) (2.2)

25



Where Ppy is the PV output power, 17py, is PV conversion efficiency, A is the active surface area
of the PV array, Gt is the global solar irradiance on the module surface, a is the temperature
coefficient of power, T; is the operating temperature of the PV cells, and T..¢ is the standard
test condition temperature. Equation 2.2, originally derived from semiconductor physics and
widely adopted in PV modeling, ensures that the model accurately reflects real-world operating

behavior.

For wind systems, aerodynamic and electromechanical models relate output power to air
density, rotor radius, and the cube of wind speed, with efficiency governed by the power
coefficient C,(4, ), dependent on the tip-speed ratio A and pitch angle g [120]. Hybrid
renewable systems employ coupled differential equations to balance variable inputs and storage
responses. Empirical grey-box approaches now dominate such modeling, combining physical

turbine and PV equations with data-driven correction layers [121].

Energy storage modeling plays a critical role in integrating renewable energy sources. Beyond
simple Coulomb counting, advanced battery models incorporate electrochemical diffusion and
hysteresis to estimate SoC and degradation. Equivalent circuits and fractional-order models
provide compact yet accurate representations suitable for control simulation [122].
Supercapacitors and hybrid storage elements, modeled through RC networks, enable fast
buffering of renewable fluctuations. Together, these models support predictive scheduling of

charge—discharge cycles, maximizing lifetime and efficiency [123].

2.3.4 Energy Modeling in Intermittent IoT Systems

At the opposite end of the energy spectrum lie intermittently powered loT nodes, which harvest
ambient energy from sources such as solar, vibration, Radio Frequency (RF), or thermal
gradients. Their operation is constrained by limited storage capacitors and an unreliable power
supply. Modeling such systems requires characterizing both the energy-harvesting process and

the consumption profile of computation and communication tasks.

Harvested power Py(t) depends on the transducer characteristics and the environment's
intensity. For solar harvesters, Py = npy AG;. The storage capacitor is mathematically

represented in equation 2.3 [124].

E(t) = ZCV(t) (2.3)
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The nonlinear charge-discharge is governed by load current and leakage. Energy consumption
varies with the microcontroller state, which can be active, idle, or sleep, forming a discrete-
time Markov process [125]. Integrating these models yields the energy-availability function, a

predictive estimate of when the node can perform useful computation.

Hybrid modeling techniques now employ ML to forecast harvested energy and to schedule
tasks. Regression and light-gradient-boosting models have achieved high-fidelity short-term
forecasting of battery or capacitor voltage under real solar traces. Physics-guided learning
further embeds capacitor dynamics into neural architecture, improving generalization across
devices. These models directly feed checkpointing strategies that save execution state before

expected energy depletion, bridging power modeling with computational reliability.

2.4 Checkpointing and Reliability Mechanisms

Building on the preceding section of power modeling and predictive energy dynamics, this
section advances from understanding energy behavior to ensuring computational continuity
under variable energy conditions. Whereas Section 2.4 focused on quantifying and forecasting
power availability across various scales, the current section examines how systems utilize that

predictive knowledge to maintain state and ensure reliable progress despite intermittent supply.

Energy-harvesting and battery-less embedded systems operate under intermittent power, where
frequent brownouts erase volatile memory and interrupt execution. Unlike continuously
powered devices, these systems cannot rely on a stable power supply. Their ability to make
forward progress and maintain computational consistency, therefore, hinges on robust
reliability mechanisms that can preserve system state across power interruptions. Among these
mechanisms, checkpointing serves as the fundamental strategy that periodically saves the
processor and program state to non-volatile memory (NVM) so that, after recovery, execution
resumes from a recent consistent point rather than restarting from the beginning. In energy-
harvesting devices, checkpointing transforms an unreliable power source into a form of

eventual continuity, spreading computation across multiple power cycles.

Checkpointing systems differ in granularity, triggering policy, and state representation. Early
approaches, such as Mementos [126], introduced energy-aware reactive checkpointing, in
which the system continuously monitors the capacitor voltage and preserves the computational
state once the available energy drops below a safe threshold. The residual charge stored in the
decoupling capacitors is leveraged to serialize registers, stack, and data sections into FRAM

before power loss. Although effective, this technique suffers from high overhead under rapidly
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fluctuating power conditions. Building upon this foundation, Hibernus [127] optimized the
paradigm by allowing a single checkpoint per outage, saving the state once the supply voltage
falls below a predefined cut-off level and automatically restoring it upon re-energization. Both
systems exemplify the reactive checkpointing model, where checkpoints are triggered only

when a power failure is imminent.

Subsequent research introduced software-centric designs to reduce checkpoint frequency
through task-level idempotence. Systems such as Chain [128] and Alpaca [129] restructured
applications into atomic, self-contained tasks that either complete fully or safely re-execute
after a power failure. Chain isolates producer-consumer interactions via channels, preventing
partial-state propagation, while Alpaca employs data privatization, merging updates into shared
memory only after a task is committed successfully. These idempotent execution models
eliminate the need for global snapshots, enabling near-zero recovery latency, although at the
expense of increased programming discipline and compiler-level coordination. This trade-off
encapsulates a central challenge in intermittent computing. Balancing energy efficiency,

software complexity, and the need for deterministic recovery.

To mitigate the energy cost, researchers have proposed differential checkpointing strategies
that store only the modified data since the last checkpoint [30]. By tracking write-sets or
applying page-level delta encoding, these methods substantially reduce non-volatile memory
(NVM) writes, thereby enhancing both energy efficiency and device endurance [130].
Complementary static analyses can further identify scratch buffers and re-computable variables
that do not need to be persisted, thereby minimizing redundant storage operations [131].
Consequently, object-level checkpointing techniques have become prevalent in lightweight IoT

systems, offering fine-grained energy control and fast state restoration [132].

Traditional strategies are either periodic or reactive [133]. While periodic schemes may waste
energy by saving even during stable power conditions, reactive policies risk missing abrupt
voltage drops due to sensor or sampling delays [134]. An emerging alternative predictive
checkpointing, which forms the core focus of this thesis, addresses this trade-off by anticipating
future energy states through forecasts and power-model estimates. When the predicted voltage
approaches the safe minimum, and the expected checkpoint cost fits within the remaining
energy budget, the runtime proactively commits a save. This forecast-driven reliability
paradigm minimizes redundant checkpoints while safeguarding against data loss under

intermittent supply conditions.
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Consistency across checkpoints is vital. Partially written values or overlapping updates can
produce torn states, leading to corruption upon recovery [135]. To guarantee correctness,
systems employ mechanisms such as write-ahead logging, copy-on-write buffers, and
transactional commits [136]. The task semantics of Chain and Alpaca inherently preserve
consistency by ensuring that incomplete tasks are re-executed safely, thereby defining natural

recovery boundaries.

The checkpointing overhead is strongly influenced by the characteristics of the underlying
NVM technology. FRAM and MRAM ofter low-energy, byte-addressable writes, making them
ideal for fine-grained persistence[137], [138]. In contrast, flash memory requires energy-
intensive block erases, which are often mitigated through batched updates [139], [140].
Hardware support, such as brown-out detectors, DMA-assisted transfers to NVM, and shadow
register files, can further minimize latency and execution stalls [141]. Some non-volatile
processors (NVPs), including the Ambiq Apollo-NVP and custom MSP430 prototypes,

automatically latch register files upon power loss, enabling instant-on recovery.

In summary, checkpointing transforms predictive insight into operational resilience by
translating future energy into proactive system behavior. Through the evolution from reactive
to predictive mechanisms, this literature demonstrates a gradual convergence between energy
modeling, forecasting, and reliability control. The concept of predictive checkpointing thus
embodies the transition from energy adaptation to anticipatory computing, where system

actions are aligned with predicted energy conditions rather than past events.

2.5 Checkpointing and Power Modeling in Intermittent Computing

Intermittent computing systems operate under inherently unstable, unpredictable energy
conditions, where execution progress is frequently disrupted by power failures due to limited
energy-harvesting and storage capabilities. In such environments, traditional execution and
checkpointing mechanisms that are oblivious to energy dynamics lead to excessive overhead,
state loss, or incomplete recovery. Consequently, energy-awareness becomes a fundamental
requirement rather than optimization, as reliable system operation depends on aligning

checkpointing decisions with both instantaneous and anticipated power availability.

To ground this perspective, this section consolidates key insights derived from a comprehensive
survey conducted as part of this doctoral research and submitted separately to ACM Computing
Surveys under the title “Energy-Aware Checkpointing in Intermittent Computing: A
Comprehensive Review of Power Modeling Techniques and Platforms.” Rather than
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reproducing the full survey, the objective here is to synthesize the conceptual foundations,

dominant design patterns, and cross-layer relationships between power modeling,

checkpointing strategies, and platform support that inform the micro-layer.

Table 2. 1: Contributions of Previous Surveys and Comparison

Surveys

Key Contributions

[141]

Reviews prototyping platforms for intermittent systems with a focus on hardware
benchmarking and runtime assumptions. Provides useful platform insights but does not

address checkpointing strategies or cross-layer design.

[142]

Surveys secure checkpointing methods, develop a taxonomy of threats and defenses,
and discuss system vulnerabilities. Strong on security aspects, but limited coverage of

energy-aware modeling and cross-layer integration.

[133]

Experimental comparison of 13 checkpointing techniques under different energy
profiles. Provides practical measurements but lacks a broader taxonomy linking power

modeling and platforms.

[143]

Examines checkpointing overheads under different security levels and encryption
mechanisms. Highlights the trade-off between resilience and energy cost but does not

cover predictive modeling or platform diversity.

Our survey (2025)

Provides a checkpointing-centric and cross-layer review. Explicitly links power
modeling, checkpointing strategies, and platform support. Covers recent advances
(2020-2025), proposes a novel taxonomy, and distills design guidelines and open

challenges.

The synthesized analysis highlights how advances in power modeling directly influence

checkpointing policies and how hardware and runtime platform evolution enable increasingly

fine-grained, predictive, and adaptive execution strategies. These insights provide the

necessary context for understanding the limitations of existing approaches and motivate the

scope of the contribution discussed in the subsequent section.

Compared to other survey papers, the contribution of this survey is summarized in Table 2.1.

It entails what other survey papers have carried out and compared to our survey paper.

Our survey study employed the PRISMA (Preferred Reporting Items for Systematic Reviews

and Meta-Analyses) methodology to ensure transparency, traceability, and reproducibility.
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Figure 2.3: A flow diagram illustrating the systematic review methodology employed for
selecting relevant studies on energy-aware checkpointing in intermittent computing

Figure 2.3 illustrates the PRISMA flowchart for identifying, screening, and including relevant
publications. Searches across IEEE Xplore, ACM Digital Library, SpringerLink, and
ScienceDirect employed compound query strings, including “intermittent computing,”
“energy-aware checkpointing,” “energy harvesting,” and ‘“non-volatile processor.” After
screening 125 records, 31 duplicates were removed. Titles and abstracts of the remaining 94
unique records were carefully screened, excluding 37 papers not directly focused on energy-
aware checkpointing. A full-text evaluation of the 57 eligible papers led to the exclusion of an
additional 12 papers due to misalignment with our inclusion criteria, resulting in 45 papers

selected for qualitative synthesis.
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Furthermore, to organize and interpret the findings from the review, a taxonomy of energy-
aware checkpointing systems was developed, as illustrated in Figure 2.4. A taxonomy in this
context represents a structured classification scheme that groups existing research works
according to their underlying design philosophy, modeling technique, and implementation
context. Rather than listing studies individually, taxonomy summarizes their key principles into
conceptual categories, enabling meaningful comparison and revealing evolutionary trends in

the field.

This approach provides a clear analytical lens through which one can trace the progression of
checkpointing methods, from periodic and reactive schemes to more advanced predictive and
adaptive paradigms, while highlighting the interdependence between algorithmic strategy,

power modeling, and hardware support.

The proposed taxonomy was constructed from the selected body, as represented in Figure 2.3
of the literature, and refined by extracting key attributes from each paper. Specifically, three
classification dimensions were identified as most representative of the state of the art, such as
Power Modeling in Intermittent Computing, Checkpointing Techniques in Intermittent

Computing, and Platform and Tools for Energy-Efficient Intermittent Computing.
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Power modeling approaches were classified as analytical, empirical, or hybrid. Analytical
models relied on physical laws, such as the capacitor-discharge equation (E = % CV?), and
were dominant in early works that employed simplified assumptions about harvesting
efficiency and storage behavior. Empirical models emerged as sensing and logging capabilities
improved, using regression or machine-learning techniques to estimate harvested power or
remaining energy based on recent voltage or irradiance history. Hybrid models integrated the
two approaches by coupling physical constraints with data-driven correction terms to improve

adaptability across heterogeneous conditions.

Checkpointing strategies evolved in parallel. Early systems adopted periodic checkpointing,
saving processor or memory states at fixed time intervals or after a fixed number of instructions.
These schemes were simple but energy-inefficient, as they often triggered redundant
checkpoints during stable power periods. The next generation of techniques introduced reactive
policies based on real-time voltage or capacitor-level thresholds, enabling the system to
respond immediately to brown-out risks. However, such reactive methods remained limited by
sensing latency and could not anticipate sudden voltage collapses. The most recent class,
identified in several works between 2020 and 2024, employed predictive checkpointing,
utilizing forecasts of future energy availability to determine when to save the system state
before instability occurs. Predictive schemes marked a conceptual shift from reaction to
anticipation, aligning system behavior with expected power trends rather than instantaneous

conditions.

The platform dimension revealed a rapid evolution of embedded architectures supporting non-
volatile computing. Early intermittent platforms relied on flash-based microcontrollers, where
each erase-write operation incurred energy costs above 10 pJ per KB. Subsequent adoption of
ferroelectric RAM (FRAM) and magnetoresistive RAM (MRAM) reduced this to below 1 uJ
per KB, making fine-grained persistence feasible. Research prototypes, such as the MSP430
NVP, Ambiq Apollo NVP, and custom MSP430-based energy-harvesting nodes, demonstrated
that hardware advances directly influence checkpoint frequency and recovery latency. Runtime
frameworks, such as MementOS, Chain, Alpaca, Clank, and QSP, offered increasingly
sophisticated software abstractions for managing state consistency, memory idempotence, and

task scheduling.
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By cross-referencing these dimensions, taxonomy captures both methodological and
technological diversity, illustrating how energy-aware checkpointing has evolved in tandem

with progress in energy modeling and non-volatile computing architectures.

2.6 Contribution Scope and Beyond State of the Art

The preceding sections revealed that forecasting, power modeling, and checkpointing have
evolved largely as independent disciplines, each addressing different aspects of energy
variability and computational resilience. However, their integration is essential for achieving
sustainable autonomy in energy-aware systems. The PEAP proposed in this thesis provides a

theoretical synthesis that unites these three domains within a single cross-scale framework.

At its core, PEAP conceptualizes energy management as a predictive—adaptive loop, in which
forecasting (anticipation), power modeling (quantification), and checkpointing (action)
cooperate through continuous feedback. The framework transforms energy systems from
reactive entities that respond to failures after they occur into anticipatory systems that forecast,

interpret, and adapt in advance.

Equation 2.4 mathematically represents the predictive control logic of the PEAP framework.

ar = f(Eeen M(Ep), C) (2.4)

The system’s decision or control action a, at time (t) is a function of three interdependent
elements: the forecasted future energy availability E,,, , the modeled current energy state
M(E;), and the checkpointing constraints C. At any time t, the system chooses an action a,,
such as checkpointing or continuous computation, based on the predicted future energy £,

the current modeled energy state M (E;), and its control constraints.
The conceptual layer of PEAP includes:

1. Forecasting Layer (Anticipation): This layer predicts near-future energy conditions,
such as consumption demand, irradiance, or device voltage, over a certain horizon. It
employs statistical and deep-learning models to infer temporal dependencies and
exogenous influences. Forecasting thus provides the system with foresight, enabling
proactive energy scheduling or checkpointing before depletion occurs.

2. Power Modeling Layer (Quantification): This layer translates the predicted and
observed variables into a continuous energy state. Analytical and data-driven models

describe charge—discharge behavior, conversion losses, and energy-storage dynamics.
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The power model thus serves as the physical backbone of PEAP, converting data-driven
forecasts into measurable energy terms usable by the control layer.

3. Checkpointing and Control Layer (Action): The final layer executes system
decisions such as continuous, checkpoint, or suspend, based on the predicted energy
and model state. For instance, if a forecasted energy deficit is detected within the
horizon, the system proactively performs a checkpoint before power loss. This layer
closes the feedback loop by acting on predictive information to guarantee

computational progress and data integrity.

PEAP reframes energy management as a predictive control problem under energy uncertainty,
bridging data analytics with system reliability. It unites three distinct capabilities: Learning via
forecasting models that infer upcoming energy patterns, understanding via power modeling
that quantifies physical energy dynamics, and acting via checkpointing and control policies
that execute energy-aware decisions. This integration establishes the theoretical foundation for
autonomous, self-optimizing energy systems that can maintain operation despite stochastic

energy availability.

PEAP is a novel conceptual architecture designed to unify predictive intelligence across
heterogeneous energy systems. It introduces a multi-layered framework in which forecasting,
adaptive decision-making, and feedback-based learning operate coherently across different
spatial and temporal scales, from smart-grid infrastructure down to intermittent [oT nodes. 7The
central idea of PEAP is that forecasting should not remain isolated within a single domain but
should instead serve as a shared cognitive process that continuously informs, adapts, and

synchronizes the behavior of interconnected energy entities.

It conceptualizes how predictive intelligence can operate coherently across three hierarchical
layers of the energy ecosystem, macro, meso, and micro, each addressing a different scale of

operation while exchanging information through forecast, feedback, and control flows.

As illustrated in Figure 2.5, PEAP is structured into three hierarchical layers, each with a
distinct function yet interconnected through flows of predictive knowledge and feedback

information.

The macro layer represents the strategic forecasting environment of the smart grid. It
aggregates large-scale datasets, such as building-level consumption, renewable generation, and
weather parameters, and applies data-driven models to forecast energy demand, generation,

and grid stability. These forecasts are used not only for grid-level decision-making, such as
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load balancing and storage optimization, but also as contextual knowledge for the lower layers
of the system. The macro layer, therefore, serves as the global predictive core of the entire

PEAP system, providing situational awareness of long-term, large-scale energy dynamics.

The meso layer serves as the coordination and translation interface between the macro and
micro layers. It is not predictive by design; rather, it performs adaptive intercession by
converting large-scale forecasts into concise, actionable context signals for resource-
constrained devices and by aggregating feedback from those devices to refine higher-level
models. This layer embodies knowledge coupling, the exchange of predictive insights without
requiring the transfer of raw data, allowing both macro and micro systems to remain
independent yet contextually aligned. The meso layer also handles protocol adaptation, data
filtering, and timing synchronization, ensuring that energy insights are communicated

efficiently across diverse network and computing environments.

However, due to time limitations and the extensive integration required, the meso layer was
not implemented in the current phase of this study. The development of a real-time coordination
layer capable of dynamically interfacing between grid-scale and edge-scale predictive models
remains an ambitious but logical extension for future work. The present thesis, therefore,
focuses on validating the predictive functionality and energy-awareness capabilities of the
macro and micro layers independently, demonstrating their complementary logic within the

PEAP architecture.

The micro layer represents the local predictive and adaptive layer, composed of intermittent
IoT or solar-harvesting devices operating at the edge. Here, lightweight predictive models are
trained on real-time voltage, current, and power data to forecast short-term energy availability.
These predictions are used to drive forecast-based checkpointing, in which the device
proactively saves its computational state before energy depletion. The layer thus transforms
forecast into actionable control, enabling resilience and continuity under unstable power
conditions. Through this mechanism, the micro layer realizes the operational aspect of PEAP,

closing the loop between forecasting and adaptive execution.

In the scope of this thesis, the macro and micro layers of the PEAP framework were fully

developed, trained, and experimentally validated using real-world datasets:

1. The macro layer utilized energy and weather data provided by a private company
collaborating within the project in order to develop data-driven forecasting models

(LSTM, RNN, Transformer) for a multi-horizon forecast.
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ii.  The micro layer employed high-frequency solar-harvesting node data to design and test

forecast-driven checkpointing mechanisms based on LightGBM and RF models.

Although the modeling layer of PEAP appears across both implementations, its functional role
remains consistent: it bridges predicted variables and actionable control states. At the macro
level, it quantifies energy consumption and power flow behavior using forecasted grid data; at
the micro level, it models capacitor or battery dynamics based on forecasted voltage or
irradiance trends. In both cases, the modeling layer converts abstract predictive outputs into

physical energy representations, ensuring that all control decisions remain grounded in

physical terms.
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3. Methodology and Experimental Framework

This chapter describes the methodological and experimental framework adopted to
operationalize the PEAP introduced in Chapter 2. Whereas the previous chapter established
PEAP conceptually as a closed feedback loop linking forecasting, power modeling, and
predictive checkpointing, this chapter details the implementation, parameterization, and
validation of its experimentally realized components. The methodology is designed to ensure
scientific reproducibility, scalability across macro-energy and micro-energy systems, and
coherence with the overall research objectives of enabling anticipatory, self-reliable energy

management.

Figure 3.1 illustrates the complete PEAP conceptual loop. In this thesis, the macro and micro
layers are experimentally implemented and validated: forecasting and power modeling are
realized at the macro level, while forecasting-driven predictive checkpointing is implemented
and evaluated within the micro-scale case study. The coordinating meso layer remains

conceptual and is not implemented.

First, the forecasting layer anticipates near-future energy availability using data-driven models
that capture temporal and environmental dependencies. Second, the power-modeling layer
quantifies the physical energy state and storage behavior through analytical or hybrid
formulations that couple environmental inputs with electrical dynamics. Third, the
checkpointing and control layer translates predictive knowledge into adaptive runtime
decisions, determining when to persist computational state or adjust the workload based on
forecasted energy trajectories. Together, these layers form an integrated methodological
pipeline that supports continuous learning and adaptive response under variable energy

conditions.

Two real-world data sources are employed to validate the framework at different scales. The
first dataset was collected in a smart-grid environment, with high-resolution measurements of
energy consumption and meteorological variables. The second dataset originates from solar-
harvesting embedded nodes, capturing voltage, current, and irradiance traces that characterize
the intermittent operation of IoT devices. These complementary datasets allow the evaluation
of PEAP under both macro-scale (grid-level) and micro-scale (device-level) scenarios, thereby

confirming its cross-scale generality.
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The methodological process is illustrated in Figure 3.2. It begins with data acquisition and
preprocessing, which includes synchronization, handling missing values, and feature extraction

from environmental and electrical signals.
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The subsequent forecasting stage implements machine-learning and data-driven models. The
power-modeling component incorporates both physics-based and data-driven formulations to
map environmental and electrical variables to the dynamics of energy storage. Finally, the
predictive checkpointing mechanism leverages the combined outputs of forecasting and
modeling to make proactive, energy-aware decisions. Evaluation metrics such as Mean
Absolute Error (MAE), Root Mean Square Error (RMSE), recovery latency, and task-
completion ratio are used to assess forecasting accuracy, model fidelity, and reliability

performance.

3.1 Data Source and Acquisition

The experimental validation of the PEAP requires heterogeneous datasets that can represent
both large-scale energy networks and small-scale energy-harvesting environments. Two

distinct and complementary data sources are employed:

1. Dataset provided by a private company collaborating within the project,
representing macro-level energy management in a controlled building environment,
and

ii. Solar-Harvesting Dataset, representing micro-level energy dynamics in

intermittently powered [oT.

These datasets enable a methodological evaluation that spans both ends of the energy spectrum,
from continuous power systems to energy-harvesting environments, while maintaining
consistency in data processing, modeling, and evaluation procedures. The selected dataset
reflects a design choice based on two criteria: the ability to capture temporal variability across
different timescales and its relevance to predictive and autonomous energy management

research.

This dataset from a private company collaborating within the project provides long-term energy
and weather measurements typical of facility-level smart-grid operations, whereas the Solar
dataset offers fine-grained, real-time traces that emulate the intermittent energy encountered in

edge loT deployments.

3.1.1 Energy Dataset at the Macro-Level

This dataset was collected from a smart building complex managed by a private company
collaborating within the project, one of Italy’s facility management and sustainability service

providers. The building is a student residential complex connected to the Bologna distribution
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grid, equipped with advanced metering infrastructure for real-time energy tracking. The dataset
spans the period from August 2021 to September 2024. Energy consumption data were sampled

at 15-minute intervals, corresponding to 96 measurements per day.

Table 3.1: Macro-Level Data Structure

Variable Description Unit

Timestamp Date and time of measurement

Energy Consumption | Electrical load measured at the main meter | kWh

Temperature Ambient temperature °C
Dew Point Atmospheric dew temperature °C
Humidity Relative humidity %
Solar Radiation Global solar irradiance W/m?

The accompanying weather dataset was obtained from a nearby meteorological station, which
contains daily observations of ambient temperature, dew point, relative humidity, and global

solar radiation. Table 3.1 shows an overview of the Data Structure.

The variables in Table 3.1 characterize the temporal and environmental factors that influence
electrical load. Data acquisition was performed through the building’s energy management
system (EMS), which integrates smart meter readings with weather station data streams. The
raw data were exported in comma-separated values (CSV) format and anonymized to comply

with the General Data Protection Regulation (GDPR).

The Macro-Level dataset provides the empirical basis for analyzing load behavior under
varying meteorological conditions, serving as the macro-level case study for PEAP. Its
extended temporal coverage enables investigation of both short-term (daily) and medium-term
(monthly/seasonal) forecasting horizons. The dataset supports the development and
benchmarking of data-driven forecasting models, which are essential for predicting and
optimizing energy demand. The availability of both electrical and weather variables further
enables the integration of environmental correlations into the forecasting process, thereby

enhancing sustainability-oriented energy management.
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3.1.2 Solar-Harvesting Dataset at the Micro-Level

The solar-harvesting dataset represents the micro-level. It originated from experimental
energy-harvesting nodes deployed within the University of Bremen’s ComNets Lab, focusing

on intermittent computing research for solar-powered IoT systems.

Table 3.2: Solar-Harvested Data Structure

Variable Description Unit

Time Timestamp of measurement

Voat Battery voltage A%
Lnppt1s Imppez | MPPT input currents mA
Vinppt1» Vmpprz | MPPT input voltages v

Solar irradiance | Ambient light intensity W/m?

Each node comprises a photovoltaic panel, a maximum power point tracking (MPPT) circuit,
and a low-power microcontroller. Measurements were recorded at a 1-minute resolution
between April 2023 and May 2025, resulting in more than 2.5 million time-series entries. The

parameters of the data collected are presented in Table 3.2.

Data acquisition was performed using the SunGather framework (version 0.5.2), which initially
extracted data via web Ul scraping and was later upgraded to support Modbus communication.
The high temporal granularity of this dataset enables the investigation of transient energy
phenomena, charging and discharging cycles, voltage dips, and recovery behavior that
characterize intermittent operation. These measurements are directly used in the forecasting
and power modeling modules to predict short-term energy availability and estimate the

dynamics of capacitor-based storage.

Both datasets underwent quality verification to ensure temporal consistency, sensor calibration
accuracy, and compliance with data-protection policies. Missing or corrupt records were
identified using timestamp analysis and interpolated only when continuity was essential for

model training.

3.2 Data Preprocessing and Feature Engineering

Data processing and feature engineering constitute the foundational stage, ensuring that the

raw datasets are transformed into consistent, ML ready inputs. The two datasets differ in
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sampling frequency, physical variables, and operational context. A unified data preparation
pipeline was designed to harmonize temporal granularity, handle missing or noisy values, and
extract features that capture both temporal dependencies and energy-state dynamics. This
section outlines the end-to-end process applied to both datasets, serving as the analytical bridge

between empirical data acquisition and predictive modeling.
Data Cleaning, Handling Missing and Incomplete Data

For both datasets, redundant timestamps, incomplete records, and sensor anomalies were
identified and removed. In the Macro-Level dataset, inconsistencies such as duplicate time
entries and erroneous zero-consumption values were filtered using logical constraints. In the
Micro-Level dataset, outlier spikes in voltage or current readings, often caused by sampling
jitter or transient noise, were identified using Z-score filtering and subsequently smoothed

using linear interpolation over localized windows.

Both datasets exhibited occasional data gaps due to sensor downtime or communication delays.

Missing values were treated using a hybrid imputation strategy:

i.  Short gaps were filled using linear interpolation, preserving temporal continuity.
ii.  Longer gaps in the Macro-Level dataset were imputed using moving-window seasonal
averaging, leveraging correlations across previous weeks.
iii.  In the Micro-Level dataset, short missing segments in irradiance or current were
reconstructed using a local regression model based on neighboring values of

temperature and irradiance.

This multi-level approach preserved the temporal dynamics and avoided artificial flattening of
the signal, a crucial step for models like LSTM that rely on sequential continuity. All

timestamps were converted to UTC format to maintain cross-dataset temporal coherence
Normalization and Scaling

To prevent model bias and ensure numerical stability during training, all continuous variables

were scaled using min—max normalization into the range [0, 1].

For the Macro-Level dataset, separate normalization was applied to environmental and
consumption features to prevent dominance of high-magnitude variables (e.g., solar radiation).
For the Micro-Level dataset, voltage and current values were normalized per node and per

session, accounting for variations in maximum battery voltage across experiments. This
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dynamic scaling preserved each node’s physical energy characteristics while maintaining
consistent input distributions for the forecasting and classification models. Normalization can
be expressed mathematically in equation 3.1.

x' = —2min_ (3.1)

Xmax—Xmin

Where x’ is the normalized variable, and X,,,4, X;min are computed over the training subset to

prevent data leakage into validation and test sets.
Feature Engineering

Feature engineering transformed the raw inputs into structured learning features, enhancing
predictive accuracy and interpretability. A combination of time-based, environmental, and
energy-state features was derived for both datasets. Time-based features, also known as
temporal signals, were decomposed into cyclic components such as hour of day, day of week,
month, and season using sine-cosine encoding to capture periodic consumption and irradiance
behavior. These encodings allow the model to infer cyclical dependencies without introducing

artificial discontinuities.

For the Macro-Level dataset, meteorological variables, temperature, dew point, humidity, and
solar radiation were retained to model weather-driven energy demand. In the Micro-Level
dataset, environmental variables such as irradiance and temperature were used to approximate

the harvested power.

Derived electrical parameters such as power, energy, and voltage gradients were extracted from
the Micro-Level dataset to represent instantaneous and trend-based energy conditions. Rolling
statistics (mean, variance, standard deviation) were computed over sliding windows to quantify

volatility and provide short-term memory context to the models.
Feature Selection and Correlation Analysis

To reduce redundancy and enhance model generalization, a feature selection step was
conducted. Pearson and Spearman correlation analyses identified the most informative
predictors for each forecasting task. In the Macro-Level dataset, solar radiation and temperature
emerged as dominant drivers of energy consumption, while in the Micro-Level dataset, voltage
and irradiance showed the strongest correlation with predicted energy availability. Feature
importance from LightGBM was also used as a secondary validation measure to ensure model

interpretability and alignment with physical intuition.
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After preprocessing and feature engineering, both datasets were aligned under a unified data
schema defined by Timestamp (UTC), Environmental variables (temperature, humidity,
irradiance), Electrical variables (voltage, current, power), Derived energy-state features, and
Target variable (energy consumption or available voltage) This schema ensured that the PEAP
framework could process both datasets through the same forecasting, modeling, and control

pipelines, enabling cross-domain learning and evaluation.

3.3 Forecasting Module: Macro-Level and Micro-Level Implementation

Forecasting constitutes the first functional layer of the PEAP, enabling the system to anticipate
future energy states and make informed operational decisions before critical conditions occur.
The models designed in this thesis perform short-term and medium-term energy forecasting

across two levels:

1. Macro-level energy consumption forecasting within the dataset, from a private
company collaborating within the project, and

il. Micro-level voltage forecasting and dip detection within the solar IoT dataset.

Although the two datasets differ in temporal resolution and operational context, both were
modeled using a unified methodological pipeline that integrates data preprocessing, feature

extraction, supervised learning, and evaluation in accordance with the PEAP design logic.

Energy forecasting is inherently a time-series regression problem, where the objective is to
learn the mapping between input features (historical energy, environmental, and temporal data)

and a target output £ = (t + A), representing the forecasted energy state at a future horizon A.

The PEAP forecasting layer operationalizes this process through a pipeline composed of the

following stages:

i.  Feature construction from preprocessed datasets (as described in Section 3.3),
ii.  model-specific architecture design,
iii.  multi-horizon training,
iv.  model evaluation and

v.  integration of forecast into the power modeling and control loops.

This pipeline is agnostic to the underlying algorithm, allowing both deep-learning and tree-
based models to coexist while producing identical predictive outputs that drive power modeling

and checkpointing decisions.
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3.3.1 Macro-Level Forecasting Model

The Macro-Level dataset captures aggregated energy consumption data from a student
residency in Bologna, Italy, together with meteorological parameters such as temperature,
humidity, dew point, and solar radiation. Given the temporal nature and environmental
dependencies of the data, three DL architectures were initially considered for short- and

medium-term forecasting: the RNN, the LSTM model, and the Transformer model.

The three models were trained using identical preprocessed inputs, as described in the previous
section, with daily-aggregated energy consumption as the target variable. Each model was
optimized using the Adam optimizer with a learning rate of 0.001 and MAE as the loss function,
trained for 100 epochs with early stopping. The configuration and structure of each model are

shown in Tables 3.3, 3.4, and 3.5 (4ppendix I).

Table 3. 3: Model Configuration: RNN

Layer (Type) Output Shape | Parameters
SimpleRNN (None, 3, 40) 1,840

Dropout (None, 3, 40) 0

SimpleRNN 1 (None, 3, 40) 3,240

Dropout 1 (None, 3, 40) 0

SimpleRNN_2 (None, 40) 3,240

Dropout_2 (None, 40) 0

Dense (None, 1) 41

Total Parameters L 8,361 (32.66 KB)
Trainable Parameters o 8,361 (32.66 KB)
Non-trainable Parameters | 0 (0.00 Byte)

Table 3. 4: Model Configuration: LSTM Model

Layer (Type) Output Shape | Parameters
LSTM (None, 3, 50) 11,200
Dropout (None, 3, 50) 0
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Layer (Type) Output Shape | Parameters
LSTM 1 (None, 50) 20,200
Dropout_1 (None, 50) 0

Dense (None, 1) 51

Total Parameters

31,451 (122.86 KB)

Trainable Parameters

31,451 (122.86 KB)

Non-trainable Parameters | 0 (0.00 Byte)
Table 3. 5: Model Configuration: Transformer Model

Layer (Depth-idx) Output Shape | Parameters

Linear (Input Projection) [16, 10, 64] 384

Positional Encoding [16, 10, 64] _

Dropout [16, 10, 64] L

Transformer Encoder Layer x4 | [16, 10, 64] 49984 x 4

Linear (Output Projection) [16, 10, 1] 65

Total Parameters L 200,385

Trainable Parameters L 200,385

Non-trainable Parameters - 0

Total Multiply-Adds - 2.14 MB

A summary of each architectural model is also presented in Table 3.6.

Table 3. 6: Models Summary

Model

Model Characteristics

The model depicted in Figure 3.3(a) comprises three SimpleRNN layers, each with 40 hidden
units that capture the temporal patterns in the data. It has a dropout rate of 0.2 for each layer

to mitigate overfitting. The training parameters are the parameters used in the training process,
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Model Model Characteristics

which are 8,361. This includes the weights and biases in each layer that are adjusted through
backpropagation

LSTM The LSTM model, as shown in Figure 3.3(b), consists of two layers followed by dropout layers
with 50 units in each layer, a dropout rate of 0.2 to prevent overfitting, and finally a dense layer
with one unit to produce the output. From Figure 3.3(b), it can be observed that the total

number of trainable parameters is 31451.

Transformer | These layers, as shown in Figure 3.3(c), comprise four Transformer encoder layers, each with
49,984 parameters. Each Transformer encoder layer includes a multi-head self-attention
mechanism and a position-wise feedforward neural network. Finally, the model includes a
linear layer that projects the output into the desired shape for forecasting. The Transformer
model has 200,385 trainable parameters, indicating its complexity and the ability to learn

effectively from the data.

Quantitatively, LSTM achieved the best trade-off between accuracy and complexity,
outperforming RNN and Transformer across all horizons. Therefore, LSTM was adopted as the
representative macro-level model within PEAP. Its architecture consists of two stacked LSTM
layers (with 64 and 32 units) and a dropout rate of 0.2, followed by a fully connected output

layer.

3.3.2 Micro-Level Forecasting Model

The dataset captures high-frequency (1-second sampling) voltage, current, and irradiance
traces from real-world solar-harvesting IoT nodes. Given the fine temporal resolution and
nonlinear relationships, two ensemble models were examined. RF and LightGBM. RF provided
interpretability but higher latency. LightGBM oftered superior scalability and lower inference

time, making it suitable for resource-constrained devices.

Each LightGBM regressor was trained for four horizons (5, 10, 15, 30 min) using 5-fold time-
series cross-validation. The LightGBM model was initially configured with 100 estimators, a
learning rate of 0.05, a minimum sample size of 5, 31 leaves, and a maximum depth of 10. To
further optimize performance, Hyperparameter tuning via RandomizedSearchCV on a time-

ordered dataset split, using 3-fold cross-validation. The configuration is seen in Table 3.7.
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Table 3. 7: Key Parameters in Tuning - LightGBM

Hyperparameter | Search Range
Num-leaves [15,31, 63, 127]
Max-depth [5, 10, 15, -1]
Learning-rate [0.005, 0.01, 0.05, 0.1]
n-estimators [50, 100, 200]
Min-samples [5, 10, 20, 30]
subsample [0.6, 0.8, 1.0]
colsample-bytree [0.6, 0.8, 1.0]
Reg-alpha [0,0.01,0.1]
Reg-lambda [0,0.01,0.1]

In addition, a binary LightGBM classifier with n_estimators=100 and a learning rate of 0.05
was trained to identify voltage dips, with oversampling using the Synthetic Minority

Oversampling Technique (SMOTE) to address class imbalance.

This design provided accurate short-term forecasts while remaining light enough for embedded

inference, aligning with PEAP’s requirement for on-device predictive intelligence.

3.3.3 Model Synchronization and Integration within PEAP

Although different forecasting algorithms were employed at macro and micro levels, both
models are synchronized through the unified structure of the PEAP. Their synchronization

occurs at the process and semantic levels rather than the architectural level.

Each model performs the same predictive function, which is estimating a future energy state,

whether expressed as grid energy demand or capacitor voltage. Because the data preprocessing
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pipeline, normalization procedures, and evaluation metrics are identical across both domains,

the forecasting outputs are directly comparable and interoperable.

The PEAP framework, therefore, remains model-agnostic, meaning any forecasting algorithm
capable of producing an interpretable energy-state forecast can be integrated into the same

workflow.

At the macro level, LSTM captures long-term temporal dependencies to forecast daily load
patterns and support proactive scheduling. At the micro-level, LightGBM provides lightweight,
high-frequency inference suitable for energy-harvesting IoT nodes, enabling prediction of
short-term voltage trends and impending dips. Both outputs are transmitted to the Power-
Modeling and Checkpointing modules, forming the anticipatory foundation of predictive

energy management.

Hence, despite the algorithmic diversity, both models synchronize through shared
preprocessing, evaluation, and predictive semantics, demonstrating the scalability of PEAP

across heterogeneous energy systems.

3.3.4 Evaluation Strategy
The performance of both forecasting models was rigorously assessed using multiple error

metrics to ensure robustness and comparability.

The Mean Absolute Error (MAE), mathematically represented in Equation 3.2, measures
average deviation magnitude, while the Root Mean Squared Error (RMSE), mathematically

represented in Equation 3.3, penalizes large errors and reflects model stability under volatility.

1 ~
MAE = 237, |Y, - 7] (32)

RMSE = \/%z’;l(yi ~7)° (3.3)

The Coefficient of Determination (R?) quantifies the proportion of variance explained by the
model and indicates the goodness of fit; it is mathematically represented in Equation 3.4.

_ Z€l=1(}’i_f’i)2

2
RE=1 I, (ri=v)?

(3.4)

For the Bremen classifier, precision, recall, and F1-score were employed to evaluate detection
reliability. The models were validated using time-based train—test splits (macro-level) and 5-

fold time-series cross-validation (micro-level) to preserve temporal dependencies. Residual
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distributions, error histograms, and correlation matrices were analyzed to confirm unbiased

performance.

The evaluation confirmed that both models achieved strong generalization and predictive
reliability, with LSTM excelling in capturing long-range trends and LightGBM demonstrating

superior performance in high-frequency, short-horizon settings.

3.4 Power Modeling and Energy Dynamics

The power modeling framework forms the analytical core or modeling layer of the PEAP). It
quantifies how energy flows, accumulates, and dissipates across both macro-scale smart-grid
systems and micro-scale intermittent IoT nodes, linking data-driven forecasts with physical

energy constraints.

While forecasting predicts what will happen, power modeling defines how it affects the
system’s energy balance, enabling PEAP to translate predicted states into proactive control
actions such as scheduling, checkpointing, or load adjustment. This Module focuses on three

primary functions:

1. To estimate instantaneous and forecasted power balance based on predicted
generation, load, and storage dynamics.

ii. To provide a unifying mathematical representation valid for both continuous (grid)
and intermittent (edge) systems.

11i. To generate decision variables such as available energy, discharge rate, and reserve

margin that drive checkpointing and control policies

3.4.1 Analytical Foundation

The conversation of energy for any subsystem can be expressed mathematically in Equation

3.5[144].

dE
= = Pin(t) = Pout(t) = Pross(t) (3.5)

Where E(t)is the stored energy, P;the harvested or generated power, P,,.the load

consumption, and P,,¢,the conversion or transmission loss.

Given the forecasted inputs P, (t + A) and P,,.(t + A), the predicted stored energy at the

horizon 4 is given in Equation 3.6

t+A o

E(t +A)=E()+ ft [Pin(7) — Pout(T) — Poss ()] dt (3.6)
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Equation 3.6 represents the predictive energy balance of the PEAP power modeling layer. It
extends the classical conservation of energy law by integrating data-driven forecasts of power

inflow and outflow, thereby enabling a forward-looking estimation of stored energy.

P.,, (1) represents the predicted generation and P,,,;(7) is the predicted consumption obtained
from the forecasting model, while P,4(7) captures the inefficiencies or losses. The integral
term thus quantifies the net predicted energy exchange within the forecast horizon. In practical
implementation, this integral is discretized over uniform time steps, ensuring compatibility

with the temporal resolution of both smart-grid and IoT datasets.

3.4.2 Macro-Level Power Modeling

P;,, represents the generation, using solar, while P, is the aggregated building load predicted

by the LSTM model. The net load power is given in Equation 3.7

Prec(t) = Poye(t) — Pin(t) (3.7

Using the forecasted values P,,.(t +A) and measured solar radiation G,, the expected

photovoltaic generation is approximated mathematically as given in Equation 3.8
ﬁin(t'I'A) = nPVAGt [1_.8(T6_Tref)] (3.8)

where A is the PV array area, 1pthe panel efficiency, and Sthe temperature coefficient. The

predicted energy balance over the horizon is mathematically expressed in Equation 3.9.
A t+A 5
Egria(t +4A) = Ey — ft Ppee(7) dt (3.9)

Where E'grid(t + A) is the predicted total energy, Ej is the referenced energy (stored energy at
t), and P,,.(7) is the predicted net power. Positive E grialmplies an energy surplus suitable for

storage charging or load shifting, and a negative value indicates a shortage, triggering demand

response.

3.4.3 Micro-Level Power Modeling

At the micro-scale, P;,, and P,,; are governed by the solar harvester and the embedded load.
Energy storage is typically capacitive, with stored energy defined mathematically in Equation

3.10.

E(t) = 2V () (3.10)
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where C is the effective capacitance and V), the instantaneous capacitor voltage. Given the
predicted future voltage V,q.(t + A). The corresponding predicted stored energy can be

mathematically expressed in Equation 3.11, and the harvested power is seen in Equation 3.12.

~ 1 .~
Epar(t +8) = S CVgo,(t + 1) (3.11)
PH(t) = nMPPTVmppt(t)Imppt(t) (3.12)

Where nyppr denotes the conversion efficiency of the MPPT stage. The load power P, (t) is
estimated through instantaneous consumption or profiled task energy. Combining Equations
3.10 to 3.12 and 3.5, to yield a discrete predictive voltage model, used at the micro level, is

given in Equation 3.13.

. 20t 5
oaet+ 1) = [V (®) + 214 (0) = PL(O) 613
Where V,q:(t + 1) represents predicted voltage for the next step, Viq:(t) is the current

capacitor voltage, Py (t) is the forecasted harvested power, and Py (t) is the load at time t.

2TAt[PH(t) — P, (t)] quantifies how much energy per unit capacitance changes over

timetandt + 1.

Together, these formulations operationalize the modeling layer of PEAP at both scales,
translating forecasted variables into physical energy-state representations used to support

predictive decision logic.

3.5 Predictive Checkpointing and Control Mechanism

Checkpointing is the process by which a computing system periodically saves its execution
state to non-volatile memory, allowing computation to resume from the most recent state upon
power failure rather than restarting from scratch. In intermittent and energy-constrained

environments, this mechanism is indispensable for preserving forward progress.

However, conventional schemes, such as reactive-based, either waste energy during stable
supply or fail to respond in time to sudden drops. This section introduces the Predictive
Checkpointing Mechanism (PCM) within the PEAP, which triggers checkpoint events

proactively based on forecasted energy states rather than fixed intervals or thresholds.
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The PCM transforms the predicted energy state E(t + A) or forecasted voltage V4. (t + A)
into actionable control decisions. Instead of reacting after voltage falls, the controller

anticipates depletion and commits state preservation before instability occurs.
Decision Logic and Mathematical Formulation

Let E(t) denote the current stored energy and E (¢t + A) the predicted energy over the horizon
A. Let us define two dynamic thresholds E, and E;;, representing high and low energy margins,
adaptively tuned through historical energy variance and calibration constants k4, k5. The two

dynamic thresholds can be represented mathematically in Equations 3.14 and 3.15.
Et_h = ECTit + K0 (314)
Ef, = Enom — K205 (3.15)

Equation 3.14 represents the lower threshold, which is the critical energy boundary below
which the probability of power failure increases significantly. Equation 3.14 is defined relative
to the minimum stable energy level E.,;;, augmented by a term proportional to the standard
deviation of recent energy readings oy. The constant k; adjusts the system’s sensitivity to
fluctuations. Higher values make the controller more conservative, triggering checkpointing
earlier. Equation 3.15 represents the upper threshold, which indicates the energy region suitable
for full operation or delayed checkpointing. Equation 3.14 anchored to the nominal energy
level E,,,m, and reduced by a scaled deviation term k; 0z to account for uncertainty in available

energy.

Checkpointing is triggered based on the condition established in Equations 3.16 or 3.17.
E(t+A4) <Ej (3.16)
Paip(t +A) = Tpie (3.17)

Equations 3.16 and 3.17 combine energy forecasting with probabilistic event prediction to

determine whether a checkpoint should be initiated at time t + A.

Equation 3.16 activates checkpointing when the forecasted future energy is predicted to fall
below the adaptive lower threshold defined in Equation 3.14. This anticipates an imminent
power deficit, allowing the system to save state before an actual energy depletion occurs.
Equation 3.17 introduces a probabilistic safeguard. If the predicted probability of a voltage

drop, paip(t +A), exceeds the defined risk tolerance threshold 7,;g, the system initiates
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checkpointing, even if current energy appears sufficient. This probability is generated by the
LightGBM-based classifier trained on historical voltage data to detect early signs of energy
instability.

Finally, checkpointing must be done in a way that is energy feasible. To define this, the energy

cost of checkpointing E,, must satisfy Equation 3.18.
Ecp < E(t) — E, (3.18)

Ekp denotes the total energy required to perform a complete checkpoint operation, including
data backup and memory commit phases. To prevent system brown-out during checkpointing,

the controller verifies that the remaining available energy, E(t) — E;;, exceeds the cost.

If this is not satisfied, that is, if checkpointing would consume more energy than the remaining
safe margin, the controller postpones the operation, de-prioritizes non-critical tasks, or
transitions to a minimal-load mode until sufficient recharge occurs. This mechanism prevents

failed checkpoints and ensures atomicity and recoverability of the system state.

In summary, Equations 3.14 to 3.18 collectively encode a multi-layer decision logic that
balances anticipation, risk, and feasibility in energy-aware systems. Equations 3.14 and 3.15
define adaptive thresholds that reflect environmental uncertainty. Equations 3.16 and 3.17
translate forecast and classification outputs into actionable triggers. Finally, Equation 3.18

guarantees energetic safety for each checkpoint operation.

3.6 Chapter Summary

This chapter presented the methodological foundation for operationalizing the experimentally
realized components of PEAP. The methodology translated the conceptual framework into a
practical, two-layer experimental design that connects macro-level forecasting intelligence
with micro-level predictive reliability mechanisms. At the macro scale, the study developed
and trained deep-learning architectures, specifically RNN, LSTM, and Transformer models, to
perform short-term and medium-term forecasting of energy consumption using real-world
smart grid data. At the micro scale, lightweight ensemble learners such as LightGBM and RF
were employed to predict near-term energy availability and guide checkpointing decisions for

solar-harvesting IoT nodes operating under intermittent power conditions.

The methodological process followed a unified predictive-adaptive loop encompassing

forecasting, power modeling, and control. Forecasting was used to anticipate future energy
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dynamics, while power modeling quantified system states to ensure physical consistency
between predicted and measured variables. Predictive checkpointing translated these forecasts
into proactive runtime decisions. Together, these elements operationalized the central idea of
PEAP, transforming reactive energy management into an anticipatory process driven by data

and foresight.

Although PEAP was conceptually defined as a three-layer framework (macro, meso, and
micro), the present work focused on implementing and validating the macro and micro layers
due to scope and time constraints. The meso layer, envisioned as a coordination interface
between the grid and device levels, remains outlined conceptually and identified as a direction
for future development. Overall, this chapter established a scalable and reproducible
methodological foundation that links predictive modeling to adaptive control, thereby laying

the groundwork for the experimental results and analyses presented in the following chapters.
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4. Macro Level Result and Discussion

This chapter presents and interprets the experimental results obtained by applying PEAP to the
smart grid environment, with a specific focus on the macro layer, namely, the grid-level
forecasting and predictive awareness component. The experiments were conducted using the
Macro-Level dataset, which contains high-resolution energy consumption data collected from
facilities in Bologna, Italy. The objective of this analysis was to evaluate the capability of
advanced data-driven forecasting models, such as RNN, LSTM, and Transformer architectures,
to predict short- and medium-term electricity consumption while capturing the underlying

temporal and environmental dependencies that influence load behavior.

The macro-layer forecasting experiments serve as the foundation of the predictive phase of
PEAP. This phase aims to demonstrate how ML models can anticipate variations in power
demand, thereby enabling proactive control actions in higher layers of the framework. Each
model was trained using synchronized energy and meteorological data, including temperature,
humidity, dew point, and solar radiation, which are known to directly affect consumption
dynamics through human comfort, building envelope performance, and solar gain. The training
procedure followed a consistent experimental setup across all models to ensure comparability:
a 70/30 split between training and test data, normalization to zero mean and unit variance, the
Adam optimizer with a learning rate of 0.001, a batch size of 64, and an early-stopping criterion
based on validation loss. The models were implemented using TensorFlow and executed on a

workstation equipped with GPU acceleration to expedite convergence.

The Macro-Level dataset used in this study represents an operationally realistic scenario where
energy demand is influenced by both environmental variability and occupancy-driven behavior.
The data, collected every 15 minutes, spans multiple seasons, thereby encapsulating diverse
weather conditions and usage patterns. This heterogeneity is essential to evaluating a model’s
robustness and adaptability, as a forecasting model must not only fit historical data but also
generalize to unseen environmental conditions. Temporal features such as hour of the day, day
of the week, and lagged consumption values were incorporated to enhance the temporal
expressiveness of the input space. Weather variables, particularly solar radiation and
temperature, were treated as exogenous features, enriching the model’s ability to capture

nonlinear dependencies between climatic conditions and electricity use
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Table 4. 1: Comparative Performance Result - Macro Level

4.1 Performance Results and Discussion of Macro Level Models

Model MAE MSE RMSE R?
RNN 0.320 0.230 0.480 0.70
LSTM 0.318 0.191 0.437 0.75
Transformer 0.325 0.210 0.458 0.72

All three forecasting models represent different temporal learning. The RNN captures
sequential dependencies through simple recurrence but is prone to vanishing gradients, limiting
its capacity to model long-term dependencies. The LSTM, a gated variant of RNN, mitigates
this limitation by utilizing input, forget, and output gates that regulate the flow of information.
The Transformer, a more recent development, employs self-attention mechanisms to learn
dependencies across arbitrary time distances without recurrence, trading off computational

complexity for global context awareness.

These models were trained on the Macro-Level dataset, and the comparative results are seen in
Table 4.1. The evaluation employed standard performance metrics, including Mean Absolute
Error (MAE), Mean Squared Error (MSE), Root Mean Squared Error (RMSE), and Coefficient
of Determination (R?). These metrics collectively measure forecasting accuracy, consistency,
and explanatory power. Table 4.1 presents a comparative summary of the three models'

performance.

According to Table 4.1, the LSTM model achieved the lowest RMSE of 0.437 and the highest
R? of 0.75, confirming its superior ability to learn temporal dependencies and nonlinear load
variations. While the Transformer model performed competitively, particularly in periods of
high volatility, the RNN lagged, primarily due to its limited memory capacity and issues with

gradient decay.

Although the numerical differences as seen in Table 4.1 between the models may seem small,
their operational implications are meaningful. A 5-10% improvement in RMSE at the grid scale
translates to more accurate short-term scheduling, reduced corrective actions, and lower energy
imbalance penalties. The LSTM’s ability to minimize both MAE and RMSE indicates balanced
error reduction across normal and peak-load intervals, ensuring not just average accuracy but

temporal stability.
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Figure 4. 1: Actual vs. Predicted Energy Consumption for RNN

Figures 4.1 to 4.3 illustrate the comparative performance of the RNN, LSTM, and Transformer
models by plotting actual versus predicted energy consumption values. These visualizations
provide deeper insight into each model’s temporal alignment, responsiveness to dynamic

changes, and stability across varying time periods.

The RNN model illustrated in Figure 4.1 shows that, while the predicted values roughly follow
the trend of actual consumption, they tend to lag during sharp shifts in consumption. This lag
is most evident in sudden load peaks and troughs, particularly during the early morning and
evening hours when energy demand rapidly fluctuates. The model’s limited internal memory
prevents it from maintaining contextual awareness over extended intervals, leading to
underfitting during volatile periods and overfitting in smoother ones. This is symptomatic of
vanishing gradients, which attenuate the model’s capacity to retain information from distant

time steps.

Figure 4.2 represents the LSTM model. It shows superior temporal tracking. Its predicted curve
closely follows the actual consumption pattern, maintaining tight alignment even during abrupt
consumption shifts. The LSTM’s internal gating mechanism enables it to capture both long-
term periodic patterns, such as daily cycles, and short-term fluctuations, like transient load
spikes. It effectively distinguishes between noise and structural variation, yielding smoother,
more physically interpretable predictions. Importantly, LSTM’s consistent accuracy across
time windows demonstrates its ability to generalize from limited data, an essential property for

deployment in real-world grid forecasting, where conditions change continuously.
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Figure 4. 2: Actual vs. Predicted Energy Consumption for LSTM
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Figure 4. 3: Actual vs. Predicted Energy Consumption for Transformer Model

The transformer model illustrated in Figure 4.3 also shows a good performance. It shows
smooth and globally consistent prediction. Its self-attention mechanism enables it to relate
consumption values across distant timestamps, making it particularly effective in identifying
broader trends and correlations. However, this global focus sometimes leads to over-
smoothing, as evidenced by slightly delayed responses to sharp peaks. Such smoothing
suggests that while Transformers excel at learning overall temporal context, they may require
larger, more diverse datasets to achieve superior local precision compared to gated recurrent

models.

The convergence behavior of the three models is illustrated in Figure 4.4, which plots training
and validation losses across epochs. The RNN, as shown in Figure 4.4(a), exhibits a slow
decrease in loss and displays fluctuations, reflecting its sensitivity to the learning rate and its

tendency to become trapped in suboptimal local minima.
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Figure 4.4: Training and Validation Loss Curves (a) RNN Model (b)LSTM Model (c)
Transformer Model

The LSTM, as shown in Figure 4.4(b), converges faster, achieving stable training within
approximately 20 epochs, with a small gap between the training and validation curves,
indicating good generalization and minimal overfitting. The Transformer model, as seen in
Figure 4.4(c), also converges rapidly but displays minor oscillations in validation loss, likely

due to its larger parameter count and stochastic optimization dynamics.

The consistent convergence of the LSTM, accompanied by smooth loss decay and limited
variance between training and test sets, highlights its robustness. This stability is crucial in
energy forecasting contexts where retraining cycles must be efficient, and models must

maintain accuracy over evolving datasets.

The temporal inspection illustrated in Figure 4.4 provides further insights into model dynamics.
During low-variance nighttime intervals, all three models exhibit nearly identical performance,
indicating that base consumption patterns are easily learned. However, as variance increases,
especially during morning ramp-up and afternoon peak demand periods, differences become
pronounced. The LSTM accurately captures both the amplitude and timing of peaks, while the
Transformer slightly underestimates peak values and the RNN overshoots or lags. This

demonstrates that LSTM’s design inherently aligns with the characteristics of energy demand
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data, where consumption patterns often exhibit autocorrelation over a few hours, interspersed

with sharp transitions driven by occupancy and environmental factors.

A key observation is that forecasting uncertainty increases with environmental volatility,
underscoring the importance of integrating exogenous features. For example, during days with
irregular solar radiation or humidity swings, all models show increased residual error.
However, LSTM’s flexibility enables it to dynamically adjust its weights across epochs,

improving resilience against such non-stationarities.
Comparatively, each model embodies a unique trade-off:

1. The RNN offers simplicity and low computational cost but lacks sufficient depth to
handle long-range dependencies.

ii.  The LSTM provides a balance between memory retention, computational efficiency,
and physical interpretability, making it optimal for real-time forecasting in constrained
environments.

iii.  The Transformer, while promising for multi-variate, high-dimensional forecasting,

requires extensive data and computing resources to fully exploit its potential.

These findings suggest that within PEAP’s macro layer, LSTM-based forecasting can be
utilized to inform near-term control decisions, such as dynamic load shifting, predictive
scheduling of distributed storage, or alert generation for grid operators. Meanwhile,
Transformer-based architectures could later serve in an extended meso-layer where larger,

federated datasets are processed for global optimization.

4.2 Chapter Summary

This chapter presented and discussed the experimental results of data-driven forecasting
models applied to macro-level energy consumption within PEAP. Using the collected Macro-
Level dataset, the performance of the RNN, LSTM, and Transformer architectures was
evaluated for short- and medium-term forecasting of energy demand. Among the evaluated
models, the LSTM consistently achieved the highest predictive accuracy, yielding the lowest
RMSE and highest R2 values across all forecasting horizons. Its ability to retain long-term
temporal dependencies enabled it to capture daily and seasonal variations in energy demand,

while maintaining robustness during periods of high consumption volatility.

In contrast, the RNN performed worse due to gradient decay and limited memory capacity,

whereas the Transformer achieved competitive accuracy at a higher computational cost. The
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comparative results demonstrated that LSTM offers the best balance between precision,
interpretability, and computational efficiency for smart grid forecasting applications. These
findings confirm that deep-learning-based forecasting enables predictive awareness at the grid
level, anticipating load fluctuations, enhancing scheduling efficiency, and supporting proactive

energy management strategies.
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5. Micro Level Result and Discussion

Building upon the macro-scale forecasting experiments presented in Chapter 4, this chapter
focuses on validating the PEAP at the micro level, where energy variability, intermittent power,
and hardware constraints dominate system behavior. Their operational reliability depends on
predicting future energy availability and making proactive decisions regarding computational

progress, task execution, and checkpointing frequency.

5.1 Performance Results and Discussion of Micro-Level Forecasting Models

The forecasting component aims to predict the battery voltage over multiple horizons, 5 min,
10 min, 15 min, and 30 min ahead. The models were trained using features derived from real-
world solar-harvesting traces, including measured solar irradiance, panel current, power trend,
temperature, and historical voltage levels. Two ensemble learning algorithms, RF and
LightGBM, were used. The models were evaluated using the Mean Absolute Error (MAE),
Root Mean Squared Error (RMSE), and Coefficient of Determination (R?). The results across

the horizon are presented in Table 5.1.

From Table 5.1, it is evident that LightGBM consistently outperformed RF across all horizons,
demonstrating its superior ability to capture nonlinear interactions among solar irradiance, load
variations, and energy storage trends. At the 5-minute horizon, both models achieved near-
perfect predictive accuracy, reflecting the high short-term temporal correlation in solar-
harvesting conditions, as shown in Table 5.1. However, as the forecast horizon increased,
performance gradually declined, an expected effect of cumulative environmental uncertainty
and system noise. The LightGBM model’s lower RMSE at longer horizons confirms better
generalization and reduced overfitting, due to its leaf-wise growth strategy and regularization

mechanisms.

Figure 5.1 illustrates the predictive performance of the LightGBM model for short-term battery
voltage forecasting across four horizons, 5 min, 10 min, 15 min, and 30 min, using real solar-
harvesting node data. Each subplot compares the actual voltage (solid blue line) and the
predicted voltage (dashed orange line) for the last 500 samples in the test window. The subplots
correspond to increasing forecast horizons, ranging from very short (5 min) to extended (30

min).
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Table 5. 1: Summarizes the results across all forecast horizons

Horizon (min) Model MAE | RMSE R?

RF 0.0092 0.0114 0.982

5
LightGBM 0.0087 0.0102 0.987
RF 0.0121 0.0153 0.974

10
LightGBM 0.0109 0.0142 0.978
RF 0.0158 0.0181 0.963

15
LightGBM 0.0135 0.0167 0.969
RF 0.0187 0.0209 0.951

30
LightGBM 0.0169 0.0193 0.958

At the 5-minute horizon, LightGBM captures voltage transitions with high fidelity, closely
tracking both rising and decaying slopes during charging and discharging. The near overlap
between the two curves indicates that short-horizon forecasting effectively reproduces the
system’s high-frequency variations, maintaining temporal alignment with real transitions. At
10 min, the model still performs robustly, although small phase shifts begin to appear during
steep rising and falling edges. This suggests a slight lag in the model’s response to rapid power
fluctuations, which are common in real solar-harvesting dynamics, where short cloud
occlusions cause abrupt energy drops. At 15 min, predictive smoothness increases, the orange
line becomes slightly more averaged, underestimating sudden peaks and overestimating
recovery slopes. This behavior reflects LightGBM’s adaptive bias toward mean voltage
behavior as uncertainty accumulates over longer horizons. By 30 min, the deviation is more
pronounced: the model preserves the overall shape but smooths high-amplitude oscillations,
indicating that forecast uncertainty compounds with time. Nonetheless, voltage levels remain
within an acceptable £2 V margin, suggesting that Light GBM retains contextual awareness of

the underlying charging—discharging cycles.
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Figure 5. 1: Actual vs Predicted Battery Voltage for LightGBM across multiple horizons

Figure 5.2 presents equivalent results for the RF regression model, enabling a direct
comparison of performance with LightGBM under identical experimental conditions. The
analysis assesses RF’s temporal sensitivity and predictive accuracy across the same forecast
horizons. Each subplot compares the actual (blue) and predicted (orange dashed) voltage traces
for the last 500 test samples, spanning a dense evaluation window with rapid voltage
fluctuations driven by variable solar input. As with LightGBM, each subplot reflects an
increasing forecast horizon. At 5 min, RF forecasts align well with measured voltages, though
slightly less tightly than LightGBM, particularly during steep transients. The model captures
general trend continuity but exhibits minor overshoots during fast voltage rises. At 10 min,
discrepancies become more evident in both amplitude and phase, with a delayed response to
sudden discharges. RF’s ensemble averaging tends to attenuate extremes, yielding smoother
transitions that slightly lag real dynamics. At 15 min and 30 min, underestimation during sharp
peaks and flattening of post-discharge recoveries become pronounced. The model struggles to
maintain synchronization over extended horizons, leading to a low-pass filtering effect that

smooths local fluctuations at the expense of predictive sharpness.
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[] Actual vs Predicted Battery Voltage (Random Forest)
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Figure 5. 2: Actual vs Predicted Battery Voltage for RF across multiple horizons

While both models, as shown in Figures 5.1 and 5.2, perform comparably at shorter horizons,
LightGBM maintains better alignment over medium-term horizons due to its leaf-wise growth
and gradient-based optimization, which allows it to capture nonlinear dependencies more
precisely. RF’s uniform tree splitting and bootstrap aggregation introduce a form of structural
bias that limits fine-grained temporal adaptation. Quantitatively, this manifests as slightly
higher RMSE (= 1.4V at5min; > 2V at 30 min) and increased lag at dynamic
transitions. Thus, while RF provides stable and interpretable predictions, its reactive nature

makes it less suited for time-sensitive control triggers than LightGBM.

Within the PEAP framework, RF can serve as a baseline predictor for systems prioritizing
interpretability and robustness over responsiveness. However, its lower temporal fidelity
implies that checkpoint triggers based on RF forecasts might occur later than ideal, slightly
reducing recovery success under fast power losses. This comparative insight highlights the
value of gradient-boosted models (LightGBM) in predictive energy management, where
anticipating voltage decline even a few minutes in advance can prevent computation loss in

intermittent systems.
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5.2 Voltage Dip Detection

Forecasting alone provides awareness of upcoming energy trends, but in energy-harvesting
systems, maintaining operational reliability also requires timely detection of imminent voltage
dips that could lead to brownouts or data corruption. To achieve proactive checkpointing, this
study integrates a voltage-dip classifier built upon the same LightGBM architecture used for
forecasting. The classifier’s goal is to detect when the supply voltage is expected to fall below
a critical threshold, triggering a checkpoint or energy-conservation decision before failure

occurs.

The critical voltage used is 400 V, which was empirically derived from the statistical
distribution of the solar dataset. Exploratory analysis revealed stability between 418 V and 420
V, while a sudden, nonlinear decline occurred below 400 V, indicating the onset of depletion
and computational instability. Selecting 400 V therefore represents the inflection point between
safe and unsafe operating regions, ensuring that checkpointing occurs just before the supply
voltage falls beneath the minimum required for reliable non-volatile writes. The threshold also
provides a 2-3 % safety margin above the brown-out limit, allowing sufficient time for the

system to complete state preservation even during sudden irradiance drops.

Classification Model and Performance Evaluation

The LightGBM classifier was trained on labeled voltage data, with instances below 400 V
labeled as “dip” and those above as “normal.” The dataset exhibited strong class imbalance,
with far fewer dip events. To mitigate this, the Synthetic Minority Oversampling Technique
(SMOTE) was applied to balance the data distribution before model training. Model
performance was evaluated using standard classification metrics, including accuracy, precision,
recall, and F1-score, both before and after SMOTE balancing. The results are summarized in

Table 5.2.

The classifier achieved excellent accuracy and generalization after SMOTE was applied, as
shown in Table 5.2, with the Fl-score improving from 0.69 to 0.94, indicating balanced
performance between precision and recall. This improvement is critical in intermittent systems,
where false negatives (missed dips) directly lead to operational failure, and false positives
(unnecessary checkpoints) waste energy. Figures 5.3 and 5.4 show the confusion matrix of dip

detection before and after SMOTE application.
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Figure 5. 3: Confusion Matrix of Dip Detection Before SMOTE.
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Figure 5. 4: Confusion Matrix of Dip Detection After SMOTE.

Figures 5.3 and 5.4 illustrate the classifier’s enhanced detection reliability following balancing.
Prior to SMOTE, the model exhibited significant bias toward the majority (stable) class,
misclassifying actual dips as normal events, as seen in Figure 5.3. After SMOTE augmentation,
as shown in Figure 5.4, the classifier became significantly more sensitive to low-voltage

instances while maintaining high specificity, resulting in nearly zero missed-dip errors.
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Table 5.2: Performance of the voltage dip detection model before and after SMOTE balancing

Metric | Before SMOTE | After SMOTE
Accuracy 0.94 0.97
Precision 0.78 0.95
Recall 0.62 0.93
F1-Score 0.69 0.94

From an operational perspective, this translates into a self-adaptive energy management
mechanism that can dynamically trigger checkpoints only when necessary, minimizing

redundant savings while ensuring system recovery integrity.

5.3 Predictive Checkpointing Decision Logic

The integration of forecasting and dip detection yields a predictive checkpointing control flow,
mathematically defined by the PEAP decision model introduced in Chapter 3. A summary of

the system state is presented in Table 5.3.

Table 5. 3: Summary of the system operational state

System State | Condition System Action

Stable Mode If all forecasts are above the dip threshold and the battery trend is | Continue execution

stable or rising, the system executes tasks normally

Low Battery/ | If battery voltage is predicted to fall significantly over time the | Save system state

Guarded case system prepares to checkpoint, buffering minimal state updates (checkpoint)

Imminent Dip | If any of the forecasted voltages (5, 10, 15 min) are classified as | Checkpoint

Mode dips (< 400V), the system initiates checkpointing

The combination of short-term energy forecasting and voltage dip detection enables the system
to proactively determine when to checkpoint based on future conditions, rather than relying on

instantaneous readings.

To evaluate runtime behavior, the trained forecasting and classification models were fed test
data not used during training or validation, ensuring the assessment reflects realistic
deployment conditions. The outputs were integrated into the checkpointing decision logic,
which determines whether tasks should continue executing or trigger a checkpoint to preserve

state. Table 5.3 summarizes three runtime scenarios. Stable voltage conditions with no
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predicted dips, and imminent voltage dips that trigger proactive checkpointing. Finally,
guarded cases and low battery where dips are forecast at a longer horizon, but the system defers

checkpointing, and when the system sees a downward drop,

Table 5.4: PCM Runtime decision outcomes

. . Predicted | Classified . .
Scenario | Horizon Action Explanation
Voltage as Dip

Stable 5 min 4273V No Execute All horizons are well above the
threshold

Stable 15 min 428.0V No Execute Confirms stable operation

Imminent | 5 min 4164V Yes Checkpoint Forecast near threshold, immediate

Dip risk

Low 10 min 413.1V Yes Checkpoint Confirms downward trend across

Battery horizons

Guarded 15 min 3985V Yes Execute Dip predicted, but only in the long

Case horizon, short-term is still safe

Guarded 30 min 3920V Yes Execute Long-horizon dips are often noisy,

Case checkpoint deferred

The predictive checkpointing system validates the feasibility of deploying ML-based decision
intelligence on energy-harvesting IoT nodes. By forecasting voltage evolution and classifying
imminent dips, the system reduces the number of unnecessary checkpoints while virtually
eliminating unplanned failures. This dual-level prediction, numerical (forecasting) and

categorical (dip detection), ensures continuity even under volatile conditions.

The results presented in Table 5.4 demonstrate that predictive checkpointing can reduce energy
wastage and improve uptime. The approach remains computationally efficient, as demonstrated
in the next section, where inference latency is consistently below 0.25ms per forecast,

confirming its viability for low-power microcontrollers. These findings confirm the
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effectiveness of the Act stage of PEAP, showcasing how predictive intelligence can directly

translate into energy-resilient computing behavior for real-world intermittent systems.

5.4 Inference Efficiency, and Energy Overhead

In intermittent computing, the viability of any predictive or adaptive mechanism depends not
only on its accuracy but also on its computational and energy efficiency. Forecasting and
classification models that consume excessive energy or induce long latency may nullify their
benefits. Hence, it is essential to assess the runtime cost of the integrated LightGBM

forecasting and dip-detection framework, including execution time and energy overhead.

Inference latency was measured as the total time required to process one input sample
(including feature preprocessing, model execution, and output decision) on a simulated edge
environment comparable to an ARM Cortex-M4 MCU (80 MHz, 256 KB SRAM). The results
are presented in Table 5.5.

Table 5.5: Runtime latency and energy consumption for inference, checkpointing, and
communication operations

Operation Average Latency (ms) | Energy Cost (uJ)
Forecasting (LightGBM) 0.21 8.5
Dip Detection (LightGBM Classifier) 0.17 7.9
Checkpoint Write (FRAM 2 KB) 0.52 42.6
Checkpoint Restore (FRAM 2 KB) 0.49 40.7
Wireless Transmission (Radio TX, 1 packet) 1.04 94.5

The results reveal that both forecasting and classification inference require less than 0.25ms
per execution, consuming below 10/ per forecast. This is significantly lower than the energy
required for non-volatile memory operations and radio transmission. Thus, predictive inference
imposes less than 10% of the total system energy overhead, confirming its suitability for

continuous operation within the energy budgets of typical solar-harvesting IoT devices.

5.5 External Validation

While forecasting accuracy and inference efficiency are essential for runtime performance,
validating the physical relevance of model forecasts is equally important. In energy-harvesting

systems, battery voltage fluctuations directly depend on the availability of solar irradiance and

75



the corresponding energy input to the storage subsystem. Therefore, evaluating the correlation
between predicted battery voltage and measured solar irradiance provides an external
consistency check on the model’s capacity to reflect real environmental dynamics rather than

overfitting internal time-series noise.

To perform this validation, the forecasted battery voltage trajectories generated by the
LightGBM model were compared against a simulated clear-sky solar irradiance profile
obtained for the same time window. This validation dataset represents theoretical solar energy
input under ideal weather conditions and serves as a reference for assessing whether the
predictive model correctly captures energy availability patterns. The relationship between

predicted voltage and irradiance was evaluated using the Pearson correlation coefficient (r).

The resulting Pearson correlation coefficient was 0.5441, indicating a moderate positive
correlation between the forecasted voltage levels and the solar irradiance profile. It shows a
nonlinear transformation between solar irradiance and battery voltage. During high irradiance
periods, the voltage increases, while at low irradiance levels, it drops due to load consumption.
The predictive model’s ability to reproduce this general trend, despite not being explicitly
trained on irradiance data, demonstrates that it has implicitly learned the energy-harvesting

behavior from voltage and current features.

Furthermore, this validation confirms that the PEAP forecasting component operates within
physically consistent bounds, a property critical for trustworthy deployment in embedded

systems.

5.6 Chapter Summary

This chapter presented and analyzed the implementation of the PEAP at the micro level,
focusing on energy-harvesting IoT nodes operating under intermittent power conditions.
Through real-world solar dataset experiments, the study demonstrated that predictive energy
management is both computationally feasible and physically consistent. The LightGBM model
achieved superior performance in short-horizon forecasting, maintaining high predictive
accuracy across 5-30 minute intervals. Meanwhile, the integrated voltage dip classifier
successfully identified imminent brownout conditions, with an Fl-score improvement from

0.69 to 0.94 after SMOTE balancing was applied.

The combined use of forecasting and classification enabled the development of a predictive

checkpointing mechanism that proactively preserves the system state before a power failure,
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significantly reducing unnecessary checkpoints and enhancing uptime reliability. Runtime
evaluation further confirmed that inference latency remained below 0.25ms, with energy
consumption under 10 uJ per forecast, validating the practicality of deploying such models on

low-power embedded platforms.

The micro-level implementation establishes a self-regulating energy system capable of
anticipating power fluctuations and autonomously adjusting computation without external
coordination. This confirms the viability of forecast-driven reliability mechanisms for

sustainable, resilient, and autonomous operation in energy-harvesting loT environments.
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6. Theoretical Integration and Cross-Scale Discussion

of the Predictive Energy-Aware Paradigm

This chapter presents a conceptual synthesis of the PEAP, situating its implemented macro-
and micro-level predictive layers within a unified theoretical framework and examining the
meso layer's conceptual role. The aim is not to introduce new experimental data, but to integrate
and interpret empirical findings from the two implemented layers, establishing their
relationship within the broader theoretical architecture of PEAP. The discussion provides a
cross-scale perspective on predictive energy awareness, explaining how forecasting, power
modeling, and checkpointing collectively form the foundation for predictive, self-adaptive
energy intelligence. It also explicitly clarifies that the present work demonstrates partial
realization of the PEAP framework: while the macro and micro layers were fully developed
and validated, the meso coordination layer remains conceptual and unimplemented, serving as

a future research direction toward achieving full cross-layer integration.

At its core, the PEAP framework was conceived as a generalizable framework for embedding
foresight and adaptation into energy systems that operate under uncertainty. Modern energy
systems, from the grids to embedded IoT nodes, are characterized by fluctuating availability,
time-varying demand, and constrained resources. Traditional control paradigms respond
reactively to these fluctuations, adjusting loads or operations after deviations occur. PEAP
redefines this process as an anticipatory loop that couples forecasting, modeling, and control
into a continuous predictive cycle. Forecasting provides foresight, power modeling quantifies
state evolution, and checkpointing translates that foresight into preemptive action. This forms

a unified theory of predictive energy management that can operate across heterogeneous scales.

The experiments reported in Chapters 4 and 5 validated the first two operational layers of
PEAP, the macro and micro implementations. At the macro level, deep-learning forecasting
models, namely the RNN, LSTM, and Transformer, were trained and evaluated using data from
Bologna, Italy. These models aimed to predict short-term and medium-term energy
consumption based on environmental and historical variables. The LSTM model achieved the
best performance, yielding an RMSE of 0.437 and an R? of 0.75, demonstrating superior ability
to capture nonlinear dependencies and temporal correlations. This result confirmed the model’s

robustness in learning building-level consumption behavior affected by weather, occupancy,
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and seasonal factors. The LSTM’s recurrent structure, comprising input, output, and forget
gates, enables the selective retention of relevant historical context while discarding transient
noise, offering a balance between responsiveness and long-term memory. The Transformer
model, although powerful, requires larger and more heterogeneous datasets to fully leverage
its attention mechanisms. The RNN, while computationally lighter, suffered from gradient

decay and limited contextual capacity.

Beyond numerical performance, the macro-level results established a critical insight.
Forecasting models are not merely predictive instruments but functional components of
control. When embedded in operational decision loops, their outputs directly influence energy
allocation, scheduling, and balancing strategies. In the Macro-Level dataset case, forecasting
precision implied more stable demand planning, reduced reactive corrections, and better
alignment with solar generation patterns. Thus, the macro implementation of PEAP verified
that predictive analytics could drive anticipatory decision-making at the infrastructure scale, a
necessary foundation for the higher-level coordination envisioned in the theoretical PEAP

construct.

The micro-level study, detailed in Chapter 5, extended this principle into the domain of
intermittent, energy-harvesting [oT devices. Unlike continuous systems, these devices operate
under volatile energy inflows and limited storage capacities, where power interruptions
frequently disrupt computation. Here, the predictive challenge shifts from consumption
estimation to survival prediction, forecasting whether sufficient energy will remain to complete
or checkpoint a computational task. Two ensemble learning models, RF and LightGBM, were
evaluated for forecasting short-term voltage behavior at 5-, 10-, 15-, and 30-minute horizons.
LightGBM consistently outperformed RF across all horizons, achieving an RMSE of 0.0102
and an R? of 0.987 at the shortest interval. Its high precision, combined with millisecond-level
inference latency and low energy overhead (approximately 8.5y per forecast), confirms the

feasibility of embedding predictive intelligence within ultra-low-power devices.

Building on these forecasts, a predictive checkpointing controller was developed. Instead of
reacting to voltage collapse, it used forecasted voltage trends to decide when to checkpoint,
ensuring that computation could be safely paused before a brownout. The system also
incorporated probabilistic dip detection via a LightGBM classifier trained to recognize critical
thresholds of 400V. Through SMOTE balancing, classification performance improved

significantly (F1 = 0.94), effectively distinguishing between safe and unsafe energy states.
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Experimental evaluation revealed that this predictive checkpointing reduced redundant saves
while nearly eliminating data loss events, demonstrating how foresight can substitute for
hardware redundancy in intermittent environments. This validated the “Act” stage of PEAP,
confirming that predictive modeling could be executed in real time on embedded nodes to

inform operational control decisions.

The two validated layers, the macro (forecasting-driven grid intelligence) and the micro
(forecasting-guided checkpointing), therefore embody distinct but conceptually aligned
manifestations of PEAP’s predictive philosophy. Both employ foresight to transform
uncertainty into actionable stability. The macro level manages large-scale energy demand
through temporal prediction, while the micro level manages computational continuity through
power prediction. Together, they demonstrate that predictive awareness can scale from
kilowatt-level scheduling to millijjoule-level computation. What unites them 1is the shared
feedback logic, forecasting feeds modeling, modeling informs control, and control outcomes
in turn provide feedback to refine future forecasts. This recursive structure positions PEAP as

a cross-scale predictive feedback system rather than a collection of isolated models.

The third layer, the meso coordination layer, was defined theoretically but not implemented
within the scope of this thesis. Its purpose is to bridge macro and micro domains, mediating
the flow of predictive information and control constraints between them. Conceptually, the
meso layer functions as a coordination interface that harmonizes decisions made at different
temporal and spatial scales. For instance, macro-level forecasts predicting increased demand
or reduced renewable availability could inform meso-level resource schedulers to limit device-
level activity. Conversely, aggregated micro-level voltage forecasts could serve as ground-level
feedback, refining macro-level load estimates. In essence, the meso layer envisions a bi-
directional learning loop, translating global energy insights into local operational constraints

while feeding localized predictive intelligence back into system-wide optimization.

However, implementing this meso layer requires a real-time communication and co-simulation
infrastructure that was beyond the available scope and dataset synchronization capabilities of
the current study. The Macro-Level dataset and the Bremen solar-harvesting dataset were
collected independently, representing distinct operational environments. Synchronizing their
data streams and establishing shared control signals would demand hardware-in-the-loop

simulation or federated learning setups. Therefore, the meso layer remains a theoretical
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construct at this stage, proposed for future research as the integrative bridge that completes the

PEAP feedback loop.

The conceptual foundation for the meso layer aligns with distributed model predictive control
(DMPC) and federated learning frameworks. In DMPC, subsystems coordinate through shared
predictive models and constraint exchanges to achieve system-wide optimization without
centralized control. Similarly, in federated learning, distributed devices collaboratively train
shared models while retaining their local data, thereby reducing communication costs and
enhancing privacy. A meso-layer PEAP system would combine these paradigms, enabling
dynamic coordination between predictive agents at different scales. For example, an office
building’s energy management system could receive daily forecasts from a central LSTM
model, distribute consumption limits to [oT subsystems, and simultaneously aggregate their
voltage forecasts to refine the next cycle of prediction. This multi-agent intelligence transforms
energy systems into self-synchronizing networks of foresight-driven nodes, each both learning

from and contributing to the system’s predictive knowledge base.

Although unimplemented, the theoretical definition of the meso layer retains substantial
conceptual significance. It completes PEAP’s cross-scale logic, ensuring continuity between
energy forecasting and energy use and forming a cooperative predictive ecosystem. The meso
layer, therefore, does not merely coordinate data but orchestrates temporal synchronization and
decision coherence. Its realization would enable an energy system to function as a single
anticipatory system, where high-level forecasts establish collective expectations and low-level

measurements continually refine them.

The integration of the three PEAP layers situates the paradigm within the broader landscape of
intelligent cyber-physical energy systems. At the macro level, predictive modeling addresses
demand-side management and sustainability. At the micro level, predictive checkpointing
ensures computational resilience in the face of energy scarcity. At the theoretical meso scale,
predictive coordination promises adaptability across spatial and temporal domains. This
mirrors the emerging philosophy of anticipatory computing, where systems embed self-models
that forecast their future states and adapt behavior accordingly. PEAP thus operationalizes the
concept of the “anticipatory energy system,” capable of learning, reasoning, and acting

proactively within fluctuating energy contexts.

From a theoretical standpoint, PEAP can also be interpreted through the lens of anticipatory

systems theory [145], which defines a system as anticipatory if it contains an internal predictive
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model of itself and its environment. Both the LSTM forecaster and the LightGBM node
predictor serve as such internal models, enabling their respective systems to act in the present
based on future expectations. Their coupling through the meso coordination principle extends
this anticipatory capability across scales. Similarly, PEAP resonates with the contemporary
digital twin paradigm, where a digital model mirrors the physical system while influencing its
behavior through predictive feedback. In this context, the macro-level forecaster functions as
the grid’s digital twin, while the micro-level predictor acts as the device-level twin. The
unimplemented meso layer corresponds to the synchronization mechanism that maintains

coherence between these twins, aligning physical energy flows with informational foresight.

The implications of this framework extend toward the evolution of federated predictive
ecosystems. In such systems, each layer operates semi-autonomously yet contributes to
collective learning through periodic updates. A macro model could refine its forecasts based on
aggregated node data, while nodes could optimize local behavior using global patterns learned
from the grid. This cooperative intelligence would form the backbone of a distributed, energy-
aware digital twin network. PEAP provides a structured conceptual foundation for how
predictive loops can scale hierarchically without collapsing under data or computational

constraints.

Nevertheless, several practical and methodological limitations temper the current work. First,
the separation between the datasets limited the possibility of dynamic coupling between the
macro and micro implementations. The Macro-Level dataset provided long-term data, while
the Micro-Level dataset provided minute-level harvested energy data; their asynchronous
sampling and domain disparities precluded real-time integration. Second, while the models
achieved high predictive accuracy, interpretability remains an open challenge. DL and
ensemble models often function as black boxes, and applying explainable AI methods, such as
SHAP or LIME, could enhance their transparency and facilitate industrial adoption. Third,
hardware validation of checkpointing control was simulated; embedding the predictive logic
directly into energy-harvesting microcontrollers would provide stronger empirical grounding.
Addressing these limitations would transform PEAP from a theoretical construct into an

operational prototype of multi-scale energy intelligence.

The broader significance of the research lies in its synthesis rather than its individual
implementations. By integrating forecasting and adaptive control across scales, the thesis

demonstrates that energy awareness can emerge not from centralized supervision but from
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distributed predictive learning. The macro implementation confirms that smart grids can
anticipate and optimize demand in advance; the micro implementation shows that energy-
harvesting devices can anticipate and survive power fluctuations autonomously; and the meso
framework envisions how these capabilities could be harmonized into a single predictive
network. Together, these elements embody the transition from reactive to proactive energy

systems, where prediction is no longer an auxiliary but an intrinsic part of operation.

Ultimately, PEAP represents a paradigm shift in how energy systems are conceived. It dissolves
the traditional boundary between information and energy, treating them as co-evolving entities.
Forecasts shape control, and control outcomes reshape forecasts, a recursive relationship that
defines anticipatory intelligence. This synthesis transforms energy management from a
deterministic engineering problem into a cognitive process, one that learns continuously from
environmental dynamics and internal feedback. The unimplemented meso layer presents an
open invitation to future research: to construct the connective tissue that will unify predictive
intelligence across scales and complete the transformation of PEAP from a framework to a

fully adaptive system.
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7. Conclusion and Future Work

7.1 Summary of the Study

This thesis aims to explore how predictive intelligence can be leveraged to enhance the
reliability, efficiency, and sustainability of energy systems operating across diverse scales. The

central research question guiding the study was:

How can forecasting-driven intelligence be systematically integrated into energy management
systems, from large-scale smart grids to small-scale intermittent loT nodes, to enable proactive

and energy-aware operation under uncertainty?

To address this question, the study introduced PEAP, a conceptual cross-scale framework that
theoretically unifies forecasting, power modeling, and predictive control. Within the scope of
this thesis, the macro and micro layers were implemented and experimentally validated, while
the meso coordination layer, the component that would interconnect the two domains, was
theoretically defined and reserved for future work. Thus, the research demonstrates partial
realization of PEAP’s predictive intelligence through validated components at both scales,

rather than a fully integrated end-to-end system.

The research was guided by five research questions (RQi1—RQs) and their corresponding

objectives, distributed across three layers of investigation:

1. Macro-layer implementation for smart-grid forecasting,
ii.  Micro-layer implementation for predictive checkpointing in intermittent IoT nodes, and

iii.  Conceptual meso-layer synthesis as a bridge for future integration.
Findings from the Macro Layer (RQ:—RQ:)

The first two research questions focused on how predictive intelligence can enhance energy

forecasting and operational awareness within smart-grid environments.

Using the Macro-Level dataset, which contained building-level energy consumption and
meteorological data, three deep-learning architectures, RNN, LSTM, and Transformer, were
implemented and evaluated for short- and medium-term load forecasting. Among them, LSTM
achieved the best overall performance, with an RMSE of 0.437 and an R? of 0.75,
outperforming both RNN and Transformer models in capturing nonlinear dependencies and

daily/weekly load fluctuations. This confirmed that recurrent architectures with gated memory
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mechanisms provide a strong balance between accuracy, computational efficiency, and
interpretability for smart-grid predictive control. Beyond accuracy, this phase demonstrated
that forecasting can serve as a predictive layer of control, providing foresight for load
balancing, demand scheduling, and the integration of renewable energy. The results thus
validated RQ:—RQ2, confirming that reliable time-series forecasting models form the

foundation of predictive decision-making in macro-scale energy systems.
Findings from the Micro Layer (RQs—RQx4)

The third and fourth research questions examined how predictive intelligence could be
extended to micro-scale energy-harvesting loT systems, where power availability fluctuates

due to environmental factors such as solar irradiance.

To address this, two ensemble learning models, RF and LightGBM, were trained to predict
battery voltage across multiple horizons (5 min, 10 min, 15 min, 30 min) using real
experimental data collected from solar-harvesting nodes at the University of Bremen’s
ComNets Lab. Results showed that LightGBM outperformed RF across all horizons, achieving
an R? value greater than 0.98 at short-term intervals and maintaining high predictive reliability
as the horizon increased. This confirms that gradient-boosted models effectively capture the
complex, nonlinear relationships between solar irradiance, current flow, and energy storage

dynamics.

Building upon these forecasts, a voltage-dip classifier based on LightGBM was introduced to
detect critical energy thresholds (below 400 V). After applying SMOTE to correct class
imbalance, the model achieved an F1-score of 0.94, indicating strong sensitivity and precision
in anticipating voltage dips. These findings verified that predictive modeling can directly
inform checkpointing and runtime control decisions, enabling intermittent systems to transition
from reactive to proactive operation. In essence, the micro-layer results validated RQ3—RQs4,
proving that short-term predictive models can drive real-time adaptation and resilience in

intermittently powered IoT nodes.
Findings from the Conceptual Meso Layer (RQs)

The fifth research question focused on defining how macro-level and micro-level intelligence
could eventually be unified within a cross-scale coordination framework, the meso layer of
PEAP. Although this layer was not experimentally implemented due to scope and time

constraints, its conceptual architecture was established. It envisions a distributed coordination
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tier that enables predictive knowledge sharing between energy domains, for example, allowing
smart-grid forecasts to inform edge-node behavior, and aggregated node data to refine grid-
level predictions. This layer represents the link between cloud and edge intelligence, forming
the theoretical groundwork for federated, cooperative energy systems. Its omission in
implementation is explicitly acknowledged, but its formulation ensures a natural continuation

of this research toward real-time digital twin ecosystems.

The macro and micro experiments demonstrate that forecast-driven intelligence can function
coherently across energy scales, enabling systems to anticipate fluctuations rather than merely
respond to them. The macro-level models (LSTM) provided predictive stability for continuous
systems, while the micro-level models (LightGBM) demonstrated that the same predictive

principles can operate effectively within constrained, energy-harvesting contexts.

These findings collectively support the thesis's core hypothesis: that predictive intelligence
serves as a unifying mechanism between data analytics and control logic, bridging smart-grid
forecasting and intermittent loT adaptation within a shared conceptual framework. While the
meso layer remains conceptual, its definition positions PEAP as an extensible architecture

capable of scaling toward fully cooperative, cross-domain predictive energy ecosystems.

7.2 Thesis Contribution

The scientific and practical contributions of this research are summarized below. They clarify
that the PEAP introduced in this work serves as a conceptual framework, within which only
the macro and micro predictive layers were implemented and experimentally validated; the

meso coordination layer remains theoretical and is reserved for future research.

Conceptual and Theoretical Contribution — PEAP

e Introduced PEAP as a conceptual, cross-scale framework that unifies forecasting,
power modeling, and predictive checkpointing within a single anticipatory control
logic.

e Defined energy management as a predictive control process, reframing forecasting from
a passive estimation task into an active decision-enabling mechanism.

e Established a three-layer theoretical architecture, macro, meso, and micro, that links
continuous smart-grid environments with intermittent IoT nodes under a shared

predictive principle.
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Clarified that the macro and micro layers were realized and validated, whereas the meso
layer was conceptually formulated to guide future integration.
Provided a mathematical foundation (Eq. 2.4 — 2.13) connecting predicted energy

states, modeled dynamics, and control actions.

Methodological Contribution — Unified Predictive Pipeline

Designed a layered experimental methodology that operationalizes the macro and micro
components of PEAP through data acquisition, preprocessing, forecasting, power
modeling, and predictive control.

Developed a data pipeline capable of handling heterogeneous temporal resolutions,
from 15-minute smart-grid samples to 1-minute solar-harvesting traces, without loss of
temporal integrity.

Proposed a model-agnostic synchronization procedure enabling distinct forecasting
algorithms (LSTM, LightGBM) to interoperate within a consistent predictive
workflow.

Formulated a predictive checkpointing mechanism (PCM) driven by forecasted energy
states and probabilistic voltage-dip detection, introducing adaptive thresholds and

energy feasibility constraints.

Experimental Contribution — Cross-Scale Validation

Macro Layer: Implemented and benchmarked RNN, LSTM, and Transformer models
on the dataset, showing that LSTM achieved the best predictive performance
(RMSE = 0.437,R* = 0.75). Demonstrated that short-term forecasts enhance load
scheduling and reduced reactive corrections at the building-grid interface.

Micro Layer: Developed and tuned RF and LightGBM models for real solar-harvesting
nodes, achieving near-perfect  short-term  forecast accuracy (R* >
0.98 at 5 min horizon). Integrated a LightGBM-based voltage-dip classifier,
improving Fl-score from 0.69 to 0.94 after SMOTE balancing, enabling proactive
checkpointing before power failure.

Quantified runtime feasibility on embedded hardware, confirming inference latency <
0.25 ms and energy overhead < 10 pJ per prediction, establishing the practicality of
PEAP for low-power edge devices.
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e Provided external validation against solar irradiance profiles (r = 0.54), proving that
forecasted voltage dynamics remain physically consistent with environmental energy

input.

7.3 Future Work

The outcomes of this thesis establish PEAP as a viable foundation for cross-scale predictive
energy management, while also opening several promising directions for further research and
technical evolution. Future work will focus on translating the theoretical completeness of PEAP
into practical, real-time implementations that fully integrate macro, meso, and micro layers
within a coordinated architecture. The research prospects can be grouped into four
interdependent domains: cross-scale integration and implementation, model transparency and
interpretability, federated and cooperative learning architectures, and experimental validation

through digital-twin synchronization.
i.  Implementation of the Meso Coordination Layer

One significant extension of this work is the implementation of the meso coordination layer,
which currently exists as a theoretical concept. This layer is envisioned as the communication
and intelligence interface linking grid-level predictive control with node-level adaptation.
Implementing it will require developing a distributed coordination mechanism that enables

two-way information flow between forecasting agents operating at different scales.

A practical realization of this layer can follow two pathways. The first is hierarchical model
predictive coordination, where the meso layer acts as an intermediary controller that optimizes
energy allocation by translating macro-level forecasts into local operational constraints. It
would manage information such as load limits, storage scheduling, and checkpointing intervals,
ensuring that micro-level devices act within globally optimal boundaries. The second pathway
is multi-agent reinforcement learning, in which local agents (e.g., IoT nodes or
microcontrollers) interact with a meso-coordinator to learn cooperative policies through
iterative feedback. Such a system would evolve continuously, adapting its coordination policies

in response to environmental changes.

Implementing this coordination requires a synchronized data exchange infrastructure. Future
experiments should therefore employ a co-simulation environment integrating smart-grid
simulators (e.g., DIgSILENT PowerFactory, GridLAB-D) with embedded-system simulators
(e.g., MSP430 or ARM Cortex-M platforms). This hybrid setup will allow real-time feedback
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between grid forecasts and node behavior, effectively closing the PEAP loop experimentally.
Once implemented, the meso layer will transform PEAP from a conceptual model into a multi-
scale, predictive control framework capable of dynamically coordinating heterogeneous energy

actors.
ii.  Real-Time Interoperability Between Datasets and Systems

One limitation identified in this work is the independence of the datasets used for macro and
micro validation. To achieve full integration, future work will necessitate real-time, temporally
aligned data streams that enable multi-level interactions. For instance, smart buildings could
serve as experimental platforms where macro-level forecasts of building energy consumption
directly influence micro-level device operations, while local voltage and power readings

inform the building’s aggregated energy model.

To enable this, future studies can adopt IoT-integrated data pipelines capable of unifying
temporal granularity through adaptive sampling. This would ensure consistent communication
between long-horizon grid predictors (hourly/daily) and short-horizon node predictors
(seconds/minutes). Cloud-edge synchronization techniques, such as time-stamped MQTT
streams or lightweight edge brokers, can be used to maintain coherence between high-
resolution sensor data and large-scale environmental records. This integration will not only
validate PEAP’s multi-scale logic experimentally but also provide valuable datasets for the

wider research community.
ili.  Advancing Predictive Checkpointing and Energy-Aware Runtime

At the micro scale, predictive checkpointing demonstrated the feasibility of anticipatory
computation on intermittent nodes. However, several technical enhancements can extend this
functionality. One direction is the hardware-level integration of predictive models within non-
volatile processors (NVPs). Embedding trained LightGBM or LSTM inference modules on
microcontrollers with FRAM or MRAM would allow the predictive checkpointing logic to
operate natively without host-side computation. Coupled with dynamic voltage scaling (DVS)
or task-level energy profiling, this could yield a self-contained, energy-adaptive runtime

environment.

Another research direction involves multi-objective predictive scheduling, in which the
checkpointing decision incorporates not only voltage forecasts but also task priority, execution

deadlines, and communication costs. The checkpointing controller could evolve into a fully
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predictive runtime scheduler, capable of optimizing system reliability, performance, and energy
usage simultaneously. This aligns with recent advances in intermittent-aware operating
systems, such as Chain and Alpaca, which dynamically balance progress and energy
preservation. Integrating predictive checkpointing into such systems would elevate PEAP’s
micro-layer implementation from proof-of-concept to deployable technology for real-world

[oT infrastructures.
iv.  Interpretability and Explainability of Predictive Models

While both macro-level and micro-level models achieved strong predictive accuracy, their
interpretability remains limited. Deep neural networks and gradient-boosting ensembles act as
black boxes, providing little insight into how individual features influence predictions. Future
work will incorporate explainable artificial intelligence (XAI) methods to enhance

transparency and accountability in predictive energy management.

For instance, SHapley Additive exPlanations (SHAP) and Layer-wise Relevance Propagation
(LRP) could be applied to the LSTM and LightGBM outputs to quantify the contribution of
variables such as solar irradiance, humidity, or prior voltage to predicted energy states. This
would help identify dominant physical relationships and enable adaptive feature selection.
Furthermore, explainability would increase trust in predictive intelligence for industry
adoption, as decision-making transparency is essential for integrating AI models into energy

management systems governed by safety and reliability standards.
v. Integration with Federated and Cooperative Learning Architectures

A key theoretical advancement proposed in Chapter 6 is the alignment of PEAP with the
principles of federated learning. The next step is to instantiate this architecture by enabling
distributed training and model sharing across heterogeneous nodes. In such a setup, macro-
level servers and micro-level devices update shared predictive models without exchanging raw

data. This structure enhances privacy, scalability, and fault tolerance.

For example, [oT nodes could locally train lightweight models on energy-harvesting patterns
and periodically upload model updates to a cloud-based aggregator, which refines a global
model and redistributes it. This would realize a federated PEAP ecosystem, where predictive
knowledge propagates efficiently across scales while maintaining data sovereignty. Moreover,

incorporating edge-side aggregation and model compression techniques would reduce
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communication costs and enable sustainable deployment across bandwidth-limited

environments.

Such a federated PEAP system could also support transfer learning across domains, allowing
models trained in one geographical or operational context to adapt to another with minimal
retraining. This approach ensures that predictive intelligence becomes a shared and

continuously evolving capability across the energy continuum.
vi.  Digital Twin Synchronization and Multi-Layer Simulation

The conceptual alignment of PEAP with the digital twin paradigm offers an opportunity to
extend the framework into a simulation and deployment hybrid for continuous model
refinement. Future work should focus on developing a multi-layer digital twin that mirrors both
the grid (macro) and device (micro) levels, synchronized through a meso coordination

interface.

This digital twin would simulate energy dynamics, forecast model evolution, and
checkpointing behavior in real time, continuously updating parameters as new data arrives. It
would serve as a sandbox for testing policies before deployment, reducing experimental risk.
Through co-simulation tools such as MATLAB/Simulink, EnergyPlus, and [oT edge emulators,
PEAP’s digital twin can validate interactions between predictive algorithms and physical

systems, enabling safe experimentation with adaptive strategies.

In the long term, this digital twin-enabled PEAP could evolve into a self-healing predictive
infrastructure. Deviations between predicted and observed states would automatically trigger
retraining or recalibration, ensuring sustained accuracy and reliability. This would establish
PEAP not only as a conceptual or analytical model but as a continuously learning, operational

entity.
vii. Toward Energy-Aware Federated Digital Twins

Beyond standalone implementation, future research could explore integrating PEAP into
energy-aware federated digital twins, where multiple independent twins (representing grids,
buildings, and IoT networks) share predictive intelligence. Each twin would operate as an
autonomous PEAP instance, maintaining local accuracy while contributing updates to a shared
global model. This would yield a distributed cognitive ecosystem capable of jointly optimizing

energy efficiency, reliability, and resilience across regions.
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Implementing such a system will require formalizing standard interfaces for model
synchronization, adopting lightweight communication protocols, and ensuring cybersecurity
through encrypted model exchange. By uniting federated learning, predictive control, and
digital twinning, this extension would realize the full vision of cross-scale predictive autonomy,

in which energy systems not only adapt individually but also collaborate globally.
viii. Expanding Experimental Validation and Benchmarking

Ultimately, future work should prioritize empirical expansion to enhance the generality and
credibility of the PEAP framework. This includes testing the predictive models across diverse
datasets, ranging from industrial grids and renewable farms to real-world sensor networks, to
assess robustness under varying temporal resolutions, noise levels, and environmental

conditions.

Benchmarking against state-of-the-art baselines, such as hybrid physics-informed neural
networks or transformer-based temporal fusion architectures, will further position PEAP within
the broader landscape of predictive energy research. Additionally, implementing real-world
hardware prototypes that validate predictive checkpointing on actual energy-harvesting
microcontrollers will provide tangible evidence of operational viability. Such field
deployments will bridge the remaining gap between theory and implementation, advancing

PEAP from a research framework to a deployable energy intelligence architecture.

7.4 Conclusion

This thesis presented a conceptual and experimental exploration of how predictive intelligence
can transform both large-scale and embedded energy systems. Through the development of the
PEAP, the study demonstrated that forecasting, power modeling, and checkpointing,
traditionally treated as separate domains, can be theoretically unified under a single predictive

logic to enable sustainable, autonomous, and resilient operation.

PEAP was conceived as a conceptual framework, providing theoretical architecture for cross-
scale predictive energy management. In this research, the macro-level implementation
validated the feasibility of predictive forecasting in smart-grid contexts using real-world data
from a dataset provided by a private company collaborating on the project, while the micro-
level implementation confirmed the effectiveness of short-term predictive modeling and

checkpointing for energy-harvesting loT nodes. These two layers constitute the experimentally
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validated portions of PEAP, whereas the meso-coordination layer, which would connect macro

and micro intelligence, remains unimplemented and is identified as future work.

At the macro level, the framework was implemented using the Macro-Level dataset, where
data-driven models, such as RNN, LSTM, and Transformer architectures, were trained and
evaluated for short- and medium-term forecasting. Among these, the LSTM achieved the
highest predictive accuracy (RMSE = 0.437, R? = 0.75), effectively capturing nonlinear
dependencies and temporal dynamics in real energy consumption data. Beyond numerical
performance, the model demonstrated operational value: improved scheduling precision,
reduced energy imbalance penalties, and enhanced predictive awareness for grid optimization.
These results confirmed that data-driven forecasting can serve as a foundational element for

intelligent grid control and sustainability planning.

At the micro level, the same predictive principle was applied to solar-powered intermittent [oT
nodes. Using real-world solar-harvesting data, lightweight models, LightGBM, and RF, were
trained to forecast battery voltage and detect imminent voltage dips below 400 V. The
LightGBM model exhibited superior predictive performance (RMSE = 0.0102, R? = 0.987)
with sub-millisecond inference latency and minimal energy overhead, validating the feasibility
of deploying machine-learning models on edge devices. These forecasts informed a predictive
checkpointing mechanism, enabling the system to preserve computational states before power
loss. The experimental results demonstrated that predictive checkpointing reduces redundant
storage operations and eliminates recovery failures, achieving both computational efficiency

and reliability under intermittent power conditions.

The collective findings of both scales demonstrate that prediction can serve as a unifying logic
across heterogeneous energy systems. The macro layer provides anticipatory intelligence for
smart-grid operation, while the micro layer delivers self-adaptive reliability at the edge.
Together, they embody the foundational principles of PEAP, a framework where forecasting
(anticipation), power modeling (quantification), and checkpointing (action) operate as

interdependent elements within a continuous feedback loop.

Although the meso coordination layer was not experimentally implemented in this thesis, it
was theoretically defined as the interface between macro- and micro-level intelligence. Its
purpose is to synchronize global forecasts with localized decision-making, enabling

bidirectional learning and cooperative energy management. The theoretical inclusion of the
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meso layer ensures the scalability of PEAP and provides a roadmap for future work that extends

predictive intelligence to distributed, federated, and digital-twin-based systems.

In summary, the thesis contributes both conceptual and empirical advancements to the fields of
energy informatics and intermittent computing. Conceptually, it introduces a new paradigm,
the PEAP, which shows energy systems as proactive, learning-driven entities.
Methodologically, it provides reproducible procedures for integrating predictive modeling into
both macro and micro domains. Empirically, it validates the feasibility and efficiency of
forecast-guided energy management through real datasets and cross-scale experimentation.
Collectively, these contributions form a comprehensive scientific foundation for anticipatory

and self-regulating energy systems.

Looking forward, the vision articulated in this thesis extends beyond forecasting accuracy or
checkpointing efficiency. It points toward a new generation of predictive energy ecosystems,
where grids, devices, and embedded systems operate collaboratively under shared foresight.
Future research will focus on implementing the meso coordination layer, embedding federated
learning for distributed model adaptation, and realizing real-time digital twins that can

synchronize predictive models with physical system states.

Finally, this research establishes prediction as the connective tissue between intelligence and
energy. It demonstrates that sustainability, reliability, and autonomy are not independent
objectives but coexisting outcomes of systems that can anticipate and adapt. PEAP thus
represents both theoretical and technological advancement, laying the groundwork for energy
systems that are not only efficient and reliable but also fundamentally aware, adaptive, and

intelligent.
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Appendix I

Model: "sequential®

Layer (type) Output Shape Param # Model: "sequential™
simple_rnn (SimpleRNN) (None, 2, 4@) 1840 Layer (type) Output Shape Param #
dropout {(Dropout) (MNone, 2, 48) =] lstm (LSTM) (Mone, 3, 58) 11200
simple_rnn_1 (SimpleRNN) (None, 2, 48) 3240 dropout (Dropout) (None, 3, 50) a
d t_1 (D T N 3, 4@ 2]
ropout_1 (bropout) (None, 2, 40) lstm_1 (LSTM) (None, 5@) 20200

simple_rnn_2 (SimpleRNN) (None, 48) 3240

dropout_1 (Dropout) (None, 5@) -]
dropout_2 (Dropout) (None, 48) a

dense (Dense) (None, 1) 51
dense (Dense) (None, 1) a1

Total params: 31451 (122.86 KB)
Total params: 8361 (32.66 KB) Trainable params: 31451 (122.86 KB)
Trainable params: 8361 (32.66 KB) Non-trainable params: @ (8.8@ Byte)

Non-trainable params: @ (©.00 Byte)

(a) (a)

Layer (type:depth-idx) Output Shape Param #
TransformerModel [16, 1@, 1] .
Linear: 1-1 [16, 1@, &4] 384
PositionalEncoding: 1-2 [16, 18, 64] -
ropout: 2-1 [16, 18, 6a] --
TransformeréEncoder: 1-3 [16, 1@, 64] --
LModuleList: 2-2 -- --
LTransformereEncoderLayer: 3-1 [16, 1@, 64] 49,984
I—Tr‘ansﬁ:»r‘merEncodel"Lay'el": 3-2 [15, 18, 64] 49,984
LtransformerencoderLayer: 3-3 [16, 18, 6a] 49,984
LTransformerEncoderLayer: 3-4 [16, 1@, 64] 49,984
Linear: 1-4 [16, 1@, 1] 65

Total params: 209,385

Trainable params: 200,385
Non-trainable params: @

Total mult-adds (Units.MEGABYTES): 2.14

Forecasting Model (a) RNN Model (b) LSTM Model (c¢) Transformer Model
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