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We reject: kings, presidents, and voting.
We believe in: rough consensus and running code.
— David D. Clark (1992)






Abstract

Ensuring the integrity of infrastructures and the sustainability of the environment are critical
tasks in today’s society. Structural health and environmental monitoring are disciplines that
aim to monitor these assets by trying to assess their condition and detecting potential issues.
Over time, these activities have become increasingly dependent on the Internet of Things
(10T). This connection has allowed new capabilities to be introduced and brought these
systems to work on large-scale environments. Unfortunately, this dependency also introduced
several issues, such as centralization, lack of transparency, and interoperability, that weaken
their reliability, which is essential for informed decision-making in the field. In this thesis we
tackle these problems through a multi-layer, zero-trust decentralized architecture to enhance
transparency, trustworthiness, and interoperability in monitoring systems. The architecture
introduces an Interoperability Layer based on the W3C Web of Things (WoT) standard that
enables a seamless integration among various 10T devices and platforms. Additionally, we
introduce a Trustability Layer powered by ZONIA, a decentralized blockchain oracle system
that ensures data integrity without relying on centralized entities or specialized hardware.
ZONIA operates under a zero-trust paradigm, aggregating data from multiple sources and
employing a truth inference algorithm and a reputation system to maintain system resiliency.
We validated our approach through several evaluations of the components in these layers
and through the development and deployment of a real-world structural health monitoring
platform based on the proposed architecture.
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Chapter 1
Introduction

In today's rapidly evolving world the integrity of infrastructures and the sustainability of
the environment can be considered among the most critical problems. Structural health
monitoring (SHM) plays a key role in safeguarding the safety and lifespan of buildings,
bridges, and other key infrastructures by constantly evaluating their con@itiGimnilarly,
environmental monitoring (EM) is crucial in tracking changes in ecosystems, detecting
pollution, and managing natural resources respongplifoth elds heavily rely on data to

make decisions that can have signi cant impact on our society.

The advent of the Internet of Things (I0T) and its exponential growth completely changed
how data collection operations are conducted in SHM and EM. Today, a wide range of tech-
nologies are employed, from simple sensors to complex monitoring systems. Nevertheless,
the reliability of these systems is directly related to the quality and transparency of the data
collected. Currently, the 10T landscape is characterized by a high degree of data centralization
and opacity. Many loT platforms operate as black boxes, employing proprietary protocols
and siloed architectures that impede data interoperability and transpatigByf his situ-
ation undermines trust in loT data, particularly in applications that demand high integrity
and veri ability, such as infrastructure safety assessments and environmental compliance
monitoring.

To address these challenges, blockchain technology has been proposed as a potential
solution]. Decentralization and openness of blockchain present a novel approach to enhance
data integrity and trust in the 10T ecosystem. With the utilization of blockchains, 10T data
can be recorded securely and immutably, providing an auditable and transparent record of
all transactions and data exchang@gsT his has the potential to signi cantly promote trust
among the various stakeholders, including engineers, environmental scientists, policymakers,
and the general public.



2 Introduction

1.1 Requirements and Challenges

While blockchain offers a promising solution to enhance data integrity and trust within the
0T ecosystem, integrating blockchain with |oT introduces unique challenge: the necessity
for blockchain oracles Smart contracts execute code that operates deterministically and
stores immutable data directly on the blockchain. These characteristics ensure transparency,
auditability, and trustworthiness, as all transactions and operations are open and veri able
by any participant in the network. However, while autonomous, smart contracts cannot
access or interact with data outside their blockchain without BelpDracles serve as
intermediaries between blockchains and the external world, fetching data from off-chain
sources and bringing it onto the blockchain. This capability is crucial for 10T applications,
where real-time data from sensors and devices must be incorporated into smart contracts for
automated decision-making.

However, the design of a reliable oracle system is far from trivial. At the heart of the
oracle problemis the need to trust the oracle service retrieving the data as well as the
original data source itseB]. Introducing oracles into the system can potentially reintroduce
centralization and single points of failure, undermining the trustless and decentralized nature
of blockchain. In the context of 10T, this trust issue is ampli ed due to the interaction with
numerous, heterogeneous, and often unreliable sensors and devices[10].

Based on these considerations, four major challenges have been identi ed:

* Interoperability: the lack of standardization among communication protocols, data
formats, and interfaces among loT devices creates interoperability issues on a grand
scale. This fragmentation further increases dif culties in integrating the devices into
the blockchain environment for oracle systems because they must then support an
incredible number of technologies. This becomes even more critical when we talk
about SHM and EM applications, which often require data from multiple sources
and stakeholders. Overcoming this challenge involves adopting common standards
or creating abstraction layers that facilitate communication with diverse devices and
platforms.

» Trustworthiness: in the implementation of SHM and EM, making loT device data
trustworthy is a critical requirement. Devices and sensors can produce incorrect or
misleading data due to failures, environmental interference, or malicious interference.
Additionally, data collection mechanisms are usually opaque, which leads stakeholders
to challenge the legitimacy of the data. Overcoming this challenge necessitates the
establishment of rigorous validation procedures and ensuring complete transparency in
data management and acquisition processes. This not only fosters trust but also allows
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stakeholders to verify and assess independently both the data and the methodologies
used.

» Decentralization: many existing IoT and blockchain integrations suffer from central-
ization points, such as centralized oracle services or proprietary platforms, which
introduce single points of failure and hinder open participation. Achieving true de-
centralization means eliminating these bottlenecks to create a system where no single
entity has undue control or in uence. Lowering entry barriers is essential to encourage
widespread adoption and participation from various stakeholders, including device
manufacturers, data providers, and end-users. Introducing incentive mechanisms, such
as token-based rewards or reputation systems, can motivate participants to contribute
resources and maintain the network’s integrity and availability. Designing an archi-
tecture that facilitates open, permissionless participation while ensuring security and
reliability is a signi cant challenge that needs to be addressed.

» Performance: integrating blockchain with 10T introduces signi cant performance
challanges. I0T systems can generate vast amounts of data, while blockchains often
suffer from low throughput and high latency. Consequently, there is a clear need
for an architectural solution that ensures adequate scalability without compromising
decentralization, security, or accessibility.

In response to these challenges, researchers have proposed various solutions aimed at
enhancing the integration of blockchain and 10T systems. A predominant approach involves
the use of Trusted Execution Environments (TEES) or similar technologies to secure the oracle
services that bridge 10T devices with blockchain netwdtkE[12][ 13][ 14]. TEESs provide a
protected execution space for code and data, aiming to ensure the integrity and con dentiality
of the oracle's operations, thereby addressing concerns related to trustworthiness.

However, while TEEs enhance security and performance, they inadvertently introduce
new complexities and limitations. The reliance on specialized hardware or software compo-
nents creates a signi cant entry barrier for potential participants wishing to contribute to the
system, undermining the goal of decentralization. Moreover, these solutions often depend
on single or limited data sources for retrieving information, which can lead to centralization
and create single points of failure. This dependency not only hinders interoperability among
diverse 10T devices and platforms but also compromises the system'’s overall integrity and
reliability [15]. As a result, despite the progress made, a comprehensive solution that effec-
tively addresses interoperability, trustworthiness, decentralization, and performance in the
context of blockchain-enabled I0T systems remains elusive.
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1.2 Research Questions

The main objective of this thesis is tlesign a zero-trust, decentralized architecture that
integrates blockchain technology with 10T to enhance transparency and trustworthiness in
SHM and EM ecosystemh this context, "zero-trust” refers to an architectural approach
where the system does not assume any inherent trust in individual devices, nodes, or data
sources. Instead, trust is established through decentralized consensus mechanisms and data
validation protocols that aggregate information from multiple sources. This design minimizes
reliance on any single entity, eliminating single points of failure and enhancing the overall
security and resilience of the monitoring ecosystem. The following research questions (RQ)
are formulated to guide the investigation:

i How can an architectural framework be developed to enable seamless interoperability
with diverse 10T devices and platforms used in SHM and EM?

ii How can a zero-trust, decentralized blockchain oracle system be designed to ensure
the trustworthiness and transparency of heterogeneous l0oT data without relying on
centralized entities or specialized hardware?

iii How can the proposed architecture be used for deployment in real-world scenarios?

1.3 Contributions

To achieve the main objective, we advance the state of the art by proposing a novel architecture
that enhances transparency, trustworthiness, and interoperability in SHM and EM ecosystems.
This architecture integrates blockchain technology with 10T through an Interoperability Layer
and a Trustability Layer based on an oracle system called ZONIA. Our contributions are as
follows:

* RQ (i): We tackle the interoperability problem introducing an Interoperability Layer
based on the W3C Web of Things (WoT) stand&}dJ he decision to adopt WoT is
driven by two primary considerations. First, rather than developing a new proprietary
0T protocol, WoT enables clients to abstract their devices and services through
descriptive interfaces. Second, among the existing WoT frameworks, the W3C WoT
standard is currently the most widely adopted and comprehensive, ensuring broad
compatibility and robust suppottf]. The Interoperability Layer is structured into three
distinct levels, complemented by a Discovery component, to provide IoT operators
with versatile solutions for integrating their systems into our architecture. At the
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Device Level, we demonstrate how to integrate simple sensors and devices. At Service
Level, we present methodologies for integrating RESTful web services with WoT and
to orchestrate the migration of services from cloud to edge. At the System Level, we
address both the integration of existing systems and the design of new WoT-based
system architectures from scratch. Finally, in the Discovery section, we propose a
WOoT directory that can be used to glue together these levels and can connect the whole
Interoperability Layer with the Trustability Layer of our architecture.

* RQ (ii): We propose a Trustability Layer powered by ZONIA, a decentralized oracle
system that we designed and implemented. Unlike existing solutions, ZONIA operates
under a zero-trust paradigm, allowing individuals to join the network anonymously
without revealing their identities or requiring specialized hardware. ZONIA decouples
data sources from clients by aggregating results from multiple sources, ensuring greater
decentralization, fairness, and trustworthiness while avoiding single points of failure.
Furthermore, we use a Truth Inference algorithm and an extensive reputation system to
ensure data integrity and enhance system robustness.

* RQ (iii): To address this question, we developed a monitoring platform that follows our
proposed architecture (Section 2) and also introduce two additional layers: Data Man-
agement Layer and Service Layer. This platform takes its name from the MAC4PRO
project[L7], an SHM initiative aimed at assessing the integrity of industrial and civil
infrastructures. We performed a real-world evaluation of the platform through two
deployments. In the rst deployment, the platform was used to monitor a concrete
building subjected to seismic events simulated on a shaking table. In the second de-
ployment, the platform was employed to identify leakage in hydraulic circuits through
the analysis of acoustic emissions.

1.4 Methodologies

To achieve the objectives described in this thesis, several research methodologies were
employed:

* Literature review:
This study conducted a comprehensive literature review to evaluate the current state of
trust in monitoring systems. In addition, a review of current integrations of blockchain
technology with 10T as trust improvement strategies was conducted. Through such
analysis, critical requirements and challenges related to the proposed architecture could
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be identi ed, and its development guided appropriately to effectively address these
issues.

« Architectural design:
We conducted a requirement analysis to design an architecture that effectively addresses
the major challenges identi ed in the initial phase. This process established the primary
components and their respective architectures and interfaces. The nal result provides
a solid foundation for the subsequent implementation and evaluation.

* Real implementation:
One of our primary goal has always been to translate the architectural designs into work-
ing systems. We developed all the core components such as the different WoT-based
solutions of the Interoperability Layer, the ZONIA oracle system of the Trustability
Layer, and the MAC4PRO platform.

» System performance evaluation:
Rigorous testing was conducted, for each component, to ensure the system's function-
ality, scalability, and resiliency were aligned with the design objectives. We tried to
reproduce test environments as close as possible to real world deployments, especially
for all those components that required read and write operations with the blockchain.

* Platform evaluation via real-world case studies:
Some components of the architecture were deployed in operational environments to as-
sess their performance. This real-world testing provided insights into their functionality
and resilience, validating speci ¢ aspects of the research in practical settings.

1.5 Thesis Structure

Chapter 2 provides an overview of the zero-trust decentralized architecture proposed for
enhancing transparency and trustworthiness in monitoring scenarios. RQ (i) is addressed
in Chapter 3, where the design and evaluation of different WoT solutions are detailed. To
address RQ(ii), Chapter 4 introduces ZONIA, a zero-trust decentralized blockchain oracle
network designed for reliable 10T data retrieval. This chapter encompasses the design and
implementation of different type of algorithms and a reputation system, whose effectiveness
is discussed into a comprehensive two fold evaluation. Finally, RQ (iii) is tackled in Chapter
5, where we describe the actualization and deployment of the proposed architecture within
the MAC4PRO monitoring platform. This chapter details the application of the platform
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in two real-world deployments, demonstrating its versatility and effectiveness in practical
monitoring scenarios.






Chapter 2
Architecture

This chapter introduces a monitoring architecture, depicted in Figure 2.1, designed to address
the challenges presented in Section 1.1. This design aims to increase transparency, trustwor-
thiness, and interoperability in SHM and EM ecosystems by providing a uni ed framework
that abstracts devices and services, and ensures data integrity and veri ability.

Fig. 2.1 Trusted Monitoring Architecture
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2.1 Layers

The proposed architecture involves several layers: some of them are part of the individual
monitoring systems, and others are distributed and potentially independent from speci c
system stacks and operators.

» Sensing Layer: This layer includes devices responsible for data collection from the
physical environment. In SHM, these devices typically include accelerometers, strain
gauges, and acoustic emission sensors, which monitor vibrations, stress, and material
integrity. For EM, sensors like temperature, humidity, gas, and particulate matter
detectors are commonly used to track environmental conditions. These sensors can
be very heterogeneous, especially if they are made by different manufacturers. They
can have different sensing capabilities, interfaces, data formats, and communication
protocols. The Sensing Layer is out of the scope of the current thesis and our work
involves the integration of it to the upper-layers.

* Interoperability Layer: The Interoperability Layer is made of two parts: an internal
layer, which is integrated into the monitoring systems and a Discovery component that
can be part of them or an external element of their architectures. The internal layer
is based on the WoT standard, which facilitates seamless integration across different
layers of the architecture by providing a common framework for describing 10T devices
and services. While our proposed architecture consists solely of the Interoperability
Layer and the Trustability Layer, other implementations can introduce additional
domain-speci c layers that interact with the Interoperability Layer before interfacing
with the Trustability Layer, as shown in Chapter 5.

— Discovery: The Discovery componentis based on the WoT Discovery speci cagpn[
It acts as an intermediate between the monitoring system stack and the Trustabil-
ity Layer. It enables monitoring systems to remain private while connecting with
the Trustability Layer by exposing Web Things (WTs) through the Discovery
interface. This allows for the seamless integration of devices and services without
compromising the underlying system's security and privacy. Monitoring systems
can register their WTs with the Discovery component, making them discoverable
by the Trustability Layer's oracle network. An example of a Discovery compo-
nent is a metadata directory that can be hosted by the monitoring system itself or
be publicly available for system operators to use.

* Trustability Layer: The Trustability Layer is a distributed layer that ensures the integrity
and transparency of 0T data through the integration of the 10T infrastructure with
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blockchain technology. Powered by ZONIA, a zero-trust, decentralized blockchain
oracle network, this layer accesses the WTs exposed by monitoring systems through
the Discovery component of the Interoperability Layer. Unlike layers con ned within
speci ¢ monitoring systems, the Trustability Layer operates independently as a public
data layer that can be used and trusted by anyone.

2.2 Use Cases

In this section, we want to show how the proposed architecture can be employed in two use
cases: one for SHM and another one for EM. We will rst demonstrate the architecture's
applicability in these hypothetical scenarios by describing how the use cases are mapped on
the different layers. Then, we will illustrate its bene ts, highlighting how the architecture
enhances transparency, trustworthiness, and interoperability in real-world settings.

Highway Bridge

In this SHM use case, the architecture is applied to monitor the structure of a highway
bridge. This is clearly a critical scenario since the integrity of this speci ¢ structure is directly
connected to the safety of citizens using it and the overall transportation infrastructure. The
monitoring project involves a consortium of multiple stakeholders, including government
agencies responsible for infrastructure, the engineering rm that conducts the monitoring,
maintenance teams that perform repairs, and managers who supervise operations. Each
stakeholder operates independently and may have different objectives, making trustability
and data integrity essential to the monitoring system.

e Sensing Layer: The bridge is equipped with multiple sensor networks, composed of
accelerometers and piezoelectric sensors, that collect different types of data, such as
vibrations, displacements, and strain, to identify the structure's stress level.

* Interoperability Layer:

— The accelerometer and piezoelectric sensors are abstracted through WoT, which
standardize their properties, actions, and events.

— For each sensor network there is a WT that represents the entire network as a
single entity. This composite WT aggregates data from multiple sensors within
the network and exposes new properties, such as average readings or overall
network performance metrics.
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— Multiple sensor networks are further aggregated to create a virtual representation
of the entire bridge. This higher-level WT integrates data from various sensor
networks, providing a comprehensive view of the structure's health.

— Services that process and analyze sensor data are made WoT-compliant, facilitat-
ing integration.

— The WoT Discovery component is utilized to register and manage the available
WTs. The engineering rm can selectively publish certain WTs to the Trusta-
bility Layer while keeping others private, based on speci c regulations, security
policies, or con dentiality requirements.

* Trustability Layer:

— ZONIA collects the SHM data from the public WTs. This data collection can be
triggered by a member of the consortium or just scheduled as an automatic task.

— The collected and validated data is recorded on the blockchain, creating an
immutable history of the bridge's health. The blockchain where the data is
recorded can be controlled by the consortium itself or can be a public blockchain
that the stakeholders decide to use. It is important to clarify that ZONIA doesn't
enforce the use of a speci ¢ blockchain; it is just an enabler for bringing that data
into it.

The application of the proposed architecture in SHM offers several bene ts:

» Thanks to the WoT, devices from different manufacturers and with different protocols
can communicate seamlessly, simplifying data collection and integration.

* The WoT abstraction facilitates the replacement of malfunctioning sensors or those
requiring routine updates.

» WTs that are not binded to a speci c location due to hardware contraints (e.g., a
data processing thing) can be easily moved between edge and cloud to optimize the
available computing resources.

» Recording data on the blockchain provides an immutable and transparent record of
structural health data, enabling stakeholders to independently verify and audit the data
and processes.

» Smart contracts can automate actions such as issuing alerts for maintenance or schedul-
ing inspections.
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» Reducing the need for manual data veri cation and coordination among stakeholders,
the architecture leads to signi cant cost savings and operational ef ciencies.

Smart Insurance

In this EM use case, the proposed architecture is applied to a "Smart Insurance" scenario in
agriculture, where insurance payouts are automated based on environmental conditions.

» Sensing Layer: Heterogeneous environmental sensors are deployed across agricultural
elds and nearby areas, including weather stations, soil moisture sensors, and drones.
These devices collect data on rainfall, wind speed, and soil conditions.

* Interoperability Layer:

— The devices are integrated using WoT, standardizing their interfaces.

— The WoT Discovery component allows for registering and discovering sensors,
enabling the Trustability Layer to access data.

* Trustability Layer:

— ZONIA aggregates data from multiple independent sources, ensuring that no
single data point can be manipulated to trigger an insurance payout fraudulently.

— The validated environmental data is recorded on the blockchain, where smart
contracts representing insurance policies automatically execute payouts when
prede ned conditions are met (e.g., too much rainfall damaged the crop).

Applying our architecture to this particular use case brings many advantages that usually
are not possible with traditional monitoring architectures:

» Both the insurance company and the farmers can trust the process since all the condi-
tions within the smart contract are fully transparent: all the executed operations are
written as transactions on-chain, so they are public and veri able.

» By aggregating data from multiple independent sources and validating it through the
ZONIA network, the system minimizes the potential for fraudulent claims.

» The architecture allows for anonymous participation, enabling data providers (e.g.,
other monitoring systems or individual sensors) who are not directly af liated with the
farmers or insurance companies to contribute data, enhancing impatrtiality.

* Smart contracts automate the claims process, reducing the insurance company's ad-
ministrative overhead and costs while speeding up payouts to farmers.






Chapter 3
Interoperability Layer: Web of Things

This Chapter answers the RQ (6w can an architectural framework be developed to
enable seamless interoperability among diverse I0T devices and platforms used in SHM and
EM?' by presenting different interoperability contributions based on the WoT standard.

The rapid development of 10T resulted in a highly heterogeneous ecosystem with many
devices, protocols, and platforms. This diversity poses signi cant challenges to achieving
interoperability, especially in elds like SHM and EM, where it is critical to integrate
data from different sources. To address these challenges, we chose the WoT as the primary
interoperability enabler of our architecture. The WoT leverages well-known web technologies
to create a uni ed application layer over the fragmented IoT landscape. Of the different WoT
approaches, we selected the W3C WoT for our Interoperability Layer since it is considered
the most promising and up-to-date solution[16].

Building upon the W3C WoT standard, we developed a series of tailored solutions within
our Interoperability Layer to address the speci c challenges at different levels of abstraction.
In Figure 3.1 shows the conceptual structure of the layer: it is organized into three primary
levels of interoperability — Device Level, Service Level, and System Level — enhanced by
a Discovery mechanism. Each level addresses distinct aspects of integration and interaction
within the 10T ecosystem using WoT:

» Device Level: Addresses the abstraction of individual devices using the WoT frame-
work to enable interoperability at the foundational level.

» Service Level: Focuses on integrating heterogeneous web services into the WoT
ecosystem and supporting dynamic orchestration and mobility of services in cloud-
edge deployments using WoT.
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» System Level: Shows how to integrate entire systems within WoT, demonstrating both
the connection of existing 10T frameworks and the design of new systems based on
WoT principles.

» Discovery: Enables to registration and discovery of WTs across all the different levels.

Section 3.1 gives an introduction of the WoT standard, its history and main characteristics.
The subsequent sections are dedicated to the speci c levels of interoperability: Section 3.2
addresses device-level interoperability, Section 3.3 focuses on service level, Section 3.4
explores the system level. Finally, Section 3.5 introduces the design and implementation of a
WoT-based directory that can be used to support discovery and interoperability, connecting
the Interoperability Layer with the Trustability Layer described in Chapter 4.

Fig. 3.1 The Interoperability Layer

3.1 Background
Disclaimer: This section contains material previously published in [16] and [19].

The concept of the WoT emerged in the early 2000s with the idea of extending Web
presence to physical entitie(, allowing devices to have a Web-based description and
interaction model. This was achieved by embedding Web servers into devices or hosting
their Web presence on a server. Wil@d][later proposed assigning a URI to each physical
device to interact with it using basic REST verbs, representing each device as a Web resource
using formats like HTML, XML, or JSON.
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Building on this foundation, Guinard and Trifad] de ned the WoT as a re nement
of the 10T by integrating smart things into the Web architecture. They advocated making
devices an integral part of the WoT by using HTTP as application layer, enabling device
functionalities through RESTful APIs over HTTP. Two integration approaches were identi ed:
direct integration, where devices embed a Web server, and indirect integration, where a smart
gateway translates REST requests and responses into device-speci ¢ instructions.

This vision in uenced projects like the FP7 Project COMPOgH] [ which aimed to
enable an open marketplace of cloud services by combining simple WTs. On a side note, it
is intended that COMPOSE is not the only effort aiming to tackle interoperability issues in
the world of 10T: we cite explicitly other successful ones like Big-[@#], Arrowhead[25],
FIWARE [26], and many more. Nevertheless, COMPOSE was among the rst to adopt the
WOoT concept explicitly, bringing it to a wider audience [27].

In subsequent years, the requirements for a system to be considered WoT-compliant
became more structured. Kamilaris et[@B] outlined precise constraints for WoT-enabled
systems, such as: (i) Accessibility to WTs at the Web layer through a REST interface; (ii)
Discoverability of WTs via speci ¢ architectural patterns or protocols; (iii) Usage of multiple
well-known Web data formats and semantics. Other constraints involve security protocols,
sharing, physical mashups, and syndication techniques.

Even though small deviations were taken from the original proposal, before the 2010s the
research on the WoT proceeded along the same strand, being it not yet a standard, rather an
architectural design pattern. However, later on, different currents started to manifest, some to
bring in extended concepts, some others to try to establish an actual implementation standard.
In the remainder of this section we cover the most in uential ones.

Social Web of Things

The Social Web of Things (SocWoT) can be considered as the convergence of Social Web
and the WoT, as it enables users to manage, access, share and integrate smart Things/ob-
jects through Social Network Sites (SNZP[. SNSs are online platforms where people
publish, collaborate, and share information with other individuals or groups and build social
relationships. Ciortea et gB0] de ne the SocWoT as the convergence of three dimensions:
pervasivenesamneaning that Web extends to the physical world by integrating everyday
objects and thinggro-activenesssince the Web is composed by several entities that, like
normal users, produce and consume content by interacting with each other, and, nally,
socialnessbecause the Web gathers both human and non-human entities. On top of SOCWoT,
a trustworthy Social WoT system is proposed3d][in which Service Oriented Architecture
(SOA) approaches are used to resolve the issue of interoperability. Here, the trustworthiness
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of the services are calculated by using the friendship and community services offered by the
SNSs.

Semantic Web of Things

Technologies for Semantic WeBJ] have been playing an important role for exchanging
standardized, meaningful and contextualized information in the 38 We acknowledge
several joint efforts (e.g., Fiesta-loT, Big-loT, OneM2M, etc.). Some of them resulted
in standardized information models, such as NGSI-BB,[ proposed within the context

of the FIWARE Project26] and featuring an API for exchanging contextualized — as in,
semantically enriched — information among heterogeneous stakeholders. Semantic Web
technologies can also play an important role in the WoT, for which they can be considered as
the main interoperability enablers. Researchers formulated several proposals for including the
Semantic Web in WoT architecture, the rst of which is the so-called Semantic Web of Things
(SWoT). As highlighted by Jara et §B5], integrating the Semantic Web into the WoT was
seen as the de nitive step for reaching what is de ned agjbbbal interoperability More in

detail, this can be obtained if the information is semantically rich and systems achieve high
degrees of autonomic capability of storage, management, and discovery. This way, data is
machine-understandable. [8F], authors also outline the fundamental steps for pursuing such

a path. A rst phase would imply interconnecting Things to the Internet, which corresponds
to the growth of the IoT. A second step has the goal to enable seamless interoperability among
heterogeneous entities by the adoption of common application protocols, which represents
the “basic” WoT. Despite WoT enables technical and syntactical interoperability for diverse
kinds of devices, shared data can be represented in different ways, carrying along different
meanings and hence hindering the interoperability at the data layer. For this reason, the last
step, which is also the main goal of SWoT, is the de nition of a common description that
allows data to be universally understandable, creating extensible annotations (from minimal
to more elaborate ones), ad agreeing on a catalogue of semantic descriptions. This path is
actually followed in the recent standardization efforts by the W3C.

Towards the W3C Web of Things

In 2014 the W3C manifested interest in the WoT and created the WoT Interest Group, which
led to the rst of cial Web Thing Model the subsequent ye28]. The proposal gained
consistent momentum and the model has been updated on a constant basis until the latest
speci cation[l] that represents an actual de-facto standard for every component of a WoT
ecosystem.
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It is worth mentioning that the W3C WoT ot the only standardization effort for WoT.
An in-depth study on similar proposals was conducted by Martins 4lin 2017, where
they distinguish among bottom-up approaches,considering each component an atom
which can (or cannot) constitute a thing, and top-down approaches, where WTs are seen
as “a cohesive unit of data and functionalityin the rst category, they collocate three
hypermedia APIs from IETF: JSON HAL3B], HSML [39] and CoRAL H0]. These are
mainly syntactical speci cations though, in fact they do not include high-level architectural
guidelines, semantics, and interaction schemes. Top-down approaches include the Evrythng's
Web Thing Model B6] and the Mozilla's Web Thing API41]. These proposals were
considered almost competitors of the speci cations proposed by the WoT Interest Group,
although not having a similar backing from standardization bodies. However, at the time
of writing, they both complement the W3C WOoT in a joint effort, while the W3C WoT is
emerging nowadays as the most complete and used standard for the WOT.

Table 3.1 shows an overall comparison between the different WoT versions and evolution
stages appeared in the past two decades.

Table 3.1 Comparison of different stages in the history of WoT

Enforcing Web | Enforcing SNS | Semantic | Standardized | Security Thing Scripting
technologies interactions | enrichment guidelines | Description API
loT 7 7 7 7 7 7 7
WoT (2010 Proposal 3 3 7 7 7 7 7
SocWoT 3 7 7 7 7 7 7
SWoT 3 7 3 7 7 7 7
Everythng WoT 3 7 3 [opt] 3 3 7 7
Mozilla WT API 3 7 3 [opt] 3 7 3 7
W3C WoT (2020) 3 7 3 3 3 3 3

3.1.1 W3C Web of Things

In this section, we explore the W3C's background, including its architecture and components.
From now on, we will refer to the W3C WoT simply as WoT since it is the chosen standard
for our Interoperability Layer. Each solution we present in the following sections is based
speci cally on W3C WoT.

The goal of the WoT is to preserve and complement existing lIoT standards and solutions
by providing strategies to describe what already exists rather than prescribing new mecha-
nisms. A core component of the WoT standard is the Vit &bstraction of a physical or
a virtual entity whose metadata and interfaces are described by a WoT Thing Desctiption
[42]. It is immediately clear how this de nition abstracts from the network protocols, rather
it focuses on the software architecture guidelines.
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Each WT is characterized by the ve main modules depicted in Figure 3.2, and detailed
in the following:

» Behavior it represents the business logic of the W@, the application where both the
autonomous behavior of the Thing and the handlers for the WT Affordances (de ned
below) are implemented.

* Interaction Affordanceshey represent the interaction model of the WT, specifying how
WOoT clients can interact with it through abstract operations, hence without referring
to a speci ¢ network protocol or data encoding. It follows the so-called Properties,
Actions, and Events (PAE) paradigm. Egmiopertyis considered as a state of the
Thing and can be retrieved (read) and possibly updated (write). A property can be
alsoobservableand in this case the WT is responsible to push the new state to each
consumer. Aractionallows a client to invoke a function that typically manipulates a
WT state or launches a process. &rentdescribes an event source that asynchronously
can push data to a consumer.

» Data Schemaghey represent the information model (with the related payload structure
and data items) to be used in the interaction between the WT and its consumers.

» Security Con guration it contains the security mechanisms provided by the WT in
order to control access to its Interaction Affordances. The security con guration
includes thePublic Security metadatand thePrivate Security Metadatalhe rst
component describes the control access mechanisms of the WT, but without including
any secret or sensitive data. The second component contains sensitive data to get/obtain
access to the WT.

* Protocol Bindings they map the Interaction Affordances to the messages of a speci c
network protocol €.g. CoAP) and they are serialized lagpermedia controls

The rst four layers of the WT architecture constitute the T, a collection of metadata
representing the capabilities of the WT in a uniform way. The basic idea is to avoid the
de nition of yet another protocol to standardize the communications with the WTs, which
would increase the fragmentation issue rather than solve it. For this reason, each WT is
allowed to support any communication protocol or security mechanism, but it must describe
itin TD. As a result, any WoT client parsing the TD and supporting the communication
schemes declared in it can instantiate a communication link with the WT.

Listing 3.1 shows a TD sample for a smart lamp. The lamp has a property stdled
— to represent the current state on/off —, an action catlgdle— to toggle the lamp —, and
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Fig. 3.2 W3C Web Thing architecture proposed in [1].

theoverheatingevent, which is red whether the bulb temperature reaches a warning level.
Since HTML formsare controls for arranging the users' inputs on the client-side (based
on choices given by the server), the WoT makes them machine-understandable thanks to
Web Linking, by providing a context, an operation type, a submission target, a request
method, and, optionally, some form elds. Serialization of TD instances is based on JSON,
speci cally it follows the syntax of JSON-LD3] to enable extensions and rich semantic
processing.

{

"@context": "https://www.w3.0rg/2022/wot/td/v1.1",
"id": "urn:uuid:0804d572-cce8-422a-bb7c-4412fcd56f06",
“title": "MyLampThing",
"securityDefinitions": { "basic_sc": {"scheme": "basic",
"in": "header"} },
"security": "basic_sc",
"properties": {
"status": {
"type": "boolean",
"forms": [{"href":
"https://mylamp.example.com/status"}]

h
"actions": {
"toggle": {
"forms": [{"href":
"https://mylamp.example.com/toggle"}]
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}
1
"events": {
"overheating": {
"data": {"type": "boolean"},
"forms": [{
"href": "https://mylamp.example.com/oh",
"subprotocol": "longpoll"
1
}
}
}
Listing 3.1 Thing Description sample for a smart lamp
Servient

The software stack implementation of the W3C WT shown in Figure 3.2 is calfshaent
as the word itself suggests, it can behave both as a server and a client. In brief, the Servient
IS in charge of parsing and generating TDs, and of supporting multiple Protocol Bindings to
enable interactions with different platforms and devices. Using the W3C WoT terminology,
a WT is implemented by a Servient, which exposes a representation of it Exipesed
Thingand makes available ©onsumershe network-facing interfaces of a WT. Similarly,
Consumersire software clients enabled by a Servient which again is in charge of parsing the
TD and of enabling the proper network stack according to the WT capabilities. Once the WT
has been handled by the Consumer, the Servient generates the sdzcaigeoned Thing
software object allowing to access its properties or to invoke its actions while hiding all the
details of the remote communication.

Figure 3.3 depicts all the modules composing a Servient:

» TheBehaviourde nes the application logic of a Thing, and includes th#onomous
behavior(the internal functioning of sensors and actuators) hidnedlersof the Affor-
dances (which operation to perform when an Affordance is activatedgptieumer
behavior(controlling Things or running mashups), and thieermediary behaviour
(proxying or aggregating Things).

* The WoT Runtimeepresents the implementation of the interaction model and the
execution environment for the WT Behaviour, being able to fetch, parse, serialize,
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and serve TDs. The option&cripting APlcomponent de nes the application-facing
interface that follows the Thing abstraction, enabling the Behaviour to run through
the application scripts. The WoT Runtime is in charge of instantiating the software
representations of the Wile. the Exposed and Consumed Things previously men-
tioned. ThePrivate Security Datéas managed by the WoT Runtime, but intentionally
kept apart from the application and used by the Protocol Bindings to authorize and
protect the data integrity and con dentiality.

» TheProtocol Stack Implementatiamplements the network-facing interfaces of an
Exposed Thing, allowing th€onsumerso access the WoT Interfaces of a remote WT
via its Consumed object. More in detail, the Protocol Stack generates the network
messages according to the selected protaegl CoAP). Clearly, multiple protocols
can be supported at the same time.

» The System APhims at supporting the implementation of the Behavior in case of
Things connected via proprietary protocols or protocols that are not natively WoT-
enabled.

Fig. 3.3 Implementation of a Servient using the WoT Scripting API [1]

The Servientarchitecture is agnostic of the programming language used for its imple-
mentation. At presenffode-wot[44] is the of cial open-source implementation written
in Typescriptand maintained by the W3C working group. Besides it, within the SANE
project 5], researchers released a JAVA versidg][of the Servient even if they claim
to support only the subset of speci cations of interest for the project. Garcia Mangas and
Suarez Alons$47] propose a Python implementation of tBervienthat is enhanced with
WT discovery mechanisms. It is worth remarking that the execution dbémeientrequires
signi cant computational resources that may not be afforded by constrained devices. To
Il such gap, Sciullo et al[48] propose a Micro Servienite., a W3C-complianBervient
that is supported by micro-controllers although with reduced functionalgigsi{ can only
expose WTSs). A similar approach is also followed B9|[ where the authors propose an
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automatic generator of WoT Servients in C++ with CoOAP as communication capability for
context-based applications.

Discovery

One of the critical components required to complete the WoT ecosystem is the ability to
discover TDs of WTs at runtime. This aspect of discovery is addressed by the the WoT
Discovery speci cation 18]. This speci cation focuses on the normative steps required

to obtain and publish TDs over the Web. The approach to acquiring TDs adopts a two-
phase architectural model, balancing the dual demands of openness and controlled access
to metadata, ensuring that only authorized entities can access the necessary information.
The rst phase, known a4ntroduction,” is employed to discover one or more candidate
URLs. These URLs are treated as opaque strings, deliberately devoid of any substantial
metadata. During this phase, the process remains entirely open, with no restrictions applied
to consumers. The candidate URLs are acquired through one of the de ned introduction
methods. Presently, there exist ve introduction methods: well-known URLSs, Direct (e.qg.,
QR codes or manual URL provision), DNS-Based Service Discovery, CORE Link Format
and CoRE Resource Directory, and DID Documents.

Upon obtaining a set of candidate URLSs, the Discoverer proceeds to the second phase,
denoted asExploration.” This phase encompasses the operations necessary to retrieve
the TD referenced by the URLs and further processing to extract additional information.
Typically, these operations are protected by security mechanisms, such as authentication
tokens, ensuring that the TDs remain inaccessible to unauthorized users. Notice that the
URL obtained via one introduction mechanism invariably directs to a single TD hosted by
an exploration service. Discoverers must be capable of interacting with different types of
exploration services:

» Thing Description Server. "Any web service that can be referenced by a URL and
returns a TD with appropriate authentication and access controls can be used as an
exploration mechanism" [18].

» Thing Description Directory (TDD) : serves as a WT that offers services for managing
a collection of TDs describing other WT%§]. The TDD facilitates a broader set of
APIs for ltering and searching for the desired TDs.

A TDD is an exploration service that can be used to retrieve and lter a list of TDs.
Currently, the speci cation is focusing on TDD based on HTTP but, in the future, it might
support other non-web-native protocols like CoOAP or MQTT. Implementers of a TDD are
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required to support a set of compliant APIs exposed as HTTP endpoints. Currently, those
APIs are grouped into three categories: things, events, and Itering. Things endpoints are
further subdivided into creation, retrieval, update, deletion, and listing. Those functions
represent the CRUDL operations for the set of TDs stored inside the service. The speci cation
recommends protecting relevant resources with secure protocols and credentials. The events
API allows the client to subscribe to the basic events red by the TDD like the creation of

a Thing Description, an update, or a deletion. Finally, the ltering API comprehends three
different querying technologies that implementers can choose to support or not: JSONPath,
XPath, and SPARQL.

Numerous techniques have been proposed to address WT search chab&hgesying
in the adopted query language and overall technology. Among these, 10T-SVKS&dhrch[
stands out as a promising approach, supporting searches based on both spatial-temporal
attributes and value-based criteria, effectively incorporating the dynamism of IoT environ-
ments into the search mechanism. GOL@HY|[offers a hierarchical location-based WoT
directory architecture that includes federated identity management and loT-speci ¢ features
like discoverability, aggregation, and geospatial queries. DB&hnovates in the access-
control vertical, enabling decentralized attributed access without the need for complete trust
or credential provision while preserving user privacy. Other efforts have focused on indexing
WTs for speci ¢ scenarios, such as indoor devicg4][ In [54], device features are automat-
ically extracted using machine learning techniques and clustered to group similar devices.
Although these works advance the state-of-the-art in WT indexing and searching, they do not
align with current W3C standards for discoverability, leading to an increasingly fragmented
landscape with multiple heterogeneous solutions for indexing and querying devices.

There are two other W3C-compatible implementations, namely Tinl Hnd WoT
Hive[56]. TinyloT holds a historical signi cance as the rst implementation of the APIs
outlined within the speci cation. Originating as a research project within the Fraunhofer
Institute, it has since evolved into an independent open-source endeavor. The service,
implemented in Go, uses an integrated LevelDB instance for the storage and querying of TDs.
It supports a comprehensive feature set, including DNS-SD as an introduction service for the
TDD, complete implementation of all mandatory APIs, and a JSON-Path query endpoint.
While the software solution is robust, the queries are performed entirely in memory, which
could potentially pose challenges when deploying TinyloT in large-scale environments.

WoT Hive has been developed inside the European project AURORAL and wants to
be the most feature-rich implementation of the Thing Description Directory APIs. The
service is written in Java with the help of the Spark framework and it supports SPARQL
endpoints as storage for the list of TDs. In contrast to TinyloT, WoT Hive boasts more robust
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semantic and syntactic capabilities thanks to its backend support for Triple stores, supporting
both JISONPath, SPARQL-based discovery and semantic validation. On the other hand, the
expanded feature set compromises scalability with a large set of TDs as demonstragd in [

3.2 Device-Level Interoperability
Disclaimer: This section contains material previously published in [57].

This section demonstrates how the WoT can abstract simple devices through WTs. We
also show how this abstraction facilitates the development of mash-up applications, which
aggregate data or control multiple WTs to provide scenario-speci ¢ outputs. Additionally, this
section investigates the suitability — both in terms of ease of deployment and performance
— of these created WTs in an Industry 4.0 scenario. To this purpose, we consider a generic
loT monitoring system of a production site characterized by the presence of heterogeneous
sensors using different communication technologies. The overall architecture of the testbed,
depicted in Figure 3.4, is structured on three tiers:

» Edge layer. This layer is composed of three Wireless Sensor Networks (WSNSs),
operating over the same environment: an IEEE 802.15.4 WSN network, a IEEE 802.11
Wi-Fi WSN network and a BLE device. The 802.15.4 network includes four devices
(Arduino Xbeeboards), with one Coordinator and three Leaf nodes equipped with
sensing units ThinkerKit temperature sensor). The Wi-Fi network includes three
devices (twdNodeMCUand oneArduino WiFlyboard), all provided with a direct link
toward the Access Point (AP) and witlDadT11 temperature/humidity sensor. Finally,
the BLE WSN consists of oneSP32board, provided with ®HT11sensor.

» Fog layer. The 802.15.4 coordinator, the BLE and the Wi-Fi devices are connected to
the corresponding Fog node, via USB cable links (for the 802.15.4 Coordinator) or
Wireless links (for the BLE and the IEEE 802.11 devices). Each fog node is constituted
by aRaspberry PI3B+board and it is in charge of exposing the corresponding WT for
each managed device and WSN.

* Processing layer This layer implements the logic of the monitoring system. It is
constituted by a Linux server running the mash-up applications, and connected to the
Fog nodes via Wi-Fi links. More speci cally, the layer is in charge of:ofchestrating
the sensing operations, by properly selecting the devices to query at each time slot
according to different policies;ij storing the collected data within a time-series
database.
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Fig. 3.4 The 1oT/WoT monitoring system deployed in this study.

Following we detail the implementation of the WoT components for the architecture
previously described:

» Edge devices implement low-level communication and sensing operations in the
embedded rmware. The implementation as well as the list of operations and the data
format used by each device is technology dependent. This layer is part of the 10T,
while it is not covered by the WoT architecture.

* Fog nodes run a WoT Servient, by using the node-wot framewbfk Each Fog
node exposes two types of WTs, i.e.: multipig Thing Devicesdescribing the
properties, events and actions of physically managed edge devices, amd dhan{
Network describing the overall performance of the virtual WSN composed by the list
of connected Thing Devices. Moreover, we consider three possible protocol bindings
for each Thing, i.e. interaction modes with the Things, based on the HTTP (default
choice), the CoAP or the MQTT protocols. The System APIs are implemented in
JavaScript, and further structured into two layers, ii¢.a Device Queryevel, that
is in charge of issuing request-response communication with the Edge device, based
on the wireless technology and the protocol stack supported by this latter (e.g. UDP
socket for the WiFi devices, Serial socket for the Zigbee Coordinator, BLE connected
mode for the BLE device)ji() aninter-Process CommunicatiqiPC) level, that makes
the sensor data available to the upper Scripting APIs via IPC facilities (in our case,
implemented in the ZeroMQ libraty.

* Finally, the Processing node interacts with each Fog node/Servient in order to consume
Things, e.g. by periodicallinvokingthe getData actionfrom the Things selected
according to the actual mash-up policy.

1ZeroMQ Project Website, http://zeromg.org
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Name Type Description

DevicelD Property Device identi er in the network.
NetworkID  Property Network identi er the device belongs to.
Temperature Property Lasttemperature value.

State Property Current state of the device.

GetData Action  Get the temperature data.

Start Action  Start sending data at each time-slot.

Stop Action  Stop sending data.

NewData Event This event is red when a new sensor data is produced.

ChangeState Event This event is red when the connection state changes.
Table 3.2 Example of Properties, Actions, and Events described in a TD of a Device Thing.

Table 3.2 shows some of the properties, actions, and events described in the TD for a
Device Thing. The TD of a Network Thing includes only properties that are referred to the
average network performance (i.e. the delay, the packet delivery ratio and the throughput)
and actions that can be invoked from the entire network, like for instanggetiddiData()

The mash-up sensing policies

We implemented multiple mash-up sensing policies, and we tested the capability of switching
among them in a seamless way. To this purposeDlée the set of available devices,
andW(d;), 8d; 2 D, be the function describing the WSN type. In our testi&d,D !
fWIiFi;BLE; Zigbe@. We assume the time to be divided into discrete time-slot,Ti.e.
fto;t1;::::0, corresponding to sensing events when the mash-up application is igstiData
command toward a selected subset of the available deviceg; L&t be the temporal
interval between two measurements, i.e. the time difference betygeandt;, assumed
constant. Moreover, ldt : D T !f 0;1g the function indicating whether deviak is
active, i.e. itis used at time slot(in this casek (di;tj) = 1, otherwisek (di;tj) = 0). All
sensing policies share a common rationale, i.e.: they keep the area covered higher than a
prede ned threshold, while maximizing a performance intlek our case, the area coverage

is expressed in terms of number of active devidé$ 4t each time-slot. More formally, all
policies address the optimization problem formally de ned below:

Goal : Maximizel
Constraint : g k(di;t)= M;8t;2T (3.1)
di2D

The performancé can vary according to sensing policy in use. We implemented and tested
four different metrics:
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 StaticEnergy-awareolicy (Py). The mash-up application selects tfleactive devices
at each time-slot according to a pure round-robin scheme, in order to discharge them
with the same rate.

» DynamicDelay-awarepolicy (P1). The mash-up application takes into account the
average delay required to issugetData command and to receive the corresponding
reply message. Thel devices with the lowest Round Trip Time (RTT) are selected at
each time slot.

» DynamicPDR-awarepolicy (P.). The mash-up application takes into account the
communication reliability of each sensor expressed in terms of average Packet Delivery
Ratio (PDR), i.e. the ratio of received replies over the total numbeyetibata
requests sent toward eadh Speci cally, theM devices with the highest PDR values
are selected at each time slot.

» DynamicDelay-PDR-awargolicy (P3). The mash-up application takes into account
both the delay and the PDR, as better explained in the following.

ExcludingPy, all the other policies compute tih sensors to query at each time-slot
based on the current traf ¢ loads and network conditions. For this reason, we employ a
dynamic, learning-based scheme based on the Reinforcement LeadRh)rfgamework?. In
brief, this latter refers to a class of machine learning algorithms where an agent learns over
time the optimal sequence of actions needed to perform a task, by dynamically interacting
with the environment and by receiving a numeric reward at each interaction. More formally,
theRL framework can be represented as a Markov Discrete Process (M3, R, TR>
where:Sis the set of Stated) is the set of ActionsR:fSAg! IR isthe Reward function,
expressing a numeric reward received by the agent when executing ac#ohin state
s 2 S andTR:fSAg! Sis the transition function, expressing the next sstafter
performing actiora; from states (a deterministic environment is assumed). The goal of
theRL agent is hence to determine the optimal policy functiors! A that indicates the
optimal action to execute at each state, so that the long-term reward is maximized. In our
modeling, we omit the state functi@®) while the list of actiorA coincides with the list of
devicesD. The immediate rewarR(d;) is computed when issuinggetData command on
sensold;, according to the policy in use:

» Pi: thisis the RTT for eaclgetData command. Only successful requests (i.e. reply
messages are received) are considered.

2For space shortage, we do not provide an in-depth illustration dRtHeamework. Interested readers can
refer to [58] for a detailed discussion on the topic.
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* P: this is a positive value (+1) if thgetData is successful, O otherwise.

 P3: similarly to P, however a penalty equal tgneoutiS applied in case no reply is sent
back after a timeout.

Each time gyetData is issued ord;, and the immediate rewaR{d;) is computed, we
also update the Q-value entry at time sl&tr d; as follows:

Q(d) = Q 1(d)+a (R(d) Q 1(dh)) (3.2)

wherea is a learning rate, set equal to 0.7 in our experiments. Balancing the exploration
and exploitation issue is a crucial issue in dynamic environm&gisIfor this reason, we
consider are-greedy exploration scheme, i.e.: each tingetData is executed, the policy
selects with probabilitl e the sensor with th&-th highest Q-value, and it performs a
random selection ovdd otherwise (avoiding duplicates). We repeat ¢hgreedy selection
M times at each time slot, since all policies need to guarantéé-eaverage of the scenario
(in other words, th& above varies between 0 aMl 1). Thee parameter is progressively
discounted at each time slot, i = 1 y, withO< y < 1, in order to reduce the
exploration over time. At the same time, t@arameter cannot decrease below a minimal
threshold énin), i.e. a default exploration rate is kept anyway in order to detect any possible
change in the scenario, and to adapt the system policy accordingly. \&eGs8ty =0.97,
emin=0.1 in our testbed.

Experimental results

In this Section, we report a subset of experimental results collected through the WoT testbed
described above. The experimental analysis is divided in three stagest, (ve characterize

the overall performance of different WSNs and sensarssécond, we evaluate the four
different mash-up policiesjij nally, we demonstrate the possibility of dynamic mash-up
policy replacement and quantify the overhead introduced by the WoT architecture. Figures
3.5(a), 3.5(b) and 3.5(c) refer to the rst analysis. Speci cally, Figure 3.5(a) and 3.5(b) show
respectively the average RTT and PDR for each device and WSN type, when the HTTP
protocol is used to interact with each Web Thing. It is easy to notice that the Wi-Fi devices
are producing the lowest RTT values. The PDR original results demonstrated that the Wi-Fi
WSN is also the most reliable technology. However, in order to differentiate the mash-up
policies, we introduced a probabilistic packet Iter on the Wi-Fi Servient, discarding the
sensor data messages with a loss rate equal to 70% to emulate a congested access point.
As a result, comparing Figures 3.5(a) and 3.5(b), we can notice that the 8ét8afodes
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maximizing the RTT or the PDR depends on the selected performance index. Finally, Figure
3.5(c) shows the per-device RTT when the CoAP protocol is used for data gathering. Only
minimal differences can be noticed compared to the HTTP case (Figure 3.5(a)).

In Figures 3.6(a)-3.7(a), we evaluate the performance of different mash-up policies.
Figure 3.6(a) shows the RTT valueskf P;; P>; Ps algorithms over time-slots; as expected,
P produces the lowest delay since it takes into account the per-packet RTT as immediate
reward. Also, we can appreciate the learning phasdy:othe RTT is high during the
exploration phase and it is progressively reduced when increasing the amount of exploitation.
After time-slot 1000, the RL algorithm has discovered the optimal set of sensors, however
it keeps performing random actions for continuous, minimal exploration. This justi es
the jagged shape of the plot. In Figure 3.6(b) we depict the per-device ratio of utilization
over time for the policyP;. While during exploration all the devices are equally used, after
time-slot 1000 the mash-up policy is mostly exploiting the three Wi-Fi devices since — in
accordance with Figure 3.5(a) — they are associated to the lowest RTT values. Figure 3.6(c)
compares the policies in terms of PDR. Here, the optimal poli&y;iform Figure 3.7(a)
we can notice that, after the exploration phase, the three Zigbee devices are maximally used,
hence conversely to Figure 3.6(b) but again in accordance with Figure 3.5(b). We tested the
dynamic policy replacement in Figure 3.7(b); i.e. from time-slot 1 to 3000, p&tiéy used
(delay minimization), the® from 3001 to 6000 (PDR maximization), nally we switch to
P5 (delay-PDR trade-off) from instant 6001. We remark that the policy replacement is simply
implemented as the shut-down of a JS process and the execution of a new one, thanks to the
abstraction provided by the W3C WoT architecture; no hardware or software re-con guration
of the WSNs is required. Finally, we evaluate in Figure 3.7(c) the overhead introduced by
the WoT deployment, and speci cally by the WoT servient: to this aim, we compute the RTT
required to perform a sensor request directly at the System API level. We can notice that
most of the overhead is due to the channel access and the processing at the rmware level,
while the overhead introduced by the Servient and by the additional communication with the
Web Thing is negligible.

3.3 Service-Level Interoperability

In this section, we build upon the Device-Level presented in 3.2, where individual devices
were represented as WTs. We are now extending the scope of interoperability to services
within the 10T domain. While the Device-Level addresses physical, low-level devices such
as sensors and actuators, modern loT applications require higher-level functionalities like
data processing and analytics that are not directly tied to speci ¢ hardware components.
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(@) (b) (©

Fig. 3.5 The average per-device RTT and PDR is shown in Figures 3.5(a) and Figure 3.5(b),
respectively. The per-device RTT for the CoAP protocol is shown in Figure 3.5(c).

(@) (b) (©

Fig. 3.6 The RTT an PDR values for the four mash-up policies are shown in Figures 3.6(a)
and 3.6(c). The device utilization ratio for tReg policy is shown in Figure 3.6(b).

(@) (b) (©

Fig. 3.7 The device utilization ratio for tH& policy is shown in Figure 3.7(a). The RTT and
PDR values when replacing the active policy at runtime in shown in Figure 3.7(b). The RTT
when enabling/disabling the WoT approach is shown in Figure 3.7(c).
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We explore how the WoT can be used to abstract these heterogeneous services, effectively
achieving interoperability at the Service-Level. Unlike the WTs of the Device-Level, these
WTs are not tightly coupled with physical devices; they are software applications that can be
potentially deployed everywhere in the edge-cloud continuum.

Section 3.3.1 addresses the challenge of integrating existing RESTful web services into
the WoT ecosystem. We present a methodology for transforming RESTful services described
by OpenAPI Speci cations into WTs, enabling seamless interaction within WoT-based
applications and promoting the reuse of existing services without signi cant modi cations.
Section 3.3.2 proposes a framework that supports dynamic orchestration and live migration
of WTs across the edge-cloud continuum. Leveraging containerization and virtualization
technologies, our framework allows WTs representing services to be dynamically allocated
and relocated in response to changing network conditions and computational loads.

By abstracting services as WTs and enabling their dynamic management, we bridge the
gap between physical devices and higher-level services within the WoT ecosystem. This
approach is essential for developing complex IoT applications like SHM and EM.

3.3.1 RESTful Service Abstraction

Disclaimer: This section contains material previously published in [59].

In this section we propose a method for translating RESTful services described by
OpenAPI speci cations (OAS) into WoT TDs.

Syntaxical Translation of OAS to WoT TD

A formal description of the RESTful API is required to be eligible for a translation. We
utilized the OAS to translate the APl documentation in a TD, but our technique is extensible
to other methods. The OAS de nes a standard, language-agnostic JSON-based description
interface to RESTful APIs (Swaggeadopted standard). We opted for OAS since it is
widely adopted in commercial and academic applications. Additionally, it partially adopts
the JSON schem@(] to structure its document, as does the WoT TD. As both support the
JSON schema, the information described in the OAS regarding the request and response data
models and their descriptions is also added to the WoT TD with minimal re-structuring. Far
from providing the complete endpoints description, the OAS is necessary to obtain some
critical values required by the WoT TD, namely: the Thing name — the former OAS title

Shttps://swagger.io/speci cation/
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— and the server that hosts the web service described by the OAS. The server address is

essential to instantiate the WT proxy since it needs to know the URL to forward the requests.
The conversion process of the RESTful interface in a WoT TD is challenging since there

is no exact match between the RESTful architecture and the WoT affordances. Further, the

WoT TDI[42] is decoupled from the underlying network protocols. However, both are virtual

interfaces that allow users to access and manage resources. Hence, some similarities can be

found:

» The GET method requests a representation of the speci ed resource, as the reading a
WOoT property affordance;

» The PUT method aims to replace a speci ed resource, and the PATCH method to
partially update the resource, similarly as writing to a WoT property;

» The POST method request and the WoT action both submit data to a speci ed resource;
» The DELETE method represents removing a speci ¢ resource, thus invoking an action.

Therefore, for instance, an endpoint that implements both PUT and POST methods
are translated into two different affordances — one action and one writable property. The
naming of the converted affordance is composed byHR&P method-endpoint hame—
e.g.,HTTP GET /weather get-weather affordance. Table 3.3 summarises the WoT
correspondent of each translatable HTTP method.

A key aspect of RESTful web interfaces strongly tied to the HTTP protocol is parameters.
Several HTTP endpoints implement parameters as optional or required elds. Four types
of parameters are supported by HTTP APIs: path parameters (e.g. /device/{id}), query
parameters (e.g. /weather?city=Bologna), header parameters (e.g. X-MyHeader:Value) and
cookie parameters. As the TD is independent of the underlying network protocol, the WoT
does not support HTTP-speci ¢ parameters. Hence, we include the parameters in the request
body, as an object where each of its keys is a parameter containing at least twankeys:
that can assume the value (guery|header|path|cookie) , andrequired , a Boolean
attribute. GET endpoints that have parameters are translated as a remthetable
property.

Unfortunately, not all features of RESTful services can be easily translated into a WoT
equivalent since there are some mismatches between generic REST interfaces and the W3C
WoT interfacel]. The hierarchical tree structure of paths in a REST API does not have
an equivalent in WoT. Hence, all endpoints are mapped as a plain affordenga-GET
endpoint agsensor/moisture is translated to get-sensor.moisture  WOT property.
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Table 3.3 Correspondent WoT affordances of HTTP methods

HTTP Method WoT Affordance

GET readable property or readable and writable property
POST action

PUT writable property

PATCH writable property

DELETE action

Web Thing Proxy Instantiation

The translated TD is instantiated irsarvientas a WT that acts as a proxy of the actual
service. When a property is queried or an action is evoked, the WT makes the correspondent
HTTP request to the service — it reassembles the URI from its affordance title and adds
parameters when present. Next, it forwards the server reply in a WoT-understandable way.
The communication only involves the instantiated WT and the proxied service. Consequently,
the interactions of the instantiated WTs are entirely decoupled from the translation process.

C3PO: A Tool to instantiate RESTful services into WT

C3Pd is an open-source application developed in JavaScript using the NodeJS v10 engine.
TheEclipse node-woframework @4] — the of cial WC3 framework to implement WoT —
supports the creation of WTs. The tool is lightweight virtualized as a Docker container and
its container image is publicly available at DockerFub

Through C3PO, users can instantiate WT proxiearofweb service that has an OAS
— both OAS version 2 and 3. The tool provides two main featurgsCg¢nvert OAS to
TD: Users provide an OAS and our tool replies with the correspondent conversion to WoT
TD (this increases the tool exibility, as it enables the translated TD to be used in other
implementations not directly tied with C3POJ);) (Instantiate WT proxies of Web Applications
C3PO instantiates a WT proxy from the web service described through an OAS and returns
the URL of the WT proxy.

Table 3.4 presents a complete list of all C3PO API endpoints and their description. Figure
3.8 illustrates the operation of C3PO, speci cally the service interactions performed by the
tool when it receives a request on /deployWoT/url endpoint. The numbered steps depicted in
Figure 3.8 represent:

1. A user performs a request on C3PO API with a URL as the input;

4https://github.com/UniBO-PRISMLab/c3po
Shttps://hub.docker.com/repository/docker/ivanzy/c3po
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Fig. 3.8 C3PO process of deploying proxy WTs data ow

2. CP30 fetches the OAS from the web service API at the given URL;

3. The tool checks if the retrieved description complies with the OAS speci cation. C3PO
returns the user a report of the errors found in case of a mismatch. Then, it converts
the OAS into a WoT TD and deploys a WT proxy of the RESTful web service;

4. The user can connect their sensors and WoT-based applications with the web service
API through the WT proxy.

C3PO has an open-soufagraphic interface exposed on the Internet at https://wot-translator.
iot-prism-lab.cs.unibo.it/. The GUI allows users to translate their OAS to TD easily and
rapidly, without the need to install or deploy any software. Users need to provide an OAS in
the left-side editor, and the WoT TD correspondent appears on the right side of the screen.

Shttps://github.com/UniBO-PRISMLab/wot-translator-front
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Table 3.4 C3PO's RESTful API endpoints

Name Method Description

/translateOpenApi POST receives an OAS and returns its conversion to a
WoT TD

[translateOpenApi/url POST receives an URL that hosts a OAS and returns
its conversion to a WoT TD

/deployWoT POST receives an OAS and instantiates a WT proxy of
the service

/deployWoT/url POST receives an URL that hosts a OAS and instanti-
ates a WT proxy of the service

/health GET returns the status of the service and the current
up-time

/api-docs GET  C3PO Swagger GUIl interface

/openapi GET  returns C3PO OAS speci cation in JSON

Performance Analysis

Our proposed conversion method of RESTful services to WTs is based on instantiating a
WT proxy of the real application, inherently adding a latency overhead to the overall system.
Many loT-based systems have strict delay restrictions, and the addition of another processing
layer — i.e., resulting in a latency increase — must be carefully considered. Further, 10T real-
world deployments are characterized by their complexity, since they are usually composed
of numerous IoT devices transmitting data continuously. Hence, applications need to be
scalable to suit such constraint-driven environments.

Based on those considerations, we conducted a performance analysis of our conversion
method — and its implementation (i.e., the C3PO tool) — with two goalslgmonstrating
the scalability of our application, even in high workloads) quantifying the latency impact
imposed by our solution.

For supporting the experiments, we developed the Proféssoopen-source tool for
synthetically generating workload. The Professor performs HTTP requests to previously
con gured endpoints. We assume that the arrival process of HTTP requests occurs according
to Poisson distribution. Consequently, the interval between requests follows the exponential
distribution, and users can con gure thevariable — i.e., the number of requests per second.

In the experiments, we assume that the distribution of HTTP methods in the requests
follows the occurrence of HTTP operations in commercial RESTful APIs, as mapped by
[61]. Hence, the requests in the experiments were: 46% GET, 31% POST, 10% DELETE,
7.3% PUT, and 5.7% PATCH.

"https://github.com/ivanzy/professor
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The experiments were performed in two different servers in the same network — hence,
the network delay is negligible. We deployed the C3PO and the Professor in one server, and
in the other, we deployed a generic RESTful web service that exposes its OAS in one of its
endpoints. C3PO converted the OAS to a WT TD and instantiated a proxy of the generic
service. Then, we performed experiments in two different scenaiijpScénario Athe
Professor performed request directly to the generic web service BPRdenario Bthe
Professor made requests to the WT proxy that forwards the queries to the generic web server.
The described experimental environment is illustrated by Figure 3.9. All the applications
utilized in the experiments were lightweight virtualized as Docker containers. The maximum
computation resources available to each container were de ned to mimic an AWS t2.medium
instance (2 vCPU and 4GB of RAM).

The generic web senutilized in the experiment was developed using NodeJS, and it is
also open-source to assure that experiment reproducibility. The server has a single endpoint
— in addition to the one that exposes its OAS —, in which we implemented ve different
HTTP operations: GET, POST, DELETE, PUT, and PATCH. The server does not perform
any computation, it just replies to requests with a successful status code. In case the request
has an input, the server replies with the request body as payload and the successful status
code.

We performed experiments under three different workloads — 25 requests/s, 50 requests/s,
and 100 requests/s — in both scenarios. Each experiment was replicated 30 times, and each
replication lasted 3 minutes withs of cool-down between replications, totalling 9.3 hours of
experiment execution. The asymptotic con dence intervals were computed at the level of
99%.

Figure 3.10 summarizes the results of the performance evaluation, depicting the total
experience delay for both evaluated scenarios in low, medium, and high workloads. The
results showcase that both scenarios are scalable, as the workload increase did not generate
a correspondent rise in the delay. The signi cantly low delay time in both scenarios can
be explained by three factors) the web server did not perform any computatior);the
server and the WT proxy were implemented in Noded® engine designed to build scalable
network applications;iif) the two servers were in the same local network and connected
through a high-speed link.

The experiments unveiled that the additional delay imposed by querying applications
through a WT proxy is approximately 0.4 ms — even in high workloads. The average network
latency and operation time of real applications is much more than the added amount by the

8https://github.com/UniBO-PRISMLab/mockApi
https://nodejs.org/en/about/
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Fig. 3.9 Experiment Environment

WT proxy. Therefore, the overhead impact by adding a WT proxy layer is negligible to the
system's overall performance.

Fig. 3.10 Latency Results

3.3.2 Dynamic Service Migration

Disclaimer: This section contains material previously published in [62].

In this section, we propose the Migratable Web of Things (M-WoT), a novel software
framework supporting live migration and dynamic allocation of WTs among the computa-
tional nodes of an edge-cloud continuum. The M-WoT software architecture is depicted in
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Figure 3.11. We assume a set of WoT Servients, deployed on different nodes; each Servient
hosts exactly one WT. Differently from a "legacy” WoT deployment, which is assumed static,
the M-WoT enables WT mobility between different nodes. To this aim, the M-WoT features
two components, respectively the Orchestrator and the Thing Directory; these modules do
not migrate and can be deployed either on the edge (if the computational requirements are
met) or on cloud servers. In addition, a Monitoring Layer has been added to the Servient's
stack. In the following, we detail the internal structure of the three modules, while in the
sections below we clarify the modules’ operations when a WT migration process occurs.

Fig. 3.11 The M-WoT software architecture

Thing Directory

The Thing Directory (TDir) serves as registry of the M-WoT resources, i.e. of the active
TDs. More in details, we assume two types of TDs, one associated to WTs, and one to
Servients; the latter describes the capabilities of the run-time environment, and it is used to
enable the functionalities of the Monitoring Layer. Once activated, each Servient registers
its TD and the TD of the hosted WT on the TDir. The TDir itself plays two main roles.
First, it serves as discovery service, i.e. when queried by clients, it returns the list of TDs
meeting the query parameters; as a result, the Orchestrator module can be aware of the
list of Servients currently available in the WoT scenario. Second, it supports generic push
noti cations towards WTs/Servients once speci ¢ system events are detected, for instance a
WT handoff completion. To this purpose, let us assume thatfl\ias been consumed by

T>, which is periodically accessing one of its properties. In dage migrated on a different
node, the actual data-pipeline is broken unlEss noti ed about the mobility event and the

new service location. The noti cation process is illustrated in the sequence diagram of Fig.
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3.14, and discussed in the following sections. Alternatively, a polling mechanism might be
employed (involvingly; and TDir in our example). However, this approach might introduce
signi cant network overhead with consequent bandwidth wastage. Therefore it has not been
considered in our solution.

WT Orchestrator

The Orchestrator constitutes the core component of the M-WoT architecture. As explained
before, it exploits the TDir to retrieve the list of active Servients (i.e. of their TDs). Then,

it periodically queries each Servient through its WoT interface in order to collect live
statistics, like the utilization of the CPUs and the network traf c generated by the WT
interactions. Based on the received metric values and on the optimization policy in use, the
Orchestrator determines the proper allocation of WTs/Servients to nodes. The allocation
plan is then transferred to an underlying layer (external to M-WoT), generically called here
Migration Substratenhich is in charge of implementing the physical software mobility
between the source and destination nodes. The steps above are continuously executed by
the Orchestrator during the system lifetime; as a result, the dynamicity of the IoT/WoT
environment concerning the WT creation/disposal, network bandwidth variation, policy
update at runtime, is fully supported. Moreover, in order to favour the platform extensibility,
the structure of the Orchestrator has been split into the three main submodules of Figure 3.12,
re ecting the internal data pipeline:

1. Thing Manager it periodically polls data from the TDir to manage the list of the active
Servients/WTs and their TDs. The list is used to gather periodic reports from each
Servient.

2. Optimizer it runs the WT/Servient allocation policy. At the current stage of imple-
mentation, the module hosts the graph-based optimization algorithm de ned in the
policy section and the other greedy policies analyzed in evaluation section; however,
we remark that any user-de ned policy implementing the interface towards the upper
(i.e. the Thing Manager) and lower (i.e. the Migration) layers can be installed and
used.

3. Migration: it receives the deployment plan from the Optimizer, and it implements
the WT handoff events. First, it stops the execution of the WTs to migrate at their
actual nodes; then, through speci ¢ connectors, it issues actions towards the Migration
Substrate to enable the physical transfer of the Servients (and of the hosted WTs) from
the source to the destination nodes.
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The M-WoT architecture does not depend on any speci ¢ software mobility technol-
ogy. Instead, we have introduced an abstraction layer — called the Migration Substrate
— which can employ any state-of-art solution (via proper migration connectors), such as
Docker containers, VMs, or JavaScript proceg68364]. Those connectors will actuate the
Optimizer output plan received as input. Concretely, the current implementation relies on
Docker Swarm as a default migration connector.

Fig. 3.12 The internal structure of the Orchestrator.

M-WoT Servient

Finally, the M-WoT framework introduces light modi cations to the Servient runtidv [n

order to feed the Optimizer with real-time data about system performance. More speci cally,
a Monitoring API layer has been introduced between the WT application and the Scripting
WoT runtime as depicted in Figure 3.13. The layer is in charge of intercepting the invocations
to the Scripting APl and of generating periodic Thing Repoftgs). The latter can be
considered a snapshot of the current Servient/WT execution, and it contains the metrics'
values (both for the Servient and WT) required by the Optimizer. The Monitoring layer
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exposes all the data collected through a proper Affordance action, which has been added to
the Servient TD; by invoking it, the Orchestrator can issue a new requé&g#neration to
the Servient.

Fig. 3.13 The M-WoT Servient internal structure. The new Monitoring APl module is
highlighted in solid green.

Migration example

To summarize the operations of the three components presented so far, we provide an example
of WT migration process. We consider two WTs/Servients, respectiy¢8s andTg/Ss

(with T running onSay andTg on Sg), hosted on nodel; andN,. We also assume that

Tg has consumediy and it is periodically reading some of its properties. At time instant

t, the Thing Manager queri€s andSg in order to collect thd Rs; this is implemented by
consuming the TDs of the Servients and issuimgteeveReport command. Then, the
Optimizer is executed; a new allocation is produced whHgrmust be moved tdl,. The
sequence of operations performing the migratioiofrom N; to No are shown in Figure

3.14. First, the current execution ©f is stopped: this is performed by the Orchestrator (and
more speci cally by the Migration submodule) by invoking tsi®p action onSy which, in
sequence, stops the WT application, cleans the system resources, retrieves the application
data context (i.e. the current state) and returns it. Hence, the application conigs of
stored as metadata inside the TDir for later use. Next, the Orchestrator (through a proper
Connector) issues a request to the Migration Substrate (e.g. Docker Swarm) in order to move
Tal/Sa to the destination nodéNg). After Sa has been respawned, it register its new TD (with

the updated network addresses of its Affordances) in the TDir. Consequently, it queries the
TDir to retrieve theTa's context; the latter is deserialized and injected as a global object
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Fig. 3.14 Sequence diagram of a WT migration event.

inside theTa's application script. FinallyTa starts the initialization process and exposes
itself by triggering the registration of its TD on the TDir. At this poifit, resumes in the

same state of when it has been stopped and it is considered fully migrated. The TDir pushes
a noti cation to Tg regarding the handoff procesks retrieves the new TD of from the

TDir and consumes it again in order to point to the updated service location. Fifally,
restarts interacting witfia and accessing its affordances.

Migration Policy

In this section, we introduce the M-WoT migration problem informally together with a
graph-based policy that we designed and evaluated in the next section. For an in-depth
mathematical illustration please refer to [62].

We aim to optimize the distribution of WTs across multiple hosts by balancing two key
objectives: (i) load balancing to evenly distributing the computational load among hosts
to prevent bottlenecks; (ii) minimizing the network communication overhead to reduce the
amount of data exchanged between hosts due to interactions among WTs. To quantify these
objectives, we de ne two metrics:

» Host Fairness (HF): Measures the difference in computational load between the most
and least loaded hosts. A lower HF indicates better load balancing.
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» Network Overhead (NO): Represents the total inter-host communication load (in bytes)
resulting from interactions among WTs on different hosts.

Our goal is to minimizeNO while ensuring that HF remains below a user-de ned
thresholdD. This parameter allows for tuning the trade-off between the two objectives:

» LargeD: Prioritizes minimizing network overhead, potentially at the expense of load
balancing.

» SmallD: Emphasizes load balancing, possibly increasing network overhead.
To address this optimization problem, we propose a graph-based heuristic:

1. We create a graph where vertices represent WTs, and edges represent interactions
between them, weighted by the amount of data exchanged.

2. We nd groups of interacting WTs (connected components). By co-locating these WTs
on the same host, we minimize inter-host communication within the group.

3. We assign these connected components to hosts based on their computational loads
and the hosts' capacities, aiming for an even distribution.

4. If the allocation meets the HF constraint (HFD), we retain the current distribution.
If not, we iteratively migrate WTs from the most loaded hosts to less loaded ones. We
select WTs to migrate that will result in the smallest increasd @ balancing the
trade-off between the two objectives.

Evaluation

In this Section, we test the performance of the M-WoT framework via a twofold experimental
evaluation. First, we compare different migration policies, including multiple variants of the
graph-based heuristic, on ad-hoc edge scenarios. Then, we investigate the effectiveness of
WT migration mechanisms on the edge-cloud continuum. The characteristics and parameters
of each scenario are discussed separately in the following sections.

Policy Analysis

We consider a distributed setup composed of three edge serverbl{i=.3), physically
located at the DISI/ARCES data centers of the University of Bologna, and connected through
an Ethernet LAN, at one hop distance one from each other. Speci cally, two servers are
equipped with 4-core 2 GHz CPUs and 4 Gb of RAM, while the third server is equipped
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(@) (b) (c)

Fig. 3.15 TheN O, TF andCF metrics for the six policies when varying the number of active
WTs are shown respectively in Figures 3.15(a), 3.15(b) and 3.15(c).

@) (b) (©)

Fig. 3.16 The average utilization of each computational node is shown in Figure 3.16(a). The
IL metric when when varying the number of active WTs is shown in Figure 3.16(b)NThe
metric as a function of the WT degree is reported in Figure 3.16(c).

with an Intel Xeon E5440 processor with 32 Gb of RAM. Moreover, the Orchestrator and
the TDir have been installed on a different node within the same data center. Therefore, in
total, the experimental setup is composed of 4 nodes, three of which constitute the M-WoT
deployment space, and can be used to host the WTs. On this space, we dé&iayed
Servients, each hosting exactly one WT; at the startup, the Servients are randomly allocated
over the availabl®&y nodes. The WT interactions are modeled as follows. We abstract from
the physical meaning of the WT and the correspondence to speci ¢ real-world applications
since the focus is on the assessment of the migration operations and on the evaluation of the
policies' performance. Hence, each WT exposes exactly one action in its TO€stg,

which computes a sequence of trigonometric operations (menlgndatan) in order to
generate some CPU load. Each WT (ewd;) consumes exactly othé&: WTs, chosen
randomly among théhy T available. On each consumed thiwg, wt; issues a request for
thetest action every 1.5 seconds. In order to automatically apply the test con gurations
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on each WTs, we implementedwashupapplication, i.e. a WoT client that is in charge of
consuming the WTs and of passing them the proper setup (e.g. the list of WTs to consume).
Everyt;=45 seconds, the Orchestrator collects the Thing RepdRspfoduced by each
Servient; every 190 seconds, a new WT allocation is computed by the Optimizer according to
the current policy, and implemented through proper WT migrations among the edge servers.
The latter is also the duration of one time slot (t£,:=190 seconds). The settingtpfand

tsiot parameters allows the Optimizer to collect at least three reports from each WT and hence
to estimate the WT interactions before computing a new allocation of WTs to nodes.

@) (b) (©)

Fig. 3.17 TheCF andIL metrics when varying the WT degree are shown respectively in
Figures 3.17(a) and 3.17(b). ThEO over time-slots in a dynamic WoT deployment where
the number of WTs is varied over time is reported in Figure 3.17(c).

The performance analysis is based on the following metrics:

* Network OverheadNO): this is the performance index previously de ned and quan-
tifying the amount of inter-host network communications produced by remote WT
interactions. Differently from the theoretical model, we compute\i@en terms of
number of interactions rather than of bytes, since all the WT interactions refer to the
same affordance (i.e. thiest action).

» CPU FairnesqCF): this is the performance index mathematically de ned6g][and
quantifying the fairness unbalance in terms of max-min difference of the average CPU
occupation loads among tiNyg nodes of the cluster.

» Thing FairnesgT F): this is similar to theCF metric, however the fairness unbalance
is expressed in terms of number of WTs hosted respectively by the most loaded and
unloaded node (rather than of average CPU values).

* Interaction LatencylL): this is the average latency required to perform a WT action
invocation issued by an external WT; more explicitly, this is the average time lapsed
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from whenwt; issues dest action onwt;j to when the corresponding reply is received.
Hence, it takes into account both the processing delay and the network delay in case
wt; andwt; are executed on different nodes of the cluster.

We compared the following policies:

* NoMigrate this is the state-of-art WoT solution, i.e. the WTs are statically deployed
on nodes and they are not migrated during the whole system lifetime.

» Greedy NetLoadthis is a greedy policy which aims at minimizing theD metric. At
each time slot, it selects the WT generating the highest NO, and moves it towards the
same node of the consumer WT.

» Greedy CPULoadthis is a greedy policy which aims at minimizing t6& metric.
At each time slot, it selects the edge node of the cluster associated with the highest
average CPU load, detaches one WT and moves it towards the node with the lowest
CPU load.

» Graph-basedD= ¥: this is the WT dependency-graph policy presented before; we
setD= ¥, hence the policy aims exclusively at minimizing td® metric, while no
load-balancing action is executed.

» Graph-basedD=5: this is again the dependency-graph policy, where the balance
parameter is put into action. The policy computes a minif@lsolution ensuring that
TF metric cannot exceed th2threshold equal to 5.

» Graph-basedD=1: this is similar to the previous policy, however we set the maximum
balancing of the WT allocations over the nodes of the cluster.

For each con guration, we ran 10 repetitions, and then averaged the metric values; on
each repetition, a random initial allocation of WTs to nodes, and random dependencies
among the WTs are considered.

Figure 3.15(a), 3.15(b), 3.15(c) and 3.16(a) show the metrics previously introduced when
varying the policy in use and thdy T con guration, i.e. the number of WTs in the scenario.
The N value is xed and equal to 3, i.e. each WT consumes exactly 3 peers, randomly
selected. From thBO values of Figure 3.15(a), we can notice that the amount of inter-host
communications increases with the number of active WTs, as expected. At the same time,
the Graph-basedind theNetLoadpolicies are more effective than thmMigrateand the
CPULoadsince they both aim at allocating interacting WTs on the same nodéy @he
performance gain of th&raph-basedolicy can be tuned through thgparameter. For
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@) (b) (c)

Fig. 3.18 TheT F over time-slots in a dynamic WoT deployment where the number of WTs

is varied over time is reported in Figure 3.18(a). T™M® over time in the 10T monitoring
use-case is shown in Figure 3.18(b); the processing latency for the same scenario is reported
in Figure 3.18(c).

D= ¥, theNOQO s always zero, since the WT dependency graph is likely connected (this
is also due td\Nc=3); as a result, all the WTs are moved to the same edge node, as better
highlighted below. Fob= 1 andD = 5, theGraph-basedolicy introduces somBO due

to the load-balancing constraint, but still lower than l@Migrate hence it is preferable

to arandom allocation. The load-balancing capabilities of the six policies are investigated
in Figure 3.15(b) which shows theF metric as a function of the number of WTs; for the
Graph-basedvith D= ¥, theTF is always equal to the number of WTs in the scenario,
since all the WTs are allocated to the same node. Vice versa, we can notice tbat, for
andD = 5, theTF value is always lower than the required threshold, demonstrating the
effectiveness of the load-balancing mechanism. The fairness in terms of WTs translates into
a better utilization of computational resources, as investigated in Figure 3.15(c). Here, the
CF metric is shown for the six policies; we can notice that@raph-basedeuristic with

D= ¥ andD= 1 are respectively the worst and optimal cases, once again demonstrating
the versatility of our approach. By comparing Figures 3.15(a) and 3.15(c), we can also
appreciate that th&raph-basedolicies (withD 6 ¥) are able to achieve a better trade-

off betweenNO andCF metrics when compared to the two Greedy policies; based on
the system requirements (i.e. data locality or resource utilization), the administrator can
achieve the wanted performance trade-off by properly tuningptharameter, whose optimal
setting is clearly scenario-dependant. Figure 3.16(a) provides additional insights on the WT
allocation, by showing, for th&raph-basedgolicies and different values &, the average

CPU utilization of each node of the cluster (denoted by the colors on each bar); the CPU
values are normalized between 0 and 100%. It is easy to notice that lower valDes of
correspond to more balanced utilization of the computational resources of the cluster, while
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for D= ¥ only one node is used. Finally, Figure 3.16(b) showslthenetric for the six
policies. Moreover, th&raph-basedvith D= ¥ overcomes the other competitors for all

the con gurations of WTSs; this is due to the reduction of communication latency since all
the WT interactions occur locally on the same node. In Figures 3.17(a), 3.17(b), 3.17(c) we
expand the evaluation by considering the impact of different WT interaction amounts on
the system performance. More speci cally, we consider a xed number of Wihs€15),

while on the x-axis we vary the WT degreldd), i.e. the number of peers consumed by
each WT, again selected in a random way. Figure 3.17(a) depick@aetric for the six
policies; as expected, the amount of inter-host communication increases WNp tiadues

on the x-axis. The only exception is traph-basedvith D= ¥: similarly to the previous
analysis, theNO is zero since interacting WTs are allocated to separate nodes, however
more than one connected component is found on the dependency grayj+ioandNc=2.

As a result, th&€F metric of theGraph-basedvith D= ¥ shows the increasing trend of
Figure 3.17(a); foNc=1 andNc=2, a more balanced allocation is achieved since the graph
components are allocated to different nodes, whileNgr3 the graph is fully connected
hence the whole workload is allocated to the same node. Comparing 3.16(c) and 3.17(a),
we can appreciate again how tBeaph-basedgolicies (withD 6 ¥ ) are able to capture a
betterN O-CF tradeoff than thé&loMigrateand greedy policies. This translates into a relevant
performance gain of th&raph-basedgolicies for thelL metric in Figure 3.17(b); foNc=1,

the latency reduction provided by tiBraph-basedgolicy over theNoMigrateis up to 37%

with D= ¥, 13% withD= 5.

In the analysis presented so far we considered WoT scenarios where the number of WTs is
xed at startup, hence the WT discovery process can be considered static over time. In Figures
3.17(c) and 3.18(a) we analyze the performance of M-WoT on a dynamic environment where
the number of active WTs (and hence the amount of traf c and computational loads) is
varying over time. More speci cally, we setup the system vitlat=0. Every 360 seconds,

a new WT is created and added to the scenario; each WT consumes exactly oig-péer (
Figure 3.17(c) shows th’O metric over system evolution, expressed in time-slots; we
remind that each time-slot corresponds to the execution of the Optimizer policy, and this
event occurs every 190 seconds. It is easy to notice thaN @metric increases signi cantly

over time for theNoMigrate policy as a consequence of the creation of new WTs, and
hence of the additional inter-host communication introduced in the system; vice versa, the
Graph-basedolicies are able to adapt the WT allocation so thatNii@minimization goal

is continuously met. The adaptiveness of M-WoT to network load conditions is further
demonstrated by Figure 3.18(a) which showsTlemetric over time slot; for the case of
Graph-basedvith D= ¥, theTF increases over time as a consequence of the fact that —
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by adding new WTs in the system — larger connected components could be created and
migrated to the same node. Vice versa, @raph-basedolicies withD= 5andD= 2
dynamically allocate the WTs so that the load-balancing constraint (re ected iy vhkie)

is continuously satis ed.

(@) (b)

Fig. 3.19 CPU load (Figurd.19(a) and RAM consumption (Figur&.19(b) of the Orches-
trator for different numbers of deployed WTs.

Finally, we evaluated the scalability of the proposed solution by monitoring the CPU
and RAM consumption on the Orchestrator and Thing Directory node. Figut8¢a)and
3.19(b)show our ndings. The results were obtained by sampling the container metrics
every second, and then averaging the results for different number of deployed WTs. Itis
possible to notice that the consumption grows linearly but it is pretty negligible even with 100
WTs. Also, the overhead introduced by tGeaph-basedgolicy is only slightly higher than
a NoMigratepolicy, although M-WoT must execute the WT allocation procedure and the
handoff procedure previously detailed. Clearly, despite such positive results, the centralized
Orchestrator might still become a performance bottleneck in large-scale WoT deployments;
to address the issue, we can envisage the usage of a federated network of Orchestrators,
each controlling a speci c region of nodes. Such distributed M-WoT framework would
require proper data replication, load-balancing and gossiping mechanisms, which we plan to
investigate in the future.

Use-case Analysis

We explore a use case similar to the one illustrated in Figure 3.20: an loT-based SHM
application for smart buildings. The system employs WoT technologies to monitor building
integrity by collecting and analyzing sensor data in real time. It dynamically adjusts its
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operational mode between Normal and Critical to balance responsiveness and resource
utilization based on detected anomalies.

Fig. 3.20 A SHM monitoring application

The WoT system involves three WTSs:

* A SensingNT, which performs data acquisition from an IoT sensor device (e.g. an
accelerometer) through a Serial connection. More speci cally, we assume that the
SensingNT can run in two modes, which differ from the sensor query frequegty; (
respectively theNormalmode (with 1 sample every 5 seconds) ak@rningmode
(with 1 sample every second); the mode switch (i.e. from Normal to Warning and
vice versa) occurs when the last consecutive three readings are higher or lower than a
static threshold; in other words, the granularity of the monitoring system is adjusted
according to the detection of possible data anomalies.

» A ProcessingNT, which continuously receives the real-time measurements from the
Sensingand applies a statistical method (i.e. the ARIMA regression) to forecast the
next sensor values.

* A ReportingWT, which produces a noti cation (e.g. an alarm) based on the output of
theProcessingNT.

We abstract from the speci ¢ physical meaning of the 0T sensing values, while we focus
on the capabilities of the WoT system to minimize the latency of processing specially in
Warningmode, i.e. the time from when the data is acquired to when the forecast value is
produced in output. We consider an initial setup with two notgsR), respectively an edge
server (connected to the 10T sensor device) and a remote cloud server on the Internet. Two
scenarios are con gured and compared in the evaluation analysis:

» Migration OFF. This represents the state-of-art WoT environment, where the WT
migration is not enabled. THgensingandReportingWTs are deployed on the edge
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node, while thd’rocessingNT is deployed on the cloud due to its higher computational
power.

» Migration ON. This corresponds to the M-WoT environment, whereRh&cessing
WT is con gured as migratable, i.e. it can be dynamically moved on the edge or
on the cloud node based on the actual sensing mode. To this purpose, we deployed
in the Optimizer a scenario-speci c policy which checks the number of interactions
between th&ensingandProcessingVTs at each time-slot; in case such value is higher
than a threshold (set equal to thécon guration in Normal Mode), the Optimizer
realizes that th&ensingVT is working in Warning mode, and hence it migrates the
ProcessingNVT on the edge node, i.e. closer to the acquisition in order to minimize the
communication latency. Otherwise, tReocessingNT is allocated to the cloud node.

In the test-bed, th&ensingVT starts inNormal mode for 5 seconds, than it switches to
Warningmode for 1 second, then again it repeats the same sequence for other two times.
Figure 3.18(b) shows thgO metric over the time-slots; for tidigration OFF con guration,
theNOvalue at each slot is equal to the number of messages exchanged3sniiagand
Processing/NTs, since they are hosted by different nodes. The peaks correspond to intervals
where theSensing/NT switches to thaVarningmode. It is interesting to notice that:) (

the Migration ON con guration follows the same curve of tiMdigration OFF when the
inter-host communication load is below a threshoid;the NO of the Migration ONis zero

in correspondence &varningperiods, since the thierocessingVT is migrated to the edge

node, and hence all the communication occurs locally. Such action impacts the utilization of
computational resources on the cloud/edge nodes as well as the processing latency. We report
only the latter in Figure 3.18(c). We can notice the effectiveness of the M-WoT framework in
terms of latency reduction for thdigration ON, which is more evident during th&arning
periods since the edge-cloud communication delay is canceled.

3.4 System-Level Interoperability

Building on top of the Service-Level presented in Section 3.3, we now elevate our focus to the
System-Level. While Device-Level and Service-Level interoperability address integration at
the component and functional levels, many loT applications involve entire systems composed
of multiple interconnected devices and services. Achieving interoperability at this level
becomes critical to create complex 10T scenarios involving different 10T systems, whether
they are legacy frameworks or newly developed architectures.
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In this section, we demonstrate how the WoT framework can facilitate system-level
interoperability by both integrating existing 10T systems and designing new, WoT-native
systems. Section 3.4.1 explores methods for bridging the WoT ecosystem with established
System-of-Systems architectures. To this purpose, we use the Eclipse Arrowhead framework
[25] as an example of a system to integrate. Furthermore, in Section 3.4.2, we introduce a
hybrid push-pull architecture for mobile crowdsensing campaigns that leverage the WoT to
standardize device interactions, demonstrating how the WoT can be used to design native
interoperable system.

By addressing both the integration of existing systems and the development of new
WoT-native systems, we provide a comprehensive approach to achieving system-level in-
teroperability. This dual perspective is essential for practitioners who need to integrate
legacy systems into modern I0T ecosystems and for those designing new systems that require
interoperability as a fundamental feature.

3.4.1 Integration of System-of-Systems

Disclaimer: This section contains material previously published in [61].

Although WOoT is a potential solution to enable interoperability in loT-based systems, not
all systems can communicate directly with WTs, due to the strict WoT interfaces de ned
by the W3C [L]. Further, applications may not know the location of those WTs, unless
implementing a discovery service. The Arrowhead SR solves both problems. It can expose the
location and interface — as a REST APl — of WTs. Thus, our application rst automatically
registers WTs as Arrowhead services; a detailed explanation of those interactions can be
found at [65]. On the other hand, the Arrowhead ecosystem encompasses different services
for several purposes and application domains. Hence, it will be a signi cant advantage
for WoT-based applications to interact with those services. This feature enables seamless
integration of both ecosystems., from WoT to Arrowhead and vice-versa, to reduce the
fragmentation issue among interoperability solutions previously mentioned.

Therefore, we propose the WAE, an application that spawns a WT proxy for each Arrow-
head service. In this manner, WoT applications can interact with a variety of applications
that do not follow the W3C standard architecture and interfatlesih a typical Arrow-
head implementation, there are numerous services registered onto the SR. Our proposal
does not aim to convert all services to individual WTs since it would generate unnecessary
computational resource usage. Instead, WAE monitors an array of services using a speci c
identi er. Whenever a new service is registered with the monitored identi er, our solution
automatically detects it and attempts to convert it into a new WT. Internally, WAE uses C3PO,
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the tool described in Section 3.3.1, to instantiate a WT as a service proxy. C3PO converts
Arrowhead service interfaces into TDs and deploy them as WTs. All WTs created by WAE
are automatically registered in a Thing Directoeyy, ZION, the TDD described in Section

3.5), ensuring that the WTs can be discovered and managed within the WoT ecosystem.

Service Interaction

This section details the interactions between the software modules from an architectural
standpoint to enable the two-sided integratioi): tije automatic discovery of new WT

and their registration in Arrowhead SR, anid the automatic discovery and conversion of
Arrowhead services into WTSs.

WT Discovery and Registration in Arrowhead

Figure 3.21 depicts the service interactions performed by the WAE to discover new WTs and
register them in the Arrowhead SR. The WAE application periodically queries the Thing
Directory, monitoring if a new WT was created. Figure 3.21 illustrates this 3-step process:

1. The WAE retrieves the list of all current WTs in the Thing Directory.

2. The WAE checks if each WT is registered and up-to-date in the Arrowhead SR. Hence,
the WAE issues a GET request in the Arrowhead SR API with the metadata information
for each WT. An empty reply means that the WT is not registered. Further, the WAE
compares the TD of the WT with the one register in the Arrowhead. If any difference
is detected, there is the need to update the WT in the Arrowhead.

3. The WAE registers or updates the WTs identi ed in the previous step.

Discovery and Conversion of Arrowhead Services into Web Things

Figure 3.22 depicts the service interactions performed by the WAE to Iter and convert
Arrowhead services into WTs. To this aim, the WAE periodically queries the Arrowhead SR
and checks if a new service was created matching the service names it is currently monitoring.
If so, the WAE instantiates a WT that acts as a proxy of that service. The detailed steps
illustrated in Figure 3.22 are:

1. The user speci es one or more service names in a JSON format via the WAE API.
Then, the WAE starts monitoring all services with such names.
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Fig. 3.21 Discovery and registration of WoT in the Arrowhead SR

2. The WAE obtains all services in Arrowhead SR and lters those that match the service
names currently being monitored. Next, it checks if the Itered services have not been
already deployed as WTSs.

3. If the WAE identi es one or more applications deployed as WT, it gets the application
OAS speci cation and converts it to a TD, applying the translation rules previously
mentioned in the architecture.

4. The WAE instantiates a WT that acts as a proxy of the real service with the converted
TD.

5. The WAE registers the new WT in the Thing Directory.

Performance Analysis

We conducted a performance analysis study with a twofold scapé¢o yalidate WAE
conversion of Arrowhead Services to WTs) (o investigate the application's scalability in
scenarios in which thousands of services need to be translated and instantiated.
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