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Abstract

This thesis explores the intersection of climate change and financial markets, focusing on the

challenges posed by increasing climate variability and the development of financial instru-

ments for managing associated risks. Anthropogenic climate change has resulted in rising

global temperatures and a growing frequency of extreme weather events, leading to signifi-

cant economic, environmental, and societal impacts. These events have highlighted the need

for innovative solutions in the insurance and financial sectors to address climate risk. The

first chapter of the thesis considers the modelling of climate-related variables, particularly

those underlying parametric insurance products, which offer alternative risk transfer mech-

anisms for weather-related exposures. By addressing issues such as spatial dependencies

and increasing likelihood of extreme events, the research provides efficient methodologies

for valuing and managing these instruments. The second chapter examines carbon mar-

kets designed to reduce greenhouse gas emissions and promote a low-carbon economy. We

analyze the European Emission Trading Scheme (EU-ETS) with high-frequency data and

present a methodology for pricing carbon-related financial products. We conclude this thesis

by describing weather regimes, an essential tool for weather forecasting. We describe the

methodology for constructing Mediterranean weather regimes and present a consistent data

pre-processing method for developing year-round weather regimes that opens the possibil-

ity of future research to a dynamic probabilistic framework. The methodologies developed

in this research can effectively be used to assess and quantify different aspects of climate risk.

Keywords: climate risk, score-driven models, parametric insurance pricing, spatial depen-

dence, carbon markets, volatility modelling, option pricing, weather regimes.
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Introduction

Over the past several decades, evidence of anthropogenic climate change has become increas-

ingly difficult to ignore. According to the Intergovernmental Panel on Climate Change’s

(IPCC) Sixth Assessment Report (2021) global surface temperatures have risen by approxi-

mately 1.1°C above pre-industrial levels (1850–1900), with the past decade (2011–2020) being

the warmest on record, largely as a result of the growing concentration of greenhouse gases

(GHGs) in the atmosphere. The Copernicus Climate Bulletins, utilizing reanalysis1 data,

offer additional empirical evidence on current climate conditions through various indicators.

Figure (1) illustrates temperature anomalies2 relative to the reference period 1991-2020,

indicating a clear upward trend in recent years, signifying that average temperatures are

consistently higher than in the past. Rising average global temperatures, driven largely by

the accumulation of greenhouse gases such as carbon dioxide (CO2) in the atmosphere, have

led to an increasing frequency and intensity of extreme weather events, such as floods, hur-

ricanes, droughts, and heatwaves. These events threaten human health, ecosystems, and

agriculture while also causing significant economic losses across industries.

The Network for Greening the Financial System (NGFS), an international consortium of

over ninety central banks and financial regulators, has identified two main climate-related

financial risks: physical and transition risks. Physical risks refer to the potential impact

of event-driven (acute) or longer-term shifts (chronic) in climate patterns. This includes

1Consistent historical reconstructions of past weather conditions using numerical weather models and
assimilated observations

2Temperature anomaly is the difference of a temperature from a base or reference value, normally chosen
as an average of temperatures over a certain reference period.
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Figure 1: Monthly global temperature anomalies with respect to the reference period 1991-

2020.

risks associated with extreme weather events and sea-level changes, which can have a signif-

icant impact on sectors like agriculture and infrastructure. Transition risks arise from the

uncertainties of moving towards a sustainable, net-zero economy.

In the financial sector, the insurance industry is severely affected by physical risk due to

its exposition to natural catastrophes. As extreme events grow in both frequency and sever-

ity, insurers must rely on innovative instruments to address unprecedented climate-related

risks. Charpentier (2008) highlights that as climate change accelerates, potential losses are

becoming more volatile and expensive, necessitating new financial tools for risk transfer, such

as cat bonds and cat options. However, in recent years, product innovation and data avail-

ability have expanded commercial insurance solutions to offer coverage for a wider range of

threats, exposures and perils. One of the instruments that is increasingly being considered

by companies to cover weather risk is parametric insurance, also referred to as index-based

insurance or weather derivatives. Fundamentally, parametric insurance is a type of indem-
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nity that pays out a pre-agreed amount when a pre-defined event occurs using a pre-defined

index or parameter. Parametric contracts linked to weather variables (like rain, wind, and

temperature) require stochastic modelling of the weather variable underlying the contract for

valuation. We refer to Benth and Saltyte-Benth (2012) and Alexandridis and Zapranis (2013)

for a detailed analysis of the pricing and description of these instruments. With the changing

distribution of climate variables and the increasing frequency and intensity of extreme events,

it is essential to consider distributions that take into account a greater likelihood of extreme

events in modelling climate variables. In addition, the spatial dependence of climate risk

in the assessment of these instruments has not been thoroughly investigated in the litera-

ture. Financial institutions, particularly insurance companies, typically can hold a portfolio

of these products and are hence exposed to different geographically correlated areas. This

has an impact on portfolio volatility and estimated risk measures.

In Chapter 1 of this thesis, we focus on the stochastic modelling of the daily maximum

temperature. This variable is one of the most common for parametric contracts, as many

industries are exposed to it. Our contribution concerns the introduction of a framework

for modelling maximum daily temperatures at different locations, focusing on spatial depen-

dencies and high cross-sectional dimensions. Our key innovation is the use of the Dynamic

Conditional Score-Driven (DCS) framework (Creal et al. (2013), Harvey (2013)), which allows

us to use fat-tail distributions while keeping the estimation procedure simple. We address

spatial dependence through the factor copula framework, which allows us also to model the

tail dependence. Our methodology is validated on both weather station data and reanalysis

data, utilizing a dataset of daily maximum temperatures for 107 Italian provinces that we

construct from the Copernicus Climate Data Store (CDS).

As the insurance market adapts, financial markets are also exploring solutions to reduce

global emissions. In response to international efforts to lower emissions, carbon markets,

or emissions trading schemes, have been established in various countries to promote and

incentivize emission reductions. These markets allow companies to trade emission allowances
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for a specific amount of CO2, typically in a cap-and-trade system. By making emissions a

tradable commodity instead of imposing a carbon tax, the expectation is that market players

will promote more sustainable production methods, clean technology investments, and lower-

carbon business models. To assess transition risk in the short-term, it is crucial to conduct

a quantitative analysis of this market. This thesis primarily focuses on the European Union

Emissions Trading System (EU ETS), the largest carbon trading scheme operating across 30

countries.

Chapter 2 analyzes this market, focusing on the derivatives written on emission cer-

tificates, i.e. futures and options. A key contribution is the use of high-frequency data to

model futures volatility and develop option pricing models. These data allow us to modelling

and forecasting realized volatility series through different models that account for intraday

jumps and leverage. Additionally, we develop a pricing methodology based on multifactor

stochastic volatility models with jumps. Due to the limited liquidity of the options market,

these processes are initially estimated under historical measure P through indirect inference

(Gourieroux et al. (1993)) and then risk-neutralized using a new pricing kernel introduced

for multifactor processes. The model’s analytical tractability allows for the computation of

the characteristic function, for which advanced fast Fourier pricing techniques like the SINC

(Baschetti et al. (2022)) method are available. High-frequency data also enables a comparison

of our approach with state-of-the-art discrete-time pricing models such as the LHARG-ARJ

of Alitab et al. (2019), which incorporates observable volatility and time-varying jumps. In

the empirical applications, we investigate the best model for modelling realized volatility se-

ries in discrete time and evaluate the calibration of the pricing models on a sample of options

data.

The thesis concludes with Chapter 3, which shifts focus from climate risk in finance to

weather regimes. This concept, introduced in weather forecasting, is based on the idea that

large-scale atmospheric circulation can be represented by a limited number of atmospheric

states, manifested as quasi-stationary, persistent, and recurrent flow patterns. These regimes
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are essential for weather forecasting, and various studies examine their effects on renewable

energy production and the economic implications for energy companies. This chapter serves

as a literature review, primarily focusing on the methodology and construction of weather

regimes in the Mediterranean region. Its key contribution is the formalization of a method-

ology for creating year-round regimes through statistically consistent data pre-processing.

Developing year-round regime series opens the research possibility of the application of dy-

namic regime-switching time series models for estimation and probabilistic forecasting, which

is not feasible with the existing methodology.

The chapters present the original contributions of this thesis, each being self-contained

and can be read independently.
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Chapter 1

Temperature Modelling and

Parametric Insurance Pricing

This chapter is based on the work done during the research period in Leithà, Unipol Group

and involves the collaboration of Francesco Calvori.

1.1 Introduction

In recent years, climate change has significantly increased the frequency, duration, and in-

tensity of extreme weather events, particularly heat waves. Prolonged exposure to high tem-

peratures poses severe health risks, often resulting in higher mortality rates and increased

hospital admissions. The economic impact of extreme heat extends across various sectors, no-

tably affecting transportation systems, energy consumption, and productivity. Sectors such

as agriculture, construction, and tourism are especially vulnerable, experiencing reduced pro-

ductivity and operational disruptions due to prolonged heat. For more details on the impact

of extreme heat on different sectors, refer to Smoyer-Tomic et al. (2003). High temperatures

in Europe have pronounced effects on many regions. According to the World Meteorological

Organization (WMO), heatwaves accounted for 93% of weather-related fatalities in Europe

between 1970 and 2019, despite causing less economic damage than droughts, floods, or
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storms. For additional insights, see Douris and Kim (2021). A study by Garćıa-León et al.

(2021) found that heatwaves in Europe contributed to 4% of total weather-related economic

losses during the same period. The most severe heatwaves in the past two decades have led

to financial losses ranging from 0.3% to 0.5% of GDP, with some areas experiencing losses

exceeding 1% of local GDP. These challenges have prompted discussions on mitigating the

risks associated with heat waves. There is an increasing need for heat insurance markets to

protect against these risks, as highlighted by Goering (2020). However, pricing such coverage

is complex due to the growing frequency of heat waves and the lack of standardized insur-

ance products. One viable approach for managing weather-related risks is through paramet-

ric insurance contracts, which provide predefined payouts when specific conditions are met,

without requiring detailed damage assessments. Unlike traditional indemnity policies, which

necessitate proof of loss to claim compensation, parametric insurance offers rapid payouts,

which are beneficial for quickly addressing weather-related damages such as those caused by

heat waves. Parametric specifications are often used in catastrophe bonds (CAT-bonds) and

weather derivatives, such as heating degree day (HDD) and cooling degree day (CDD) fu-

tures traded on derivatives exchange like the CME Group. These financial instruments hedge

against energy demand fluctuations due to temperature changes. The literature on temper-

ature derivatives pricing is extensive, with notable contributions from Alaton et al. (2002)

and Saltytė Benth and Benth (2012). However, there has been limited focus on modelling

extreme temperatures, especially concerning the daily maximum temperatures used to define

heatwaves by meteorological institutions. Recently, Larsson (2023) developed a framework

for pricing and structuring contracts to protect against various types of heatwaves. This

framework employs a general definition of heatwaves and a stochastic model for tempera-

ture, using data from a specific location as a case study. Additionally, Dupuis and Trapin

(2020) explored extreme temperatures in the context of the urban heat island (UHI) effect.

Moreover, when assessing the risk of adverse climatic events in specific regions, it is crucial

to consider the spatial dependency of climate variables. Erhardt and Engler (2018) made an
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initial effort to account for spatial dependence in the valuation of weather derivatives by in-

corporating a multivariate error term in modelling temperature distributions across different

locations.

In this chapter, we introduce a comprehensive framework for modelling time series of

maximum daily temperatures across multiple locations. Our approach considers both spatial

dependencies and a large cross-sectional dimension, providing a robust method for analyzing

temperature data across diverse geographic areas. Our primary contribution is the applica-

tion of the Dynamic Conditional Score-Driven (DCS) framework, developed by Creal et al.

(2013) and Harvey (2013). This framework allows us to model univariate temperature data

by incorporating fat-tail distributions while keeping the estimation procedure and inference

relatively simple. Our second contribution addresses the modelling of spatial dependence

among different locations, with a particular emphasis on tail dependence, which is an es-

sential factor when considering weather events. To achieve this, we utilize the factor copula

modelling framework, which has been recently proposed in the literature on financial systemic

risk (see Oh and Patton (2017) and Opschoor et al. (2021)). This approach efficiently man-

ages the curse of dimensionality when dealing with large cross-sectional data and establishes

spatial dependence after modelling the univariate component, resulting in a computationally

flexible method. To validate our methodology, we conduct an empirical analysis using two

distinct datasets: data from meteorological stations and reanalysis satellite data. The re-

sults show that the DCS approach outperforms traditional models in the univariate aspect

and that incorporating tail dependence improves the model fit and allows the generation of

correlated extreme scenarios. The chapter also explores the implications of these findings for

parametric insurance pricing using the framework defined by Larsson (2023) and introduces

a new index, the cumulative Extreme Degree Day (cEDD), to better quantify the severity of

extreme heat wave events.
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1.2 Modelling framework

We want to study the time series of the daily maximum temperature at different N locations,

taking into account spatial dependence and a large cross-sectional dimension. The tempera-

ture data exhibit stylised features, including seasonality of the mean and variance, as well as

a certain level of low-order autocorrelation. We follow a time series decomposition approach,

as introduced in literature by Saltytė Benth and Benth (2012). We consider the following

specification for the temperature process

Tt = St + Yt ,

where St is a deterministic function that captures the trend and the seasonality, Yt is the

stochastic part, usually defined as trend and seasonally adjusted temperature. The deter-

ministic part corresponds to a trend component and a truncated Fourier series:

St = b0 + b1t+

NS∑
k=1

ak cos(2πkωt) +

NS∑
k=1

bk sin(2πkωt) , (1.1)

where b1 captures the long-term trend in the mean process, and the parameters ak and bk are

responsible for the seasonal pattern of the mean over the year. The numbers of Fourier terms

NS to include are determined empirically. The parameter ω = 1/365, defines the seasonal

pattern. After fitting the deterministic part, the stochastic part corresponds to Yt = Tt− Ŝt,

where the hat stays for the estimated counterpart of Equation (1.1). We model the stochastic

component as a zero-mean autoregressive process of order p (AR(p)):

Yt =

p∑
i=1

ϕiYt−i + ξt ,

where ϕi are the autoregressive coefficients; ut is a heteroskedastic component that may

depend on external covariates. Following Erhardt and Engler (2018), one can model it in

an EGARCH fashion, including external seasonal covariates. The above two-step modelling
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approach for the daily average temperature was introduced in literature by Saltytė Benth

and Benth (2012). Larsson (2023) provides one notable example of similar modelling of the

maximum temperature time series for the valuation of parametric insurances.

The paper’s first contribution involves the possibility of departing from the normal as-

sumptions concerning the conditional distribution of ξt by considering distributions with a

higher probability of extreme events than the Gaussian case. Similarly to GARCH, the gen-

eralized specification preserves the observation-driven dynamics of the conditional variance,

ensuring the model’s tractability in statistical estimation, which we perform via maximum

likelihood, and maintaining the robustness of estimates in the presence of extreme events.

The Dynamic Conditional Score-Driven (DCS) approach, recently introduced in the

econometric literature by Creal et al. (2013) and Harvey (2013), provides the natural mod-

elling framework. We apply the univariate DCS model to describe each location’s historical

maximum temperature series. We suppose that the following observation density character-

izes the adjusted temperature process Yt

Yt ∼ py (Yt | Ft−1;θ) ,

where Ft−1 is the filtration generated by the observation history up to time t− 1 and θ is a

vector of static parameters. The equations driving the observation dynamics read as follows

Yt =

p∑
i=1

ϕiYt−i + ξt

ξt = eft/2ϵt

ft = ω + βft−1 + αst−1 +

Q∑
k=1

δsink sin (2πkωt) +

Q∑
k=1

δcosk cos (2πkωt) .

Here, ϵt represents an i.i.d sequence with zero mean and unit variance. The scaled score st
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is defined as:

st = (It|t−1)
(−a)∇t, ∇t =

∂ log py (yt | Ft−1;θ)

∂ft
, It|t−1 = E

[
∇2
t |Ft−1

]
, (1.2)

where∇t is the score of the conditional density and the scaling factor (It|t−1)
(−a) is an a power

of the inverse conditional variance of the score, with a possibly equal to 0, 1, or 1/2. The time-

varying scale parameter ft, corresponding to the conditional log-volatility of ξt, is updated

using an autoregressive term, the scaled score and a set of external seasonal covariates defined

as a truncated Fourier series. We find the number of Fourier terms Q to include in the update

equation empirically. When we assume ϵt to be Gaussian distributed in Equation (1.2), the

DCS specification with proper scaling boils down to the class of EGARCH models. However,

in scenarios where we take into account heavier tails than the normal distribution, such as

ϵt ∼ tν , where tν is a Student’s t density with ν degree of freedom, the DCS framework

yields the Beta-t-EGARCH model with seasonal external covariates in the dynamics and

autoregressive dynamic of order p for the mean, for details see Harvey and Sucarrat (2014).

The following dynamic for the time-varying scale distinguishes this model:

ft = ω + βft−1 + α

(
(ν + 1)Y 2

t−1

νeft−1 + Y 2
t−1

− 1

)
+

Q∑
k=1

δsink sin (2πkωt) +

Q∑
k=1

δcosk cos (2πkωt) ,

We assume a = 0 in (It|t−1)
(−a), leading to a constant scaling factor. In the analysis of

univariate time series, we compare the model performance between the Gaussian specifica-

tion (EGARCH model) and the DCS one, finding that the latter has better in-sample and

out-of-sample performances.
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1.2.1 Taking into account the spatial risk: the factor copula frame-

work

After estimating the univariate components, the model provides sequences of residual terms

ϵi,t, where the index i runs over the N weather stations included in the multivariate analysis

and t = 1, . . . , T is the temporal dimension. We expect that geographically close locations

exhibit higher levels of correlation. Recognizing the importance of spatial dependence in

reliably describing the multivariate dynamics of climate-related variables is relevant to eval-

uating and mitigating climate risk. The natural tool for studying the spatial dependence

of these residual series is Copulas. Nevertheless, the ‘curse of dimensionality’ arises when

confronted with a large cross-sectional dimension. We address this problem by adopting fac-

tor Copula models based on auxiliary variables, recently introduced in literature by Oh and

Patton (2017) in the context of financial systemic risk. We aim to characterize the cumula-

tive distribution function (CDF) of the vector of standardized residuals (ϵ1,t, . . . , ϵN,t). From

the Sklar’s theorem, for a random vector ϵt with CDF F (ϵt) and univariate marginal CDFs

F1, . . . , FN a Copula C exists such that (see Sklar (1959))

F (ϵ1,t, . . . , ϵN,t) = C(F1(ϵ1,t), . . . , FN(ϵN,t)) ,

that is, we can write the joint CDF using the marginal CDFs and a Copula function. It

is worth noticing that the Copula can be interpreted as the conditional distribution of the

probability integral transform (PIT) ut = (u1,t, . . . , uN,t)
⊤ of ϵt, where ui,t = Fi(ϵi,t). Given a

procedure to generate a sample ut from the Copula function, one can generate a multivariate

correlated sample in the following way

(ϵ1,t, . . . , ϵN,t) = (F−1
1 (u1,t), . . . , F

−1
N (uN,t)) ,
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where the generalized inverse is F−1
i (t) = inf{s : Fi(s) > t} . We tested two different

specifications, a first one where the Fi for each weather station corresponds to the empirical

CDF and a second where we choose a standardized Student’s t distribution with νi degrees of

freedom, i.e., T (ϵi,t; νi). To handle the high dimensionality of the problem, we introduce a set

of auxiliary variables xi,t characterized by a Copula function that we use to model the spatial

correlation of the standardized residuals. As done in Oh and Patton (2017), the auxiliary

variables are ancillary to define the dependence structure and play no other role in modelling

the temperature time series.

We follow the specification developed by Opschoor et al. (2021), we assume that the N

standardized residual time series at each location can be grouped into G clusters, where

locations in each group share the same factor loadings. The Copula structure is defined by

a set of auxiliary variables as follows:

ui,t = T (xi,t; νC) , i = 1, . . . , N,

xi,t =
√
ζt

(
λ̃⊤
i zt + σiηi,t

)
, zt ∼ N(0, Ik) ,

ηi,t ∼ N(0, 1),

ζt ∼ Inv-Gamma (νC/2, νC/2) ,

(1.3)

where, as above, T (; νC) denotes the univariate CDF of the standardized Student’s t distri-

bution with νC , and ζt is an independent Inverse-Gamma random variable. As νC → ∞,

ζt converges to one, leading to the Gaussian copula specification. Modeling tail dependence

with the t-copula parameter, νC , becomes crucial when correlated extreme events are possi-

ble. Unlike the Gaussian copula specification, which not take into account tail dependence,

the t-copula can better capture the dependence structure in empirical applications. An ex-

tension with score-driven dynamics for the correlation has been introduced recently in the

literature by Oh and Patton (2018), Opschoor et al. (2021). The elements specifying the

Copula structure in Equation (1.3) are the following: λ̃i represents a vector of scaled factor

loadings, zt is a k × 1 vector of common latent factors and ηi,t denotes the idiosyncratic
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shock. The number of the G clusters and the specification of the factor loadings for each

group determines the number of the k factors. The vector λ̃i and the scalar σi are defined

in a way that the expression λ̃⊤
i zt + σiηi achieves unit variance:

λ̃i =
λi√

1 + λ′
iλi

, σ2
i =

1

1 + λ′
iλi

.

The random variable xi,t in the specification of Equation (1.3) is hence distributed as a

Student’s t with mean zero and variance νc/(νC−2), while in the Gaussian specification (when

νC → ∞) xi,t attains unit variance and zero mean by construction. Under the distributional

assumptions, the ui,t are in a hypercube of support [0, 1], defining a t-student copula (or a

Gaussian copula as νC → ∞). This t-student copula construction is equivalent to the one

specified in McNeil et al. (2015) as mixture of normal random variables. Moreover, this

model can be seen as a standard generalization of the model developed by Vasicek (2002), a

well-known model for pricing credit structured products. As shown in Creal and Tsay (2015),

the correlation matrix of xt = (x1,t, . . . , xN,t)
⊤ reads

R = L̃⊤L̃+D , (1.4)

where L̃ = (λ̃1, . . . , λ̃N) e D = diag(σ2
1, . . . , σ

2
N). This specification brings important com-

putational advantages, especially in high dimensions. Specifically, the inverse and the deter-

minant of R are available in closed-form:

R−1 =D−1 −D−1L̃⊤
(
Ik + L̃D

−1L̃⊤
)−1

L̃D−1,

|R| =
∣∣∣Ik + L̃D−1L̃⊤

∣∣∣ · |D| .
(1.5)

The process of computing these quantities defined in Equation (1.5) requires only lower-

dimension inversions and sparse matrix computations. This led to a fast parameter estimation

through maximum likelihood estimation and inference, see the Appendix for further details.
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Clustering and factor structure

In the factor copula framework, we need to group the individual variables into G spatial

clusters to reduce the parameter space’s dimensionality. One can employ various methodolo-

gies for clustering, including heuristic grouping variables into pre-assigned categories. This

practice is common in finance, where stocks are often categorized by industry, as shown by

Oh and Patton (2018) and Opschoor et al. (2021). In our case, a potential application could

be grouping variables based on administrative boundaries like regions or states. However,

these boundaries may include areas subject to a different climate, making a more data-driven

approach more suitable. In this study, we decide to use a k-means clustering algorithm (for

details, see Hastie et al. (2001)) to assign locations at each group G. We consider the series

of standardized residuals, (ϵ1,t, . . . ϵN,t) as N data points of dimension T . The algorithm aims

to partition these N elements into K clusters, assigning each point to the cluster with the

nearest mean, referred to as the centroid. These K clusters will be our G spatial clusters in

the notation of the factor copula model. The centroids summarize the average characteristics

of the data within their respective clusters. Specifically, given the elements {ϵi}Ni=1 where

each ϵi ∈ RT , we aim to partition these elements in K sets S = {Sk}k=1,...K in such a way to

minimize the within-cluster sum of squares (WCSS) (i.e. variance). Formally, our objective

is to minimize the following expression:

argmin
S

k∑
i=1

∑
ϵ∈Si

∥ϵ− µi∥2 = argmin
S

k∑
i=1

|Si|VarSi, (1.6)

where µi =
1

|Si|
∑

ϵ∈Si
ϵ is the mean of the elements in the set Si with cardinality |Si|. While

the k-means algorithm is generally effective for clustering, it’s important to note that its

convergence may be influenced by the initialization of centroids. This often leads to a con-

vergence to a local minima. As a result, the computation is often done several times, with

different initializations of the centroids. Oh and Patton (2023) introduce a novel approach

of estimating the optimal assignment of variables to groups from the data using a k-means
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type approach with misspecified models and an EM-based optimization procedure over the

groups. After deriving the G spatial clusters through the k-means algorithm, the next step

involves determining the factor structure for our auxiliary variables xi,t. This decision di-

rectly influences the specifications of the correlation matrix outlined in Equation (1.4) The

first specification we consider is the “Multi-Factor” (MF), which combines a common fac-

tor shared by all variables and G cluster-specific factors with corresponding group-specific

loadings. Assuming, for simplicity, having only two variables in each G group, we obtain the

following loading matrix with 2G unique factor loadings and a (G+ 1)-vector zt of common

latent factors

zt ∼ N (0, IG+1) ,

L̃⊤ =



λ̃C1 λ̃G1 0 0 . . . 0

λ̃C2 0 λ̃G2 0 . . . 0

λ̃C3 0 0 λ̃G3 0 0

...
...

... 0
. . . 0

λ̃CG 0 0 0 0 λ̃GG


⊗

 1

1

 .

⊗ denotes the Kronecker product. Note that each group must have at least two members

to distinguish the various factors in the model. This requirement is enforced during the

estimation process. In the second specification we examine, the loading matrix is defined

by a lower-triangular matrix, resembling a Cholesky decomposition of a ”quasi-correlation”

matrix with columns that include factor loadings specific to each cluster. We refer to this

specification as ”Multi-Factor Lower-Triangular” (MF-LT). The number of unique factor
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loadings is G(G+ 1)/2, and the loadings matrix takes the form

zt ∼ N (0, IG)

L̃⊤
t =



λ̃1,1 0 0 . . . 0

λ̃2,1 λ̃2,2 0 . . . 0

λ̃3,1 λ̃3,2 λ̃3,3 0 0

...
...

...
. . . 0

λ̃G,1 λ̃G,2 λ̃G,3 . . . λ̃G,G


⊗

 1

1

 .

As in the previous case, the first column vector is a common factor with group-specific

loadings. The other factor loadings characterize the between-group and within-group effects.

Additional factor structures have been explored in the literature, using both constant and

dynamic factor loadings. For example, Lucas et al. (2017) and Oh and Patton (2018) used

a specification with one single dynamic factor; Krupskii and Joe (2013) used constant factor

copulas with one and two factors.

1.3 Empirical Analysis

1.3.1 Data

We validate our methodology by applying it to reanalysis satellite data. Traditionally,

weather derivatives or parametric insurance contracts are written on some independent

weather station. However, the deviation of weather conditions at different locations, known

as Geographic Basis Risk (GBR), strongly limits the usage of these instruments in sites

where the density of weather stations is scarce. Furthermore, several meteorological station

time series present problems of missing values and a reduced amount of observations. These

limitations can be overcome by reanalysis data, which provides the most complete picture

currently possible of past weather and climate. In our analyses, we considered a sample from

the ERA5 dataset. ERA5 is the state-of-the-art atmospheric reanalysis dataset produced by
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the European Centre for Medium-Range Weather Forecasts (ECMWF). Reanalysis combines

past observations with a numerical weather prediction model to create a consistent, long-term

record of the Earth’s atmosphere, although reanalysis data can exhibit biases resulting from

data assimilation approaches. ERA5 is the fifth generation of ECMWF’s reanalysis products

and represents a significant improvement over its predecessors. The dataset has high spatial

and temporal resolution, with grid points spaced at 0.25 degrees in latitude and longitude

and available in hourly, daily, and monthly temporal resolutions. Such resolution allows

for detailed analysis of weather and climate patterns; for more details, see Hersbach et al.

(2023). We constructed time series data for daily maximum temperatures from the ERA5

dataset for 107 Italian provinces. We applied the univariate analysis to them and studied

the spatial dependence structure through the factor copula framework defined previously.

Moreover, Vanella et al. (2022) explored the performance of ERA5 reanalysis data compared

with observational data from weather stations in Italy, concluding that using reanalysis data

for temperature offers an accurate alternative data source for this climate variable. In the

Appendix, we also include an analysis using weather station data (as in Erhardt and Engler

(2018)), restricted to the univariate case due to the limited availability of the number of

weather station records.

1.3.2 Reanalysis data and spatial dependence

We analyze data gathered from N = 107 Italian provinces, covering a period from January

1st, 1976, to December 12th, 2022, sourced from the ERA5 dataset available on the Climate

Data Store (CDS) of Copernicus. Detailed data descriptions are available in the Appendix.

Initially, we estimate the deterministic seasonal mean St to obtain the adjusted temperature

series, following the same approach with weather stations. The trend parameter for these

time series is notably significant, often surpassing the one observed in US weather stations.

This disparity may be attributed to Italy’s enhanced vulnerability to heat stress. Panel

A of Table (1.1) displays the cross-sectional distribution of the trend parameter. From the
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estimation of the deterministic part, we obtain the adjusted temperature series. We determine

a common AR-order p based on the AIC, finding that p = 6 is the most suitable value for our

dataset. Panel B of Table (1.1) presents the cross-sectional distribution of estimated model

parameters for the DCS specification.

We observe that the ν parameter is typically lower compared to the weather station’s

analysis. This could be attributed to a bias in the Reanalysis data and the vulnerability

of Italy as one of the regions most prone to heat stress in Europe. Indeed, Settanta et al.

(2024) have examined the escalating impact of severe heat in Italy annually, finding that

the incidence of extreme events such as heat waves and temperature anomalies has increased

significantly over the last 20 years, placing Italy among the countries most at risk of an

average temperature increase due to climate change.

We assess the performance in-sample of the two model specifications, EGARCH and Beta-t-

EGARCH, with the former serving as the benchmark. A comparison is made using the metric

defined in Equation (1.9). In Figure (1.1), we illustrate the ∆AIC for the ERA5 dataset.

Notably, the Beta-t-EGARCH model consistently outperforms the EGARCH specification

in terms of in-sample performance. This superiority may be attributed to the mean of the

estimated degrees of freedom parameter ν of the Student’s t distribution, which is at 7.021,

highlighting the fat-tailed nature of daily adjusted maximum temperature in Italy.

Upon estimating the univariate component, we derive the sequence of standardized residual

terms ϵi,t for the N provinces. Our objective is to examine the spatial dependence of these

standardized residuals through the factor copula framework. Initially, we need to group the

residuals into G spatial clusters employing the k-means algorithm. We identify the optimal

number of clusters with the elbow method, a heuristic technique involving the plotting of

explained variation against the number of clusters, selecting the elbow of the curve as the

appropriate number of clusters to use. From Figure (1.2), we observe that the potential

number of clusters to utilize is G = 22. It is important to note that this clustering technique

preserves the spatial arrangement of the residuals, as depicted in Figure (1.3). The identified
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Cross-sectional distribution

Mean Min 25% Median 75% Max

Panel A: Trend parameter

b1 × 103 0.128 0.056 0.105 0.124 0.156 0.202

Panel B: Marginal Model Parameters

ϕ1 0.763 0.642 0.733 0.762 0.798 0.875
ϕ2 -0.037 -0.151 -0.071 -0.031 -0.001 0.034
ϕ3 0.011 -0.015 0.001 0.007 0.017 0.046
ϕ4 0.010 -0.009 0.004 0.011 0.016 0.025
ϕ5 0.007 -0.014 0.002 0.007 0.012 0.027
ϕ6 0.021 0.007 0.016 0.021 0.024 0.038
ω 0.863 0.317 0.595 0.851 1.007 1.652
α 0.281 0.057 0.149 0.252 0.394 0.708
β 0.436 0.001 0.235 0.463 0.613 0.821
ν 7.021 3.892 5.631 6.512 7.915 15.899
δsin1 0.113 -0.005 0.059 0.118 0.164 0.253
δcos1 0.007 -0.172 -0.048 0.002 0.058 0.375
δsin2 -0.015 -0.123 -0.041 -0.006 0.014 0.038
δcos2 -0.050 -0.169 -0.073 -0.049 -0.024 0.051

Table 1.1: Cross-sectional distribution of ERA5 data (Beta-t-EGARCH model)
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Figure 1.1: ∆AIC for weather stations data
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clusters remain close in space, emphasizing the spatial aspect of the dependency structure.

Figure 1.2: Elbow Method Standardized Residuals

We also analyze the clustering for the standardized residuals generated by the Normal

EGARCH model. We find also in this case that G = 22 appears to be a reasonable choice; for

further details, see the Appendix. Additionally, clustering based on Italy’s regional bound-

aries was conducted and we analyze in the following section the performance of the factor

models with these two clustering techniques.

Full-Sample Copula Comparison

After estimating the Beta-t-EGARCH model for each location and applying the k-means

algorithm to group the Italian provinces into 22 spatial clusters, we generate the set of
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Figure 1.3: Clusters of standardized residuals

Probability Integral Transforms (PITs) for each location using two methods: one utilizing the

empirical Distribution Function (EDF), and the other utilizing a Students’t distribution with

νi degree of freedom, i.e., T (ϵi; νi). Subsequently, we estimate the parameters of factor copula

models using two different specifications, ”MF” and ”MF-LT”, with two distinct distribution

specifications, Gaussian and t. Table (1.2) and Table (1.3) shows the parameter estimates,

the maximized log-likelihood and the AIC for all factors and distribution specifications for

parametric and empirical PITs. We obtain a better in-sample fit using a parametric approach

for all specifications of the model.

The MF-LT model demonstrates superior statistical fit compared to the MF model in both

Gaussian and t specifications. Overall, the MF-LT specification for factor structures achieves

the highest total log-likelihood value and performs best in terms of AIC, which considers the

number of estimated parameters. The Student’s t copula factor has a significantly better fit
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Model νC LogL AIC # par

Gaussian factor copulas

MF 1,221,016 -2,441,944 44
MF-LT 1,357,531 -2,714,556 253

t-factor copulas

MF 9.08 1,302,560 -2,605,030 45
(1.52)

MF-LT 9.55 1,430,323 -2,860,139 254
(1.29)

Table 1.2: Factor copulas on G=22, Parametric Residuals

Model νC LogL AIC # par

Gaussian factor copulas

MF 1,162,129 -2,324,170 44
MF-LT 1,290,172 -2,579,838 253

t-factor copulas

MF 11.32 1,235,877 -2,471,664 45
(1.33)

MF-LT 12.23 1,356,646 -2,712,784 254
(1.41)

Table 1.3: Factor copulas on G=22, Empirical Residuals
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than its Gaussian counterpart, leading to an increase in log-likelihood value for both factor

specifications.

The results remain consistent regardless of the estimation setup. All models were re-

estimated using Probability Integral Transforms (PITs) from a normal EGARCH model

for the marginals. The most effective model continues to be the MF-LT t specification

achieved through parametric PITs. Additionally, we explored an alternative method for

forming groups based on the geographical administrative boundaries of Italy. The Italian

provinces are grouped into 19 regions because of model identification. We evaluate the

model’s performance using this simple division compared to the k-means specification.

Model νC LogL AIC # par

Gaussian factor copulas

MF 1,015,086 -2,030,096 38
MF-LT 1,123,547 -2,246,714 190

t-factor copulas

MF 8.92 1,152,581 -2,305,085 39
(1.08)

MF-LT 9.85 1,255,820 -2,511,258 191
(1.31)

Table 1.4: Geographic Clustering, Parametric Residuals

The performance using pre-assigned clusters based on Italy’s administrative boundaries is

observed to be lower. In Table (1.4) we report the result obtained with this clustering

technique on Students’ t parametric PITs. We can see that we have a lower log-likelihood

and a higher AIC for both MF and MF-LT specifications and Gaussian and t distributions.

Consequently, we can infer that, for analyzing this spatial climate relationship, employing

a simple k-means approach can lead to improved clustering of variables and consequently a

better fit.
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1.4 Parametric Insurance on Maximum Temperature

In this section, we consider the framework proposed by Larsson (2023) for structuring para-

metric heat wave insurance. Notably, this framework exhibits a high degree of flexibility,

as it can be tailored to accommodate various heat wave definitions. It takes into account

the duration of the event, the intensity and the measurement period of the weather variable.

Most heat wave event definitions are based on a period of consecutive days where an appro-

priate temperature index exceeds a certain threshold, see for example Fenner et al. (2019)

and Frich et al. (2002). For our analysis, we examine the standard definition, wherein a heat

wave is defined as the event.

HW (n, a, τ, Tm) = {Tmt ≥ a for at least n consecutive days t, where t ∈ τ},

where Tmt denotes the maximum daily temperature at time t, n is the duration of the event

and a is a threshold value. We have chosen to define the measurement period τ = [τa, τb]

to establish an explicit definition of the event for constructing financial contracts. Selecting

an appropriate threshold a is crucial in defining extreme temperatures that can cause an

economic loss. This threshold can be set absolutely or relatively. An absolute threshold

involves defining an extreme temperature level, while a relative approach ties it to historical

conditions, such as the 90th percentile of the maximum temperature distribution for a refer-

ence period. Relative approaches are particularly useful in climate change studies, capturing

deviations from usual temperature patterns. The duration n specifies the consecutive days

during which the threshold must be exceeded. Common choices are 3 to 5 days, but for

moderate threshold temperatures, heat waves can extend over longer periods.

A specified measurement period τ determines when heat wave occurrences are recorded.

Although not directly relevant to the heat wave event definition, it is crucial for constructing

contracts. In Europe, summer months (June, July, and August) are natural choices for τ but

this may vary globally, considering longer periods. The definition HW quantifies distinct
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heat events of type HW (n, a, τ, Tm) within the measurement period τ . Distinct heat waves

are only counted if they occur in non-overlapping periods, preventing, for example, a heat

wave of duration n = 6 from being counted as two waves of duration n = 3. The fundamental

heat wave contract considered involves a payoff function

Φ(t,K, n, a, τ, Tm) = K × 1{HW (n,a,τ,Tm)≥1}

where 1E denotes the indicator function of the event E. Here, K is the payout amount and

t is the payment date. For simplicity, we can take t = τb. The payment occurs if at least

one heat wave of type HW (n, a, τ, Tm) occurs within the measurement period, representing

a fundamental form of parametric insurance.

The flexibility of the heat wave definition allows for diverse contract structuring, which is

crucial for tailoring contracts to customer needs and geographical variations in climates. This

flexibility enables the construction of contract portfolios, where contracts may differ in payout

amounts based on heat wave duration (n) or threshold temperature (a). This adaptability

enhances the relevance and applicability of parametric insurance in various scenarios. We

assume an actuarial perspective to determine the valuation of the contract by finding the

expected value under the probability measure P of the payoff function

Vt = e−r(t−t0)EP[Φ(t,K, n, a, τ, Tm)], (1.7)

where r represents the constant continuously compounded interest rate and t0 is the time we

sell our contract. Risk loading is not taken into consideration, so Equation (1.7) essentially

denotes the pure premium. Given that K remains constant, the key quantity to calculate for

determining the contract’s value is the probability of the event HW

Vt = e−r(t−t0)KζP(t, n, a, τ, Tm)
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where

ζP(t, n, a, τ, Tm) = P(HW (n, a, τ, Tm) ≥ 1), (1.8)

represents the probability of the heat wave event relevant to the contract. This contract

structure resembles the typical approach used for constructing parametric catastrophe bonds

(CAT) with a non-linear payoff tied to the event’s probability of triggering the loss; for

further details, refer to Larsson (2023) and Taib and Benth (2012). Following the bootstrap

approach in Erhardt and Engler (2018), we can simulate the maximum temperature Tmt

incorporating the parameter uncertainty of the model and the spatial correlation to build

the distribution of the maximum temperature and then calculate the probability defined in

Equation (1.8) through standard Monte Carlo integration. The spatial correlation is taken

into account through the factor copula model. This is particularly relevant since we can define

non-trivial dependence structure, especially in the tails of the distribution though the degree

of freedom parameter νC of the copula. Now, let’s examine the scenario where an insurer

sells these contracts to customers situated in various geographic locations. Our analysis is

centred on the region of Italy, encompassing several locations experiencing significant heat

stress, some in close proximity and others more distant. We are looking at a basic portfolio

of N = 20 contracts. Leveraging the adaptability provided by this framework, we establish

a group of contracts with payout amounts K = 100 and duration of heat event n = 5. For

the measurement period, we take the entire summer and for the threshold a, we use the 98th

percentile of the historical maximum temperature for each location. We adopt an actuarial

perspective to analyze this set of parametric policies by examining the total payout S of the

portfolio. From an individual risk model perspective hence we can write

S =
20∑
i=1

Φi,

where each Φi represents an insurance contract with a fixed claim size K. The payout is

therefore influenced solely by the likelihood of the event HW associated with each location.
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We assess the portfolio total payout distribution S through Monte Carlo simulation. We com-

pare it with a standard normal EGARCH model that does not consider spatial dependence.

Then, we analyze the payout distribution using the Beta-t-EGARCH model and incorpo-

rating spatial dependence with a factor t copula with MF-LT specification. We generate a

Monte Carlo scenario of N = 100, 000 samples. The estimated mean E(S) is approximately

the same for both scenarios. However, the spatial model exhibits a larger standard deviation

and fatter tails compared to the non-spatial model. In Figure (1.4), we observe that the spa-

Figure 1.4: Comparison Loss Distribution

tial distribution exhibits a higher standard deviation, potentially resulting in scenarios where

the HW event impacts all locations. The uncorrelated scenario fails to consider a joint HW

event occurring during the measurement period, impacting the calculation of risk measures

like Value-at-Risk. The figure highlights that the 95% VaR obtained with the spatial model

is 50% larger than the uncorrelated case. Neglecting spatial correlation when assessing the

impact of temperature events may significantly underestimate the risk of the entire portfolio.

We can investigate how the probability of extreme heat wave events occurring in all regions
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changes across various models and correlation structures. Let’s define PM,C(S > 1900) as

the likelihood of an HW event happening in all locations, given a model M and a correlation

structure C. We will consider the two univariate models and correlations discussed in the

chapter, M = {EGARCH, Beta-t-EGARCH} and C = {Gaussian, t}. Taking the combi-

nation M = EGARCH and C = Gaussian as a benchmark, we will analyze the percentage

change ∆P relative to this base scenario for alternative specifications. Table (1.5) indicates

that introducing tail dependence with a t copula in the spatial dependence specification sig-

nificantly increases the likelihood of extreme tail events. While the difference is smaller using

the DCS specification from the two correlation structures, the overall increase compared to

the classical Gaussian case is almost 90%. In conclusion, the best model in terms of in-sample

fit provides the best tool to construct the payout distribution of the contract. It is worth

noting that the t copula, as it has symmetric tail dependence, also has a much larger prob-

ability mass in the part of the distribution where very few extreme weather events occur.

With the increasing trend due to climate change, one can consider a skew-t factor copula to

give additional importance to extreme events in the right tail of the distribution, but some

computational aspects need to be considered, for details see Oh and Patton (2023).

Model (M) Correlation (C) ∆P

EGARCH t 68.17%
Beta-t-EGARCH Gaussian 81.81%
Beta-t-EGARCH t 89.57%

Table 1.5: ∆P of extreme events
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1.5 Study the Impact of Heat Waves: The Extreme

Degree Days (EDD) index

The extensive historical data provided by satellite data enables us to analyze the impact

of extreme climate events and their spatial trends. Reanalysis and satellite data are par-

ticularly valuable in quantifying climate risks in finance by providing high-resolution time

series of various climate variables. An early approach to creating a climate index to quantify

the frequency and intensity of extreme events related to certain climate variables was the

Actuarial Climate Index (ACI) developed by the American Academy of Actuaries (AAA),

the Casualty Actuarial Society (CAS), the Canadian Institute of Actuaries (CIA) and the

Society of Actuaries (SOA). The idea underlying the construction of this index is to mea-

sure the frequency of extreme events of weather variables by studying how the most extreme

quantiles of these variables are changing with respect to a reference period, using satellite

and reanalysis data. Similarly, the E3CI, developed using ERA5 data by IFAB and Leithà,

Unipol Group, was introduced in Europe. The data are aggregated with a specific methodol-

ogy to return information on a monthly scale in terms of deviation from the historical mean,

indicating the trend and magnitude of extreme meteorological events in certain areas.

These indexes help track the increasing frequency of extreme events; however, we aim to de-

velop an index that aims to measure more precisely the severity of extreme heat events based

on daily maximum temperatures. Inspired by the construction of the E3CI heat stress com-

ponent, we construct this index by comparing extreme temperature levels against a reference

period, reflecting the rising maximum temperatures due to climate change. The method-

ology from this work will enable stochastic modelling of this index, generation of spatially

correlated scenarios, and improve risk assessments. Our goal is to create a temperature index

similar to the CDD/HDD index from weather derivatives literature, which will quantify the

intensity of heat waves. We will focus on maximum summer temperatures to evaluate the

severity of extreme heat events. We define the Extreme Degree Days (EDD) for the summer
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season (JJA) as follows:

EDD = max(Tm − T̂ 95th
m , 0)

where T̂ 95th
m represents the 95th percentile of maximum temperature during the summer pe-

riod based on the reference level 1981 - 2010. Cumulative EDD (cEDD) in summer provides

a quantitative measure of heat wave intensity by summing the magnitude of temperature

anomalies relative to a reference period, hence accounting also for the upward temperature

trend. Various types of heatwaves can occur in different months throughout summer; there-

fore, season cumulative EDD provides a comprehensive view of heat stress in a particular

area. We use summer, the most suitable season for studying heat wave intensity, however,

this definition allows flexibility in defining the same quantity for different periods.

Let’s consider the full sample of Italian Provinces as an example by calculating the cEDD in-

dex for each of them. From Figure (1.5), we observe that this index highlights the significant

heat waves experienced in Italy. The increasing temperature trend is clear, as the highest

Figure 1.5: EDD Italy
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values in the index are predominantly within the last 20 years. This plot illustrates how the

upward trend in temperature not only leads to more frequent heat waves but also results in

heat waves of greater intensity with respect to the reference period. This index can be used

as a tool to identify an extreme event and its intensity. For example, the heat wave of 2003,

in which we have a cEDD of over 3000, caused a significant rise in mortality rates in Italy

and substantial economic losses in agriculture. In the appendix, we compare how this index

aligns with other indices related to extreme climatic events.

Now we focus on using our methodology to calculate the distribution of the cEDD index

taking into account the spatial dependence. Let’s examine the 20 provinces from Section 1.4.

Similar to our previous approach, we evaluate the distribution of cEDDs using Monte Carlo

simulation from a standard uncorrelated EGARCH model and a Beta-t-EGARCH model

with correlation determined by the t factor Copula.

In Figure (1.6), we illustrate the Kernel Density Estimation (KDE) and observe that the

variance and VaR measure are greater for the spatial model as previously observed.

Figure 1.6: KDE predictive cEDDs
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Interestingly, the standard deviation of the predictive distribution generated by the DCS

model with t dependence closely matches the empirical standard deviation of the past 20

years of the cEDDs data of the provinces under consideration (see details in the Appendix).

In conclusion, the cEDD index offers a quantitative assessment of the intensity of heat stress

experienced in a specific region during a certain period. By analyzing the index’s historical

data, extreme events can be categorized based on this measure. The methodology developed

enables the creation of a predictive distribution for this index, considering spatial and tail

dependence. In the Appendix we provide further analysis, such as analyzing the index in

detail and comparing the temperature modelling approach with the standard Historical Burn

Analysis (HBA) introduced by Jewson et al. (2005) in the valuation of weather derivatives.

In conclusion, this index can be effectively utilized to analyze the intensity of extreme heat

wave events, as it shows a strong correlation with episodes that have resulted in significant

economic losses and fatalities.
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1.6 Conclusion

In light of the increasing importance of climate risk, our approach offers a valuable methodol-

ogy for evaluating the impact of physical risk on financial and insurance products, considering

the spatial dependence of weather variables. Understanding the spatial dependence becomes

crucial, especially for diversified portfolios exposed to climate risk across different locations.

An important aspect is the flexibility of the two-stage procedure, where we first model time

series at a specific location and then establish spatial dependencies. In the second stage, the

factor Copula model is precious, as it allows us to define non-trivial dependence structures,

especially on the tails, while managing the number of parameters to estimate in a parsimo-

nious way, ensuring the approach’s viability. One can employ our approach for pricing a

wide range of financial instruments written on weather variables through Monte Carlo simu-

lation, such as traditional weather derivatives based on average daily temperature indices or

innovative parametric insurance solutions that focus on the maximum temperature (or other

weather variables).
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Appendix A

A.1 Weather Station Analysis

In this section, we compare the performance between the EGARCH and Beta-t-EGARCH

models using weather station data. An exploratory analysis of these datasets is presented in

the Appendix. Following the previously outlined methodology, we estimate the deterministic

function St defined in Equation (1.1). The estimated trend parameter of the seasonal mean

is reported in Panel A of Table (1.6), where we find the trend parameter to be statistically

significant and positive for the majority of the weather stations analyzed. This result is

consistent with the results from other studies; for instance, Campbell and Diebold (2005)

also identified significant trend estimates in temperature data across numerous U.S. cities.

Once we have obtained the adjusted temperature, we need to determine an appropriate AR-

order p of the process. We select the model by comparing the Akaike information criteria

(AIC) for different values of p. Our analysis indicates that the AIC ceases to decrease at

p = 9 for a significant number of stations, suggesting this value as the optimal autoregressive

order. Following the determination of the optimal AR order, we proceed to compare the

performance of two distinct specifications for the heteroskedastic component: the EGARCH

and Beta-t-EGARCH models. The estimation results for the Beta-t-EGARCH model are

presented in Panel B of Table (1.6). The estimation results of the EGARCH specification

are detailed in the Appendix. The parameter representing the degree of freedom in the Beta-

t-EGARCH model is found to be statistically significant and highlights how some weather

stations are characterized by fat tails.

We compare the in-sample performance through their AIC. We define the following quan-

tity

∆AIC =
AICEGARCH − AICBeta-t-EGARCH

AICEGARCH

× 100, (1.9)

which represents the percentage variation of the AIC score of the DCS specification with re-

spect to the classical EGARCH case. In Figure (1.7) we plot this quantity for the weather sta-
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Cross-sectional distribution

Mean Min 25% Median 75% Max

Panel A: Trend parameter

b1 × 103 0.056 -0.004 0.035 0.052 0.082 0.126

Panel B: Marginal Model Parameters

ϕ1 0.721 0.569 0.669 0.711 0.782 0.893
ϕ2 -0.111 -0.198 -0.129 -0.101 -0.092 -0.049
ϕ3 -0.111 -0.198 -0.129 -0.101 -0.092 -0.049
ϕ4 0.012 -0.007 0.007 0.013 0.017 0.032
ϕ5 0.008 -0.013 0.002 0.011 0.015 0.021
ϕ6 0.011 -0.008 0.004 0.008 0.017 0.027
ϕ7 0.003 -0.015 -0.003 0.004 0.008 0.015
ϕ8 0.008 -0.008 0.001 0.005 0.015 0.024
ϕ9 0.015 -0.001 0.011 0.014 0.021 0.025
ω 0.696 0.25 0.359 0.467 0.974 2.031
α 0.205 0.078 0.132 0.165 0.242 0.536
β 0.721 0.001 0.633 0.835 0.862 0.911
ν 13.687 3.726 7.584 11.856 16.754 40.374
δsin1 0.049 -0.043 0.016 0.039 0.048 0.224
δcos1 0.122 -0.198 0.04 0.082 0.208 0.536
δsin2 -0.009 -0.053 -0.015 -0.008 -0.002 0.024
δcos2 -0.043 -0.183 -0.065 -0.026 -0.011 0.004

Table 1.6: Cross-sectional distribution of parameters for weather stations data (Beta-t-

EGARCH model)
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tion data. The Beta-t-EGARCH specification generally outperforms the classical EGARCH,

showing lower in-sample AIC values in most locations.

However, there are locations where both models perform similarly, especially when the

degrees of freedom parameter ν is high.In conclusion, the use of a DCS specification for

adjusted maximum temperature provides a significant advantage in terms of in-sample fit,

particularly for stations exhibiting non-normality in the tails. We evaluate our models’

out-of-sample performance using the Model Confidence Set (MCS) procedure developed by

Hansen et al. (2011). For this evaluation, we use the most recent 10 years of our data as

a test set. We re-fit the model annually using a rolling window approach. To identify the

best-performing model out-of-sample, we apply a quantile loss function. Examination of

data from US weather stations reveals the following results: The Beta-t-EGARCH model

and the normal EGARCH model are both present in the Superior Set of Models (SSM) in

9 stations. In 7 other stations, only the Beta-t-EGARCH model is part of the Superior Set,

while in the remaining 4 cities, only the normal EGARCH model. These results suggest

that, generally, models incorporating the Dynamic Conditional Score (DCS) specification,

like the Beta-t-EGARCH model, tend to deliver superior performance, even when evaluated

on out-of-sample data. The computations for this analysis were carried out using the MCS

R-package developed by Catania and Bernardi (2017).
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Figure 1.7: ∆AIC for weather stations data
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A.2 Exploratory Data Analysis of Temperature Data

This section presents an exploratory data analysis of the data utilized in this study. Ta-

ble (1.7) contains the statistics for the weather station data, while Table (1.8) presents the

statistics for the reanalysis data. The weather station data shows greater variability, likely

due to its broader spatial coverage compared to the reanalysis data. The weather station data

spans from January 1, 1962, to December 31, 2011, with a minimal missing data percentage

of around 0.17%, which was imputed using linear interpolation. The location of the weather

station is shown in Figure (1.9).

The reanalysis data covers the period from January 1, 1976, to December 31, 2021. For daily

maximum temperature calculations, we downloaded hourly temperature data from the CDS

service for the hours between 10:00 and 17:00, selecting the maximum recorded temperature.

To isolate each province of Italy, we obtained the latitude and longitude coordinates for each

province and adjusted the sensitivity to our data (0.25°) to create distinct time series for

each location. Figure (1.8) presents the time series obtained for the province of Rome, along

with the autocorrelation function of temperature, squared adjusted temperature, and the

seasonal variability of the process. These figures highlight that our data are not station-

ary, which necessitates a two-step approach—beginning with fitting the St function to the

data. Seasonal fluctuations in volatility are a stylized fact of this dataset, supporting the

use of sinusoidal functions in modeling the variance dynamics of the adjusted temperature.

In Figure 1.10 we plot the autocorrelation and partial autocorrelation functions of both the

adjusted temperature and its square. This suggest some GARCH - type dynamics to capture

the conditional variance of these data.
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Figure 1.8: Temperature time series for the province of Rome (RM): (a) Observations over

time. (b) Autocorrelation function of the temperature series. (c) Adjusted temperature

squared shows volatility clustering with seasonality. (d) Daily volatility calculated for each

day of the year.
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Figure 1.9: Weather stations locations
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Figure 1.10: Autocorrelation and Partial Autocorrelation of Adjusted Temperature and

squared Adjusted Temperature
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Cross-sectional distribution

Mean Min 25% Median 75% Max

Mean 19.28 8.54 16.09 18.24 22.83 28.24
Std dev 9.82 4.04 8.73 10.0 10.75 13.17
Skewness -0.24 -0.71 -0.47 -0.27 -0.06 0.50
Kurtosis 2.33 1.81 2.06 2.16 2.49 3.81

Table 1.7: Cross-sectional distribution of WS data

Cross-sectional distribution

Mean Min 25% Median 75% Max

Mean 17.51 4.51 16.67 17.79 19.01 22.03
Std dev 7.52 5.21 6.76 7.77 8.26 9.18
Skewness 0.05 -0.11 0.01 0.04 0.10 0.22
Kurtosis 2.01 1.85 1.95 2.00 2.04 2.18

Table 1.8: Cross-sectional distribution of ERA5 data
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A.3 Models for the marginals

In our primary analysis, we utilize the Beta-t-EGARCH model, developed by Harvey and

Sucarrat (2014) with autoregressive mean dynamic. To summarize, we assume a Student’s

t distribution for our adjusted Temperature process at each location Yi,t with νi degree of

freedom and external seasonal covariates in the volatility equation. The full specification of

the model is

Yt =

p∑
i=1

ϕiYt−i + ξt

ξt = eft/2ϵt, , ϵt ∼ tν

ft = ω + βft−1 + α

(
(ν + 1)Y 2

t−1

νeft−1 + Y 2
t−1

− 1

)
+

Q∑
k=1

δsink sin (2kπωt) +

Q∑
k=1

δcosk cos (2kπωt) ,

The model is called the Beta-t-EGARCH model since the scaled lagged score has a beta

distribution if it is evaluated at the true parameter. The model can include a term typically

used to model leverage effects in financial returns. One standard model for studying temper-

ature time series can be the EGARCH model, as formulated by Erhardt and Engler (2018).

The model specification is:

Yt =
P∑
i=1

ΦiYt−i + ξt

ξt = σtϵt, ϵt ∼ N (0, 1)

log
(
σ2
t

)
= ω + αϵt + β log

(
σ2
t−1

)
+

Q∑
q=1

δsinq sin (2qπwt) +

Q∑
q=1

δcosq cos (2qπwt)

The cross-sectional distributions of the parameters for the two datasets used for the EGARCH

model are presented in Table (1.9) and Table (1.10)
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Cross-sectional distribution

Mean Min 25% Median 75% Max

Panel C: Marginal Model Parameters

ϕ1 0.749 0.634 0.719 0.752 0.783 0.855
ϕ2 -0.036 -0.148 -0.07 -0.031 0.001 0.036
ϕ3 0.011 -0.016 0.002 0.009 0.019 0.044
ϕ4 0.009 -0.023 0.003 0.011 0.015 0.028
ϕ5 0.007 -0.016 0.001 0.007 0.013 0.051
ϕ6 0.021 0.005 0.017 0.021 0.026 0.037
ω 0.789 0.024 0.141 0.622 1.467 1.784
α -0.023 -0.138 -0.099 -0.056 0.038 0.201
β 0.448 0.001 0.017 0.407 0.831 0.986
δsin1 0.107 -0.003 0.015 0.067 0.191 0.325
δcos1 -0.014 -0.252 -0.052 0.003 0.041 0.199
δsin2 -0.004 -0.108 -0.028 0.011 0.009 0.071
δcos2 -0.051 -0.174 -0.091 -0.032 -0.005 0.021

Table 1.9: Cross-sectional parameters distribution of ERA5 data (AR-EGARCH model)

Cross-sectional distribution

Mean Min 25% Median 75% Max

Panel C: Marginal Model Parameters

ϕ1 0.703 0.572 0.655 0.684 0.757 0.868
ϕ2 -0.107 -0.203 -0.120 -0.095 -0.087 -0.055
ϕ3 0.032 -0.011 0.023 0.040 0.043 0.064
ϕ4 0.013 -0.002 0.007 0.014 0.021 0.031
ϕ5 0.008 -0.016 0.003 0.011 0.014 0.018
ϕ6 0.011 -0.004 0.005 0.011 0.015 0.027
ϕ7 0.004 -0.011 -0.001 0.004 0.011 0.016
ϕ8 0.007 -0.015 0.001 0.006 0.016 0.025
ϕ9 0.016 0.001 0.013 0.016 0.021 0.024
ω 0.896 0.155 0.471 0.691 1.005 3.141
α 0.045 -0.161 0.017 0.052 0.092 0.342
β 0.623 0.001 0.541 0.729 0.813 0.937
δsin1 0.058 -0.052 0.014 0.041 0.069 0.291
δcos1 0.157 -0.189 0.065 0.095 0.167 0.868
δsin2 -0.019 -0.129 -0.026 -0.008 -0.002 0.021
δcos2 -0.053 -0.264 -0.076 -0.029 -0.008 0.029

Table 1.10: Cross-sectional parameters distribution of WS data (AR-EGARCH model)
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A.4 Maximum Likelihood Estimation

Univariate Modelling

Both the Beta-t-EGARCH and EGARCH models are observation-driven models. A key ad-

vantage of these models is their straightforward parameter estimation via maximum likelihood

(ML). Given a time series of observations Y1, . . . , YT from a conditional density py(Yt; Θ|Ft−1),

where Θ represents the model’s static parameters for conditional mean and variance dynam-

ics, we can estimate these parameters through standard prediction error decomposition and

subsequent maximization.

θ̂ = argmax
θ

LT (θ)

where LT =
∑T

t=1 py(Yt; Θ|Ft−1) is the loglikelihood of the observations. The estimation

process is simple as we can use gradient descent algorithms to estimate the parameters.

• log-likelihood function for AR-EGARCH, where ϵt ∼ N (0, 1)

log p(Yt; θ|Ft−1) = −1

2
log(2π)− Yt −

∑P
i=1ΦpYt−i
2σ2

t

− 1

2
log σ2

t

• log-likelihood function for AR-Beta-t-EGARCH, where ϵt ∼ tν

log p(Yt; θ|Ft−1) = log
Γ(ν+1

2
)

√
πΓ(ν

2
)ν

− 1

2
ft −

ν + 1

2
log

(
1 +

Yt −
∑P

i=1ΦpYt−i
νeft

,

)

where Γ(·) is the gamma function.

For more details regarding the properties of score-driven models, see Artemova et al. (2022).
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Multivariate Modelling

We consider a Student’s t and Gaussian copula in our empirical applications. The model can

be casted in the following form

xt = (x1,t, . . . xN,t) = (T−1
νC

(u1,t), . . . T
−1
νC

(uN,t))

for the vector of PITs (u1,t, . . . uN,t), where T
−1
νC

(·) is the inverse Student’s t CDF with νC

degree of freedom. This is the parameter responsible for the tail dependence. The factor

copula structure used has the following form

ui,t = T (xi,t; νC) , i = 1, · · · , N

xi,t =
√
Wt

(
λ̃′
izt + σiηi,t

)
+Wt

zt ∼ iid N (0, Ik) , ηi,t ∼ iid N (0, 1)

Wt ∼ iid IG
(νC
2
,
νC
2

)
, Wt ⊥ zt ⊥ ηi,t

Letting νC → ∞ we obtain the Gaussian copula structure. We have the following specifica-

tions for the log-likelihood function

log cStud (xt;R,ψC) = −1

2
log |R| − νC +N

2
log

(
1 +

x⊤
t R

−1xt
νC − 2

)
+ aStud (νC ,xt)

log cGauss (xt;R,ψC) = −1

2
log |R|+−1

2
x⊤
t R

−1xt + aGauss

where aStud (νC ,xt) and aGauss are constant terms that do not depend on the correlation

matrix R. Following Creal and Tsay (2015) we can express the dependence matrix R in the

following way

R = L̃⊤L̃+D,

L̃ =
(
λ̃1, . . . , λ̃N

)
,

D = diag
(
σ2
1, . . . , σ

2
N

)
,
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with factor loading specification

λ̃i =
λi√

1 + λ′
iλi

, σ2
i =

1

1 + λ′
iλi

This ensures that xi,t has unit variance by design. As mentioned, the factor copula structure

offers a significant computational advantage, namely that the determinant and the inverse of

R can be computed in closed form.

R−1 =D−1 −D−1L̃⊤
(
Ik + L̃D

−1L̃⊤
)−1

L̃D−1,

|R| =
∣∣∣Ik + L̃D−1L̃⊤

∣∣∣ · |D| .

where Ik represents the identity matrix and D is diagonal, simplifying the inverse compu-

tation. Given that the number of common latent factors k is typically much smaller than

the considered locations N , computing the inverse of
(
Ik + L̃D

−1L̃⊤
)−1

is notably faster

than calculating the inverse of the N × N matrix R. Table (1.11) and Table (1.12) present

the results of the factor copula models using residuals from the AR-EGARCH model, both

parametrically and empirically. Similar to the Score-Driven case, the parametric results out-

perform the empirical ones, with the MF-LT model using t copula specification consistently

showing the best performance. The number of groups is G = 22, as in the DCS model,

determined using the elbow method.
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Model νC LogL AIC # para

Gaussian factor copulas

MF 1,139,767 -2,279,446 44
MF-LT 1,276,632 -2,552,758 253

t-factor copulas

MF 13.31 1,232,987 -2,465,884 45
(1.78)

MF-LT 12.53 1,347,976 -2,689,876 254
(1.65)

Table 1.11: Factor copulas on G=22, Empirical resid - EGARCH

Model νC LogL AIC # para

Gaussian factor copulas

MF 1,193,478 -2,386,868 44
MF-LT 1,346,723 -2,692,940 253

t-factor copulas

MF 15.79 1,294,766 -2,589,442 45
(1.71)

MF-LT 16.78 1,414,353 -2,828,198 254
(1.59)

Table 1.12: Factor copulas on G=22, Parametric Residuals - EGARCH
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A.5 Monte Carlo Analysis

This section presents the Monte Carlo analysis of the static factor copula, focusing on both

the MF and MF-LT cases with a t specification. We test a simplified setting with respect to

the empirical application to check if the maximum likelihood estimate works. We consider

a reduced number of groups (hence a reduced number of parameters) and a minor temporal

depth for the time series. Following Oh and Patton (2018), we set the number of groups for

the MF case to G = 10, with a sample size of T = 1000 and N = 100 variables. The copula

model parameter is νC = 20, resulting in 21 variables to estimate. We assume loadings across

groups range from 0.25 to 2.50 in increments of 0.25 to ensure different magnitudes.

For the MF-LT case, we set G = 5 and νC = 10. The loadings across groups here are

drawn randomly in a range from 0.25 to 2.5. We performed Nsim = 10000 Monte Carlo

simulations for both cases. Table (1.13) and Table (1.14) presents the results. We note

that the parameters are estimated with a low bias, with the MF-LT model showing a higher

standard deviation for some factors.
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Parameters True Mean Std Dev Bias

λ1 0.250 0.255 0.078 -0.005
λ2 0.500 0.496 0.067 0.004
λ3 0.750 0.750 0.060 -0.000
λ4 1.000 1.002 0.056 -0.002
λ5 1.250 1.245 0.045 0.005
λ6 1.500 1.498 0.031 0.002
λ7 1.750 1.748 0.028 0.002
λ8 2.000 1.997 0.029 0.003
λ9 2.250 2.250 0.032 0.000
λ10 2.500 2.498 0.032 0.002
λ11 2.500 2.497 0.029 0.003
λ12 2.250 2.247 0.032 0.003
λ13 2.000 2.000 0.029 -0.000
λ14 1.750 1.747 0.030 0.003
λ15 1.500 1.504 0.032 -0.004
λ16 1.250 1.247 0.028 0.003
λ17 1.000 1.004 0.025 -0.004
λ18 0.750 0.751 0.022 -0.001
λ19 0.500 0.498 0.023 0.002
λ20 0.250 0.246 0.050 0.004
νC 20.00 20.102 0.093 -0.102

Table 1.13: Monte Carlo results for MF model
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Parameters True Value Mean Std Dev Bias

λ1 1.00 1.001 0.009 -0.001
λ2 2.50 2.500 0.015 0.000
λ3 1.75 1.750 0.059 0.000
λ4 0.75 0.750 0.070 0.000
λ5 2.00 1.999 0.072 0.001
λ6 0.25 0.257 0.027 -0.007
λ7 1.50 1.472 0.172 0.028
λ8 2.00 1.954 0.167 0.046
λ9 0.25 0.257 0.236 -0.007
λ10 2.00 2.009 0.115 -0.009
λ11 0.50 0.540 0.206 -0.040
λ12 2.50 2.472 0.118 0.028
λ13 1.50 1.513 0.148 -0.013
λ14 1.50 1.429 0.246 0.071
λ15 0.75 0.762 0.448 -0.012
νC 10.00 10.276 0.188 -0.276

Table 1.14: Monte Carlo results for MF-LT model
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A.6 cEDD

Figure (1.11) presents the cEDD metric for each year across the Italian provinces used as a

sample in the empirical application. The pattern mirrors the national level, with 2003 being

the highest value. We can compare our pricing approach to the widely used HBA analysis

for pricing weather derivatives, also known as index-based insurance. This method calculates

the mean and standard deviation of the empirical distribution of the index. For our entire

sample, we find

µ̂HBA = 118.94, σ̂HBA = 138.77.

These estimates are lower than those derived from the stochastic model for the index, in-

dicating that this simplistic approach may not effectively price such instruments due to the

rising trend and variability in temperature (see, for example, Taib and Benth (2012)). Over

the last 20 years, both the mean and standard deviation of the empirical distribution have

increased, due to the non-stationarity feature induced by the increasing trend in the temper-

ature process,

µ̂20y-HBA = 195.70, σ̂20y-HBA = 169.22.

The Monte Carlo simulation distribution from the DCS-t model reflects recent spatial vari-

ability in the index and incorporates an increasing trend with a higher mean.

µ̂DCS-t = 271.79, σ̂DCS-t = 167.09

To conclude, we compare our index with other indexes used for tracking extreme events.

In Figure (1.12), we plot the E3CI index for the summer heat stress component in Italy

(JJA). Qualitatively, the E3CI resembles our index, showing a clear peak in 2003 and the

highest values in the past decade.1. This is not surprising since we have taken inspiration

from the definition of the E3CI construction of the heat stress component for constructing

1The calculation of the heat stress component of the E3CI can be found on the index website
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Figure 1.11: cEDD Italy

our index and we used the same Reanalysis data. Our index, however, offers the advantage

of stochastic modelling of the weather variable, allowing the modelling of spatial dependence

and the generation of extreme correlated scenarios.
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Figure 1.12: E3CI - Heat Stress for summer season, Italy
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Chapter 2

EU-ETS Realized Volatility and

Option Pricing

The content of this chapter served as the foundation for the preprint Serafini and Bormetti

(2025).

2.1 Introduction

Over the past few decades, the global reliance on fossil fuels and petrochemical products

has drastically increased, accelerating the concentration of greenhouse gases (GHGs) in the

atmosphere. This has led to a significant shift in weather patterns, melting ice caps, rising

sea levels, and a higher frequency of extreme weather events such as hurricanes, droughts

and floods. The impact of climate change on both the environment and human society has

become undeniable, prompting international action to mitigate these effects. One of the key

responses has been the establishment of carbon markets, designed to reduce emissions by

allowing countries and companies to trade emission permits, primarily for carbon dioxide

(CO2). The Kyoto Protocol, adopted in 1997 and enforced in 2005, was a groundbreaking

initiative aimed at reducing GHGs and trying to reduce climate change on a global scale.

It introduced legally binding targets for industrialized nations to cut their emissions, laying
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the foundation for carbon trading schemes such as the European Union Emissions Trading

Scheme (EU ETS). Since its inception, the EU ETS has played a pivotal role in the global

carbon market, evolving into a crucial mechanism for controlling emissions. Under the EU

ETS, firms must hold enough emission permits by year-end to cover their CO2 emissions from

the previous year. The scheme allows the trading of these permits, influencing CO2 allowance

prices. As countries continue to develop and refine these carbon markets, the economic impli-

cations of carbon pricing on energy and commodity markets become increasingly significant,

further highlighting the need for collaborative international efforts to tackle climate change.

Price dynamics and determinants of European Union Allowances (EUAs) in the EU Emission

Trading System (EU ETS) are crucial for participating industries, financial intermediaries

managing risks, and policymakers assessing the system’s performance. As the EUA market

expands, a reliable pricing model for financial instruments traded in this market becomes

essential. Given the volatility of CO2 prices, forecasting this volatility is increasingly impor-

tant, directly influencing futures and options pricing. CO2 futures returns exhibit common

characteristics that are present in other commodities, such as volatility clustering and fat

tails. However, they also show long memory and asymmetric volatility responses to positive

and negative returns, which standard GARCH models fail to capture. This chapter analyses

the EU Emissions Trading System (EU-ETS) market. A key innovation of this work is the

use of tick-by-tick data. By utilizing this data for futures and options trades, our analysis

concentrates on volatility modelling and option pricing. This work’s primary contribution lies

in the modelling and forecasting volatility of EU Allowances (EUAs) futures. We calculate

daily realized volatility (RV), separating between continuous and discontinuous components.

We then apply a discrete-time reduced-form model, the LHAR-CJ model, which accounts for

leverage effects and jumps, to deepen our understanding of the volatility drivers in the EU-

ETS market. This analysis highlights the performance of various models and the importance

of leverage and jumps in volatility estimation and forecasting.
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The second contribution relies on option pricing, from both methodological and empirical

perspectives. Initially, we employ a discrete-time volatility model to estimate a continuous-

time multifactor stochastic volatility model under the historical measure P through the in-

direct inference method, reproducing the statistical features captured by the discrete-time

model. A major contribution here is the introduction of a new pricing kernel, designed to

risk-neutralize the estimates from the indirect inference method with three risk premiums.

The analytical tractability of this model allows us to compute the characteristic function, en-

abling the use of state-of-the-art fast Fourier pricing techniques, such as the SINC method,

for pricing and calibration. High-frequency data enable us to compare our method with

the discrete-time pricing model LHARG-ARJ, which incorporates observable volatility and

time-varying, persistent jumps. As part of the exponentially affine model class, its moment

generating function under the physical measure is available in closed form. The model is

risk-neutralized with a flexible pricing kernel which effectively manages equity, volatility, and

jump risks, keeping the model analytically tractable. This chapter is organized as follows.

Section 2.2 provides an overview of the EU-ETS market and key literature on economet-

ric modelling of volatility and EUA prices, and option valuation. Section 2.3 outlines the

modelling framework, beginning with the LHAR-CJ model specification, followed by the in-

direct inference approach and the introduction of a new pricing kernel for risk-neutralization.

This section concludes with a brief overview of the SINC Fourier pricing method and the

LHARG-ARJ model. Section 2.4 presents the empirical analysis, starting with exploratory

data analysis of the data, followed by results for volatility analysis, estimation using indi-

rect inference, and option pricing calibrating the risk-premia using the methodology outlined

previously. Section 2.5 presents the conclusion.
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2.2 The EU ETS Market

The EU Emissions Trading System (EU ETS) is the European Commission’s primary mecha-

nism for reducing greenhouse gas (GHG) emissions. The EU ETS encompasses large facilities

within GHG-intensive industries across the EU. Each European Union Allowance (EUA) per-

mits the emission of one tonne of CO2 or an equivalent amount of another GHG. The EU

ETS operates as a cap-and-trade system, wherein the European Commission sets a cap on

total emissions and issues a corresponding number of allowances for a given period. Firms

exceeding their allocated allowances can either purchase additional allowances from the mar-

ket or implement emission reduction measures. Surplus allowances can be sold, making the

right to emit CO2 a tradable asset. The cap-and-trade system ensures that marginal abate-

ment costs are equalized among firms, regardless of the initial allocation of allowances (see

Hintermann (2010) for details). By April 30 of each year, firms must surrender allowances

equivalent to their previous year’s emissions. A company that exceeds its emission targets

must pay a penalty for each tonne of excess CO2 emitted and is required to surrender the

missing allowances in the following year. The EU-ETS, established in 2005 by EU Directive

2003/87/EC, has undergone three trading periods and is now in its fourth phase. Phase I,

from 2005 to 2007, served as a pilot to test the market infrastructure. During this phase,

EUAs were freely distributed to emitting installations. The spot EUAs price started at

€8/ton on January 1, 2005, and rose to around €30/ton by July. It then fluctuated between

€20-25/ton for nearly six months before returning to €30/ton. Demand mainly came from

power producers, as most other market participants did not engage in buying or selling car-

bon allowances. Additionally, the demand for spot EUAs continued to grow, particularly

from power operators, and surged in winter due to rising energy prices, especially for gas.

After the first year of operation, the release of real-world emission data revealed that ex-

cessive EUAs had been allocated to businesses, resulting in an oversupply and a subsequent

drop in their price, which ultimately fell to zero by the end of the period due to their lack

of bankability for the second trading period. Phase II, from 2008 to 2012, marked the first
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commitment period of the Kyoto Protocol. Banking of allowances between years and trading

periods was introduced in this phase, reducing the risk of price collapses. Both in Phases

I and II, allowances were allocated based on the principle of grandfathering, meaning the

number of allowances a firm received was relative to its historical emission levels. In Phase I,

if an installation exceeds its emission target, the penalty was 40€/ton over the limit plus the

surrender of one allowance the following year. In Phase II, this penalty rises to 100€/ton,

maintaining the same principle. Carbon prices in Phase II have exhibited greater stability

compared to Phase I, for more technical details, see Alberola et al. (2009).

Phase III, running from 2013 to 2020, saw a shift from free allocation of EUAs based on

grandfathering to auctioning, alongside an active secondary market for these allowances.

Significant changes implemented by the European Commission in this phase include estab-

lishing an overall EU cap with allowances distributed to member states, imposing stricter

limits on offsets, restricting banking of allowances between Phases II and III, transitioning to

auctioning, and expanding coverage to more sectors. The European Commission revised the

ETS for this phase primarily because the market failed to generate significant investments

towards renewable energy and low-carbon technologies as expected. A major challenge in

the third trading period was the large surplus of EUAs carried over from the second period,

which led the EU to delay the auctioning of 900 million EUAs until the end of Phase III1.

This problem leads the Commission to introduce the market stability reserve (MSR) for the

fourth phase (with an early application during Phase III) to balance demand and supply by

adjusting auction volumes. Phase III will be the focus of our empirical study.

Phase IV started on 1 January 2021 and will conclude on 31 December 2028, during which

the EC plans to review the EU ETS Directive by 2026. In this phase, the MSR will be fully

implemented, with the commission setting more stringent reduction targets than in earlier

phases2. In addition to the EUA spot market, a substantial market exists for EUA derivatives

like options and futures. The futures market, especially for contracts close to expiration, is

1There were 1.7 billion excess allowances carried over from Phase II to Phase III.
2More details can be found here: Climate Action EU Commission - Start of phase 4 of the EU ETS
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more liquid and has higher trading volumes than the spot market, which is why it is the

focus of our study. Futures contracts expire in March, June, September, and December, with

December being the most liquid. These instruments are traded on the European Energy

Exchange (EEX) and the Intercontinental Exchange (ICE).

Since the establishment of the EU ETS, numerous studies have examined its market char-

acteristics and financial instruments. Several authors have utilized econometric methods to

analyze the spot and futures prices of EU emission certificates (EUA). For instance, studies

by Paolella and Taschini (2008), Seifert et al. (2008), Daskalakis et al. (2009), and Benz and

Trück (2009) focused on the stylized features of these prices during phases I and II. Numer-

ous studies have examined the price determinants of EUAs, particularly focusing on daily

spot prices, revealing connections between the carbon market and energy prices, climatic fac-

tors such as temperature and extreme weather events, as well as economic and geopolitical

episodes. Notable authors include Mansanet-Bataller et al. (2006), Alberola et al. (2007),

Alberola et al. (2008), Chevallier (2009), Hintermann (2010), and Hammoudeh et al. (2014).

Other studies have focused on the analysis of the volatility of this market. For example, Benth

et al. (2017) explored the volatility of EUA futures prices using stochastic volatility models,

while Kim et al. (2017) employed a stochastic volatility model with jumps to analyze EUA

futures and spot price dynamics. Additionally, research on the valuation of carbon futures

options have been conducted, starting by Carmona and Hinz (2011), who proposed reduced-

form models for risk-neutral allowance price dynamics. More recently, Sharon S. Yang and

Chang (2016) highlighted the importance of accounting for price jumps in option valuation,

while Fang et al. (2019) introduced a mixture lognormal price approach for valuation.

Few studies have utilized intraday data for this market. One of the earliest investigations,

conducted by Chevallier and Sévi (2011), focused on the realized volatility of 2008 futures con-

tracts. The author employed a simplified version of the HAR model to explore long-memory

effects in volatility, concluding that it outperformed traditional GARCH models. Rotfuß

(2009) analyzed price formation and volatility, finding that the classical U-shaped pattern is
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only partially observed in this market. Hitzemann et al. (2015) used intraday data to study

the effect of announcements on realized emissions, analyzing their effects on price, volume,

and volatility. They found that such events typically result in significant abnormal returns

on the event day, along with increased trading volumes and intraday volatility. Benschop and

Cabrera (2017) propose to model and forecast the realized volatility of EU-ETS with HAR

class models, providing evidence that this class of models outperforms benchmark models

such as the standard ARFIMA model in terms of model fit, in-sample and out-of-sample

forecasting. Our study contributes to this literature under several aspects, by modelling and

forecasting volatility using intraday data as well as option pricing

2.3 Modelling Framework

This section describes the models used in this work, beginning with the construction of

realized measures from tick-by-tick data to define the discrete-time reduced-form LHAR-CJ

model. This model will serve as an auxiliary component in the Indirect Inference framework

for estimating an affine multifactor continuous-time model with jumps (2-SVJ), allowing us

to estimate parameters based on the historical probability P. For option pricing, we will

perform a change of measure to a risk-neutral measure Q. We introduce a new pricing

kernel, to convert our dynamics into a risk-neutral framework through multiple risk premia.

Risk-neutralization maintains the model’s affinity property, enabling analytic closed-form

computation of the characteristic function. This methodology is justified due to the limited

liquidity of the market, resulting in few options trades in our sample. The section concludes

by recalling the SINC method of Baschetti et al. (2022) for fast Fourier pricing in continuous

time that will serve in the calibration of the pricing models and the LHARG-ARJ model

from Alitab et al. (2019), a discrete-time pricing model which features time-varying and

persistent jump intensity that we can estimate due to availability of high-frequency data and

then compare with the multifactor stochastic volatility approach.
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2.3.1 The LHAR-CJ Model

We work in a filtered probability space (Ω, (Ft)t∈[0,T ],F ,P). We assume that the logarith-

mic price of the European Carbon Futures (ECF) is noted as Xt and satisfy the following

assumption

Assumption 2.3.1. (Xt)t∈[0,T ] is a real-values process and can be put in the form of an Ito

semimartingale:

dXt = µtdt+ σtdWt + dNt,

where µt is predictable, σt is càdlag and Wt is the standard Brownian motion. The jump part

is dNt = cXtdJt, where Jt is a non-explosive Poisson process whose intensity is an adapted

stochastic process λt and cXt is an adapted random variable that measures the size of the jump

at time t. Size and time of a jump are i.i.d random variables and we have P({cXt = 0}) = 0,

∀t ∈ [0, T ].

We set our time window T = 1 day and we denote the daily close-to-close return as rt. We

study the quadratic variation of the process within this period. The quadratic variation of

the process Xt is defined in the following way

[X]t+Tt =

∫ t+T

t

σ2
sds+

Nt+T∑
j=Nt

c2Xj

We define the continuous component as [Xc]t+Tt =
∫ t+T
t

σ2
s ds and the discontinuous compo-

nent as [Xd]t+Tt =
∑Nt+T

j=Nt
c2j . These quantities are not directly observable and we need to

use consistent estimators. We divide the daily time interval [t, t + T ] into n evenly spaced

sub-intervals of length δ = T/n. On this grid, we have evenly sampled returns defined in this

way

∆j,tX = Xjδ+t −X(j−1)δ+t, j = 1, . . . , n

From now on, for simplicity of notation, we only write ∆jX to refer to this quantity. The

quantity δ basically defines the frequency for calculating the intra-day returns. The most
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important estimator of [X]t+Tt is the realized variance (see Barndorff-Nielsen and Shephard

(2002)), defined as:

RVδ(X)t =
n∑
j=1

(∆jX)2, (2.1)

which converges in probability to [X]t+Tt as δ −→ 0. We define the notations for the realized

estimators of the quadratic variation components as follows: V̂t represents the estimator

for [X]t+Tt , Ĉt for [Xc]t+Tt , and Ĵt for [Xd]t+Tt . To estimate the total quadratic variation,

we use 5-minute intraday returns. While other methods, such as Zhang et al. (2005) two-

scale estimator, can estimate quadratic variation using tick-by-tick data, we find that 5-

minute intervals are appropriate given the market’s limited liquidity at times. To differentiate

between continuous and discontinuous components, we employ the C-Tz test developed by

Corsi et al. (2010), preceded by data pre-treatment: we first calculate Jump-Adjusted returns

as described by Andersen et al. (2010), followed by a threshold-based trimming technique

outlined in Corsi et al. (2013). This procedure is essential for constructing the time series of

both continuous and discontinuous components of quadratic variation, as well as estimating

the number of intraday jumps nt and their sizes cXt . These quantities enable us to define the

LHARC-CJ model class and construct the likelihood for estimating the LHARG-ARJ pricing

model in Section 2.3.5. The estimators of [Xc]t+Tt and [Xd]t+Tt , along with further details

on this procedure, are available in Appendix B.1. The LHAR-CJ model is constructed by

combining heterogeneity in realized volatility, leverage, and jumps, utilizing daily, weekly,

and monthly frequencies. Figure (2.1) illustrates components of the LHAR-CJ model by

showing the lagged correlation function between Realized Volatility RVt and RVt−h for the

ECF futures series of Phase III, alongside its correlation to negative returns, positive returns,

and the jump component. The autocorrelation of realized volatility decays slowly, a well-

known characteristic. The lagged correlation between RVt and negative returns shows the

presence of a leverage effect, though it is relatively weak. The correlation with positive returns

is even weaker, leading us to focus on negative returns for our analysis. In contrast, the jump

component positively influences RVt and decays more slowly than the returns component.
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We use the variables specified in logarithmic scale as common practice, defining the averaged

aggregated variables over h days as follows (with jumps aggregated only):

log V̂
(h)
t =

1

h

h∑
j=1

log V̂t−j+1, log Ĉ
(h)
t =

1

h

h∑
j=1

log Ĉt−j+1,

r
(h)
t =

1

h

h∑
j=1

rt−j+1, Ĵ
(h)
t =

h∑
j=1

Ĵt−j+1.

To model the negative leverage effect, we define r
(h)−
t = min(r

(h)
t , 0). We define the LHAR-CJ

with the standard negative leverage effect as follows:

log V̂
(h)
t+h = c+ β(d) log Ĉt + β(w) log Ĉ

(5)
t + β(m) log Ĉ

(22)
t

+ α(d) log
(
1 + Ĵt

)
+ α(w) log

(
1 + Ĵ

(5)
t

)
+ α(m) log

(
1 + Ĵ

(22)
t

)
+ γ(d)r−t + γ(w)r

(5)−
t + γ(m)r

(22)−
t + ε

(h)
t

(2.2)

The parameters {c, β(d,w,m), α(d,w,m), γ(d,w,m)} along with i.i.d noise ε
(h)
t characterize the model

specified in Equation (2.2). This formulation incorporates well-known models for modelling

and forecasting realized volatility. When α(d,w,m) = γ(d,w,m) = 0, the leverage and jump

components are omitted, leading to Ĉt = V̂t, thus simplifying to the well-known HAR model

of Corsi (2009). If there is no separation of quadratic variation (i.e., α(d,w,m) = 0), the model

is identified as the LHAR model. When γ(d,w,m) = 0, it corresponds to the HAR-CJ model

proposed by Andersen et al. (2007), which treats continuous and discontinuous components

as separate explanatory variables. We estimate the LHAR-CJ and its variants using ordinary

least squares (OLS) with Newey-West covariance correction.
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Figure 2.1: Lagged correlation function between past values (RVt−h) and current daily real-

ized volatility estimates (RVt) as a function of h, along with negative returns r−t−h, positive

returns r+t−h, and jumps quadratic variation (Ĵt−h).
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2.3.2 Link with Continuous time models: The indirect Inference

approach

While volatility analysis is typically conducted in discrete time, continuous-time modelling

is essential for option pricing applications. This section provides an overview of the indirect

inference method developed by Gourieroux et al. (1993) to link continuous-time models with

HAR models (see Corsi and Renò (2012) for an application to the S&P of this methodology).

Indirect inference is a simulation-based method for estimating the parameters of a structural

model, consisting of two stages. First, an auxiliary model is fitted to the observed data. Next,

a binding function—either analytical or simulated—maps the structural model parameters

to the auxiliary statistic. Indirect inference then calibrates the structural model parameters

to minimize the distance between the estimated parameters of the auxiliary models. The

structural model we use is from the class of affine multifactor models with jumps that will

be presented in the next section. The auxiliary model is the LHAR-CJ and its submodels

(HAR and LHAR). Denote by β̂T the parameter vector of the auxiliary model estimated

on the data and θ the parameter vector of the structural model. Then, for a given θ, we

simulate S simulated replicas of the structural model with a fixed intraday frequency δ. We

estimate the series of the realized quantities on this simulated series and then we estimate

the auxiliary model on each replica. We denote these estimates by β̂sT (θ), with s = 1, . . . , S.

The structural parameter vector is then estimated by minimizing the following quantity

θ̂ST = argmin
θ

χ2
T (θ)

where

χ2 =

(
β̂T − 1

S

S∑
s=1

β̂sT (θ)

)′

ΩT

(
β̂T − 1

S

S∑
s=1

β̂sT (θ)

)
,

where ΩT denote a suitable positive-definite weighting matrix, that can be set as the variance-

covariance matrix of the auxiliary model parameters estimated from the data. The implied
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parameters of the auxiliary models are the average of β̂sT (θ̂ST ). In this way, the continuous-

time model estimated captures the stylized facts described by the discrete-time model. Fur-

ther details on the indirect inference estimator and its asymptotic properties can be found

in the Appendix.

2.3.3 Continuos-time Volatility modelling

In this section, we introduce the dynamics of our continuous-time model, first specified

under the physical probability P. This is because the calibration of the parameters through

indirect inference with realized measures occurs under this measure. Next, we will analyse

the risk-neutral dynamics of the model, the pricing kernel introduced and the mapping of

the parameters between measure P to measure Q

Dynamics under physical probability P

We specify the following dynamics under the historical probability P for the log-price of the

ECF

dXt = µ(σ1,t, σ2,t)dt+ σ1,tdW
X
1,t + σ2,tdW

X
2,t + cXdJt

dσ2
1,t = m1(σ1,t)dt+ Λ1σ1,tdW

σ1
1,t

dσ2
2,t = m2(σ2,t)dt+ Λ2σ2,tdW

σ2
2,t

(2.3)

where the Brownian motions are correlated in the following way

corr(dWX
1,t, dW

σ1
1,t ) = ρ1,

corr(dWX
2,t, dW

σ2
2,t ) = ρ2,

all other cross-correlations are zero. J is an independent Poisson process with intensity λ

and jump size cX ∼ N (µJ , σ
2
J). We denote for simplicity

m1(σ1) = κ1
(
ω1 − σ2

1,t

)
,

m2(σ2) = κ2
(
ω2 − σ2

2,t

)
.

69



Where kj is the speed of mean reversion and ωj is the long-run average variance of the process

for the factor j = 1, 2. This model yields several well-known specifications used in options

pricing:

• With σ2,t = 0 and J = 0, we retrieve the classic SV Heston (1993) model.

• With σ2,t = 0 and jumps allowed, we have the SVJ used in the work of Bates (2015)

and Bakshi et al. (1997).

• With σ2,t > 0 and JX = 0, we obtain double Heston 2-SV model used by Christoffersen

et al. (2009).

• With σ2,t > 0 and allowing jumps, we derive the 2-SVJ developed in Bates (2000).

The model in Equation (2.3) satisfies Assumption 2.3.1 and belongs to the class of affine

processes, along with the different specifications. Affine processes are popular in option

pricing because their characteristic function can be computed in closed form. This allows

for the use of efficient Fourier pricing techniques, such as the SINC method, enabling fast

and accurate option pricing. We use the indirect inference method to estimate this class of

models, as previously discussed.

Dynamics under risk-neutral probability Q

We now analyze the risk-neutral dynamics of the model defined in Equation (2.3). To main-

tain analytical tractability, we risk-neutralize the model using a pricing kernel from the

exponential affine family, which offers the flexibility to incorporate risk premia dependent on

multiple factors. We focus on the 2-SVJ model, the most general case. Risk-neutral versions

of other models can be derived by setting the risk premium of one variance factor to zero

and excluding the jump component when dealing with models that do not include jumps.

Assumption 2.3.2. We assume that the dynamics under P of the log-price Xt of the ECF

follows a 2-SVJ dynamic specified in Equation (2.3). We assume that there exists a pricing
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kernel Mt taking the form

Mt =M0

(
pt
p0

)ϕ
e
∫ t
0 δ(σ1,s,σ2,s)ds+ψ1(σ2

1,t−σ2
1,0)+ψ2(σ2

2,t−σ2
2,0), (2.4)

where ϕ is the parameter controlling the aversion of price risk while ψ1 and ψ2 are the variance

risk premiums for factor σ1,t and σ2,t respectively. The function δ(·) controls time preferences.

The pricing kernel is expressed as a function of the observed price: pt = eXt.

The main motivation for incorporating two factors for the variance is that empirical evidence

shows that the best models estimated using the indirect inference approach have two volatility

factors since a single factor fails to replicate the statistical features captured by the HAR

class models. A similar pricing kernel with a single volatility factor is presented by Bandi and

Renò (2016) and Christoffersen et al. (2013). This pricing kernel is monotonically decreasing

in prices when ϕ < 0, assuming the variance constant, and monotonically increasing in both

variance factors when ψ1 > 0 and ψ2 > 0, keeping prices constant. This lack of monotonicity

has been used to explain a variety of stylized facts regarding option prices and the implied

volatility puzzle. The following proposition provides a closed-form representation of return

and variance risk premia and the specification of the risk-neutral dynamic.

Proposition 2.3.1. Assume that we have price dynamics under P specified in Equation (2.3)

and a pricing kernel as specified in Equation (2.4). Denoting by r the risk-free rate, the risk-

neutral dynamics under Q is given by

dXt =

(
r − λ∗E[ec∗X − 1]− 1

2

(
σ2
1,t + σ2

2,t

))
dt+ σ2

1,tdW̃
X
1,t + σ2,tdW̃

X
2,t + c∗XdJ̃t

dσ2
1,t = m∗

1(σ1,t)dt+ Λ1σ1,tdW̃
σ1
1,t

dσ2
2,t = m∗

2(σ2,t)dt+ Λ2σ2,tdW̃
σ2
2,t

(2.5)
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where we have correlated Brownian motion

corr(dW̃X
1,t, dW̃

σ1
1,t ) = ρ1,

corr(dW̃X
2,t, dW̃

σ2
2,t ) = ρ2,

while J̃t is an independent Poisson process with risk-neutral intensity λ∗ and risk-neutral

jump size c∗X . The following results hold

m∗
1(σ1,t)−m1(σ1,t) = σ2

1,t(ϕρ1Λ1 + ψ1Λ
2
1)

m∗
2(σ2,t)−m2(σ2,t) = σ2

2,t(ϕρ2Λ2 + ψ2Λ
2
2)

λ∗ = λE[eϕcX ]

and, for all u ∈ R

E[eiuc∗X ] =
E
[
eiucX (eϕcX )

]
E [eϕcX ]

= exp

(
ϕσ2

J iu−
1

2
σ2
Ju

2

)

So we have that c∗X ∼ N(µJ + ϕσ2
J , σ

2
J)

Proof. See Appendix.

2.3.4 The SINC Fourier Pricing

We present in this section the SINC approach developed by Baschetti et al. (2022) for pricing

options. The approach is based on the following definition of Fourier pair

g(x) = F̄ [ĝ(κ)] =

∫
R
e−i2πxκĝ(κ)dκ,

ĝ(κ) = F [g(x)] =

∫
R
e+i2πxκg(x)dx,

where F̄ and F stand for the forward Fourier operator and the inverse Fourier operator,

respectively and g(.) is integrable. Under the assumption of null interest rate and dividend
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yield, i.e. r = 0 and q = 0, it exploits the following decomposition of a Plain Vanilla put into

Cash or Nothing (CoN) plus Asset or Nothing (AoN) options, i.e.

E[(K−ST )
+] = KE[1{xT<k}]−S0E[exT1{xT<k}], xT = log

(
ST
S0

)
, k = log

(
K

S0

)
(2.6)

with ST and K denoting the underlying price at time T and the exercise price, respectively.

We note as θ(x) the Heaviside step function and recognize that contour integration yields

θ(x) = F̄ [δ−(κ)] =

∫
e−i2πκxδ−(κ)dκ,

where δ−(κ) = i
2π

1
κ+iε

. Detailed explanations can be found in the Appendix. Thus, expressing

each expectation on the right side of Equation (2.6) in terms of the PDF of the log-return

xT , f(xT ), and the option’s payoff we can use the convolution theorem and the definition of

a Fourier transform (FT) to get the following expressions:

E[1{xT<k}] =

∫
f(xT )θ(k − xT )dxT = F̄

[
F [f(k)]F [θ(k)]

]
= F̄ [f̂(κ)δ−(κ)]

=
i

2π

∫
e−i2πkκf̂(κ)

1

κ+ iε
dκ , (2.7)

and

E[exT1{xT<k}] =

∫
exT f(xT )θ(k − xT )dxT =

i

2π

∫
e−i2πkκf̂

(
κ− i

2π

)
1

κ+ iε
dκ.

Note that the expectation defining the Asset or Nothing (AoN) put implicitly involves a

measure change under the assumption that exT is a unit martingale, i.e E[exT ] = 1.

Remark 1. For any η > 0, we can find Xl and Xh such that

∣∣∣∣1− ∫ Xh

Xl

f(xT )dxT

∣∣∣∣ < η,
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and the Shannon Sampling Theorem (Shannon (1949)) ensures that the Fourier transform of

the truncated function f(xT )1Xl≤xT≤Xh
can be completely recovered from a discrete (countable)

set of points. In particular

e−i2πkκf1{Xl≤xT≤Xh}

∧
(κ) =

∞∑
n=−∞

e−i2πkκnf1{Xl≤xT≤Xh}

∧
(κn)sinc[2πXc(κn − κ)], (2.8)

where κn = n/(2Xc), Xc = (Xh − Xl)/2, and the sinc function is defined in the usual way

as sin(x)/x, continuous in zero.

Basically, the concept is to truncate the integration range so that the tail contributions of

the PDF become negligible, allowing us to establish an upper bound on the approximation

error for the option price. Since we are using Fourier transforms, we can set the truncation

length 2Xc as the periodicity of the bounded density. For further details on selecting Xl and

Xh, see Baschetti et al. (2022) and the Appendix.

We can now recover both CoN and AoN put prices, but we will only track the CoN put for

brevity. As demonstrated, bounding the PDF enables us to apply the Sampling Theorem:

we substitute Shannon’s representation from Eq (2.8) into the CoN Equation (2.7), leading

to a straightforward formulation.

E[1{xT<k}] ≃ E[1{xT<k}1{Xl≤xT≤Xh}]

=
i

2π

∞∑
n=−∞

e−i2πkκnf1{Xl≤xT≤Xh}

∧
(κn)

∫
sinc[2πXc(κn − κ)]

κ+ iε
dκ (2.9)

Solving the inner integral in the sinc and truncating the infinite sum to a finite number of

terms gives

E[1{xT<k}] ≃
i

2π

N/2∑
n=−N/2

e−i2πkκnf1{Xl≤xT≤Xh}

∧
(κn)

[
− iπ1n=0 +

1− (−1)n

n
1n̸=0

]
.

The mathematical derivation of these results can be found in the Appendix. The final formula
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is obtained by replacing f1{Xl≤xT≤Xh}

∧
(κn) with f̂(κn) and noting that only the odd moments

in Fourier space are relevant for the computation.

E[1{xT<k}] ≃
1

2
+

2

π

N/4∑
n=1

1

2n− 1

[
sin(2πkκ2n−1)ℜ

[
f̂(κ2n−1)

]
− cos(2πkκ2n−1)ℑ

[
f̂(κ2n−1)

]]
.

(2.10)

Here ℜ and ℑ denote the real and imaginary parts, respectively. Notably, out of the N + 1

terms in the expansion, only N/4 survive, corresponding to the odd frequencies. The AoN

put price result is similar and can be found in the Appendix. We can now present the

following result.

Theorem 2.3.1. Let f̂ represent the characteristic function of the asset log-return xT =

log(ST/S0), and let k = log(K/S0) denote the option’s log-moneyness. The price of a plain

vanilla put option can be determined as follows:

E[(K − ST )
+] ≃ 1

2
(K − S0)

+
2

π

N/4∑
n=1

1

2n− 1

[
sin(2πkκ2n−1)ℜ

[
Kf̂(κ2n−1)− S0f̂(κ2n−1 −

i

2π
)
]

− cos(2πkκ2n−1)ℑ
[
Kf̂(κ2n−1)− S0f̂(κ2n−1 −

i

2π
)
]]

where κn = n
Xh−Xl

and the interval [Xl, Xh] is chosen so as to make the contribution from

the tails of the PDF negligible.

One of the most important features of the SINC approach is the fact that can be readily

adapted to the Fast Fourier Transform (FFT) method, giving a fast and accurate method for

pricing plain vanilla options. Assuming that we want to price options defined on a discrete

grid of strikes km = m2Xc

N
,−N/2 ≤ m < N/2. We can recover the price of digital put options
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as follows

E[eaxT1{xT<km}] ≃
i

2π

N/2∑
n=−N/2

e−i2πkmκn f̂

(
κn − a

i

2π

)[
− iπ1n=0 +

1− (−1)n

n
1n̸=0

]

=
i

2π

N−1∑
n=0

e−i
2π
N
mnqn

where

qn =



π
i

n = 0

f̂(κn − a i
2π
)1−(−1)n

n
n ∈ [1, N

2
)

0 n = N
2

f̂(κn−N − a i
2π
)1−(−1)n−N

n−N n ∈ (N
2
, N − 1]

We can recover the price for CoN setting a = 0 and for AoN with a = 1. The formula for

the put follows as putting together CoN with AoN as before.

To apply the SINC pricing approach, we need to determine the characteristic function (CF)

of our model. We derive the conditional CF of the 2-SVJ model, following the methods

in Duffie et al. (2000) and Pacati et al. (2018). The characteristic function of the other

sub-models are easily derived as a result.

Lemma 2.3.1. Under the model specified by the dynamics in Equation (2.5), the time t

conditional characteristic function of log-returns f̂x(z, xt, σ
2
1,t, σ

2
2,t, t, T

′) = EQ[eizx
′
T |Ft], for

T ′ > t, is given by

log f̂x(z; τ) = i (xt + (r − q)τ) z

+
∑
j=1,2

(
Axj (z; τ) +Bx

j (z; τ)σ
2
j,t

)
+ Cx

J (z; τ),

76



where τ = T ′− t, z ∈ C and the coefficients Axj , B
x
j and Cx

J are specified in the following way

Axj (z; τ) =
κjωj
Λ2
j

[
(cj − dj) τ − 2 log

(
1− gje

−djτ

1− gj

)]
Bx
j (z, τ) =

cj − dj
Λ2
j

1− e−djτ

1− gje−djτ

Cx
J (z; τ) = λτ

(
θJ(z)− 1− iE[ec∗X − 1]z

)
where θJ(z) is the characteristic function of the jump size and we have defined the parameters

cj = κj − izρjΛj,

dj =
√
c2j + z(i+ z)Λ2

j ,

gj =
cj − dj
cj + dj

,

Proof. See Appendix.
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2.3.5 The LHARG - ARJ Model

This section presents the LHARG-ARJ model by Alitab et al. (2019), which extends the

Realized Volatility LHARG model of Majewski et al. (2015) by incorporating a jump com-

ponent with time-varying intensity. We start by considering the class of processes outlined

in the Assumption 2.3.1. We rewrite the Itò martingale process in this way, with an explicit

definition of the Poisson Process

dXt = µtdt+ σtdWt +
Nt∑
i=1

cXi

Here, as before, the Brownian motionWt drives the continuous part of the volatility σt, while

the Poisson process captures the number of price jumps up to time t, with cXi
∼ N (µJ , σJ).

A key motivation for this approach is that tick-by-tick data allows for the observation of risk

factors influencing log-returns. An investor faces two risk types related to price variation:

one from continuous, normal price movements, represented by σ(s)dW (s), and another from

jumps due to extreme market events, denoted cXi
, where i ∈ {1, . . . , Nt}. Using Itô’s isometry

and the properties of the Poisson distribution we can specify the components of log-returns

variance as follows:

Var

[∫ t

0

σ(s)dW (s)

]
= E

{∫ t

0

σ2(s)ds

}
and Var

[
Nt∑
i=1

cXi

]
= E

{
Nt∑
i=1

|cXi
|2
}
.

The first equation identifies the continuous component of quadratic variation, denoted as

[Xc]t0 as per Section 2.3.1, while the second represents the expected value of jump or discon-

tinuous component, previously denoted as [Xd]t0. The expected value of the jump variation

is equal to

E
{
[Xd]t0

}
=
(
µ2
J + σ2

J

)
E {Nt} .
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Assuming investors are risk-averse to both types of price variation, the drift process can be

expressed as:

µt = rt+

(
Φc −

1

2

)
Ĉt + (Φj − η)

(
µ2
J + σ2

J

)
Nt,

where r is the risk-free rate, Ĉt is a consistent estimator of the continuous component of

the realized volatility as defined in Appendix B.1, Φc and Φj are the continuous and jump

components of the equity risk premium, respectively, and

η =
µJ +

1
2
σ2
J

µ2
J + σ2

J

.

The compensation of the equity premiums Φc and Φj by
1
2
and η, respectively, guarantee that

the conditional expectation of the price process is a martingale. Given these motivations,

the daily log-returns xt have the following dynamics

xt = r +

(
Φc −

1

2

)
Ĉt + (Φj − η)

(
µ2
J + σ2

J

)
nt +

√
Ĉtϵt +

nt∑
i=1

cXt,i
, (2.11)

where ϵt are i.i.d. standard normal random variables. Ĉt represents the estimator for the

continuous component of Realized Variance on day t, nt is the count of intra-day jumps on

day t, and cXt,i
denotes the jump sizes on day t, where i ∈ {1, . . . , nt}. The continuous

component of realized variance, Ĉt, is modelled using LHARG dynamics as per Majewski

et al. (2015). The next step, Ĉt+1, given day t information, is drawn from a non-centered

gamma distribution:

Ĉt+1|Ft ∼ γ̄(κ,Θ(Ĉt,Lt), θ) ,

with Ĉt =
(
Ĉ0, . . . , Ĉt

)
and Lt =

(
ℓ
(d)
0 , . . . , ℓ

(d)
t

)
. The function for Θ is given by:

Θ(Ĉt,Lt) = βdĈ
(d)
t + βwĈ

(w)
t + βmĈ

(m)
t + αdℓ

(d)
t + αwℓ

(w)
t + αmℓ

(m)
t . (2.12)
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The terms are defined as follows:

Ĉ
(d)
t = Ĉt, ℓ

(d)
t =

(
ϵt − γ

√
Ĉt

)2
− 1− γ2Ĉt,

Ĉ
(w)
t = 1

4

∑4
i=1 Ĉt−i, ℓ

(w)
t = 1

4

∑4
i=1

[(
ϵt−i − γ

√
Ĉt−i

)2

− 1− γ2Ĉt−i

]
,

Ĉ
(m)
t = 1

17

∑21
i=5 Ĉt−i, ℓ

(m)
t = 1

17

∑21
i=5

[(
ϵt−i − γ

√
Ĉt−i

)2

− 1− γ2Ĉt−i

]
.

These represent short-term, medium-term, and long-term volatility and leverage factors. The

jump component of daily log-return is modelled as a compound Poisson process with i.i.d.

normally distributed jumps

nt|λt ∼ Poisson (λt) and cXt,i
∼ N (µJ , σ

2
J),

The expected number of jumps depends on the time-varying intensity λt, whose dynamic is

described by an auto-regressive process

λt+1 = λ̄+ ξλt + ζnt , (2.13)

where λ̄, ξ, ζ are strictly positive parameters of the model. As follows from equation (2.13),

the jump intensity on day t+ 1 depends on the intensity λt and on the number of intra-day

jumps (nt) that occurred the day before. Notably, the shock nt is observable, similar to

the approach proposed in Christoffersen et al. (2015), where shocks are linked to the jump

component of integrated daily volatility. Thus, the intensity process is influenced by both

the number of intra-day jumps and their magnitude. The model separates the effects of jump

frequency from the realized jump size, with only frequency impacting intensity evolution. In

this sense, the model reflects discrete-time dynamics similar to the continuous self-exciting

behaviours of Hawkes processes, as discussed in Hawkes (1971); Daley and Vere-Jones (2003).

The model combines LHARG dynamics for realized variance with an Auto-Regressive Jump

intensity, where all variables, except the innovation process ϵt, are observable, simplifying
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estimation compared to models with latent processes. The estimation of the parameters of

the LHARG-ARJ model is done through Maximum Likelihood Estimation (MLE). The total

log-likelihood of the model is the sum of three components: Ly for daily log-returns, LĈ for

continuous quadratic variation, and LĴ for the discontinuous component. The specifications

of the three likelihood components can be found in the Appendix.

A key advantage of the LHARG-ARJ model is its inheritance of the affine property from

the LHARG class. Consequently, the conditional Moment Generating Function (MGF) takes

an exponential-affine form, which can be expressed in closed form using a set of recursive rela-

tions. The MGF of the log-return xt,T =
∑T−1

i=0 xt+i for the LHARG-ARJ model, conditioned

on the information available at time t, is given by

EP [ezxt,T |Ft] = exp

(
at +

22∑
i=1

bt,iĈt+1−i +
22∑
j=1

ct,jℓt+1−j + dt+1 (ξλt + ζnt)

)
, (2.14)

where the coefficients at, bt,i for i = 1, . . . , 22, ct,j for j = 1, . . . , 22, and dt+1 satisfy the

recursive relation outlined in Alitab et al. (2019).

To price options, we compute the moment generating function (MGF) under the risk-neutral

measure Q. The authors introduce a change of measure based on a discrete-time exponential

affine pricing kernel that incorporates multiple risk premia, based on the Esscher transform.

The pricing kernel has the following form

Mt−1,t =
e−δcĈt−δj Ĵt−ϕc

√
Ĉtϵt−ϕj

∑nt
i=1 cXt,i

EP

[
e−δcĈt−δj Ĵt−ϕc

√
Ĉtϵt−ϕj

∑nt
i=1 cXt,i |Ft−1

] , (2.15)

Equation (2.15) includes four parameters linked to different risk premia. The values of δc and

δj shape the variance risk premium, with δc related to Ĉt and representing the compensation

needed for uncertain future variance levels. Conversely, δj compensates for Ĵt, reflecting the

discontinuous part of the log-return process. The other two parameters, ϕc and ϕj, address

the equity risk premium. The term ϕc
√
Ĉtϵt covers risk from continuous price changes, while
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ϕj
∑nt

i=1Xt,i relates to abrupt price shifts. Risk-neutralization enforces arbitrage restrictions

and maps physical parameters into risk-neutral parameters that govern the dynamics under

Q through the risk premia parameters. The main mathematical results of this model are

included in the Appendix; for more details, see Alitab et al. (2019).

2.4 Empirical Application

2.4.1 Data

For our empirical analysis, we utilize tick-by-tick data of futures and options on futures trade

prices from the Intercontinental Climate Exchange (ICE) covering the period of phase III of

the EU ETS: from December 15, 2015, to December 15, 2020. The reference ticker for the

futures instrument is ECF, followed by a month and year abbreviation. We focus exclusively

on December-expiry futures, designated as ECFZ, since they are the most liquid in this

market. Moreover, the options on futures traded on the exchange have only the December

futures as underlying. In order to construct the time series of trade prices, we choose to

roll-over to the next December futures the day before the expiry date. From the tick-by-

tick data, we construct the time series of futures prices and log-returns at the frequency of

δ = 5 minutes. Given the low market liquidity on certain days (particularly in the early

years of our sample and when futures are far from maturity), we opted to use a five-minute

frequency that seemed more suitable for our sample. We present descriptive statistics of

ECF prices and intraday returns in Table (2.1). The market appears volatile, exhibiting a

high standard deviation in log returns, with prices varying from under 5 euros to over 30

euros over the past six years. The high kurtosis in log returns also emphasizes the extreme

events that occurred during this period. Trading occurs from 7:00 AM to 5:00 PM GMT,

resulting in 120 five-minute intervals per day. The dataset comprises 155,238 observations

spanning 1,283 trading days, including futures contracts on six underlying futures, from

ECFZ15 to ECFZ21. Figure (2.2) shows the ECF prices during Phase III, with vertical red
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lines marking the rollovers to the next December futures contracts. We observe a number

of extreme negative returns that align with significant geopolitical events concerning the

EU, particularly Brexit in 2016, which raised concerns about the UK’s potential exit from

the EU ETS, see Borghesi and Flori (2019) for details. The volatile conditions of 2020,

driven by the COVID-19 pandemic and widespread lockdown announcements across Europe,

created significant fluctuations in energy markets and a sharp decline in prices, impacting

the emissions market due to its correlation with other commodities, as outlined by Gerlagh

et al. (2020). A similar scenario unfolded in 2022 with the Russia-Ukraine war, which also

resulted in pronounced volatility and instability in this market since its connection to the gas

market, as highlighted in Cornago (2022). Figure (2.3) illustrates the log-returns, highlighting

volatility clustering and heteroskedasticity.

Futures prices Log returns(%)

Mean 15.16 0.00
Std 8.96 0.28
Minimum 3.88 -14.16
Maximum 32.33 6.89
Skewness 0.09 -0.95
Kurtosis 1.33 64.87

Table 2.1: Descriptive Statistics of Futures Prices and Log Returns calculate at δ = 5 minutes
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Figure 2.2: ECF Price, red lines indicate the roll-overs to the next maturity for futures

contract

Figure 2.3: Log returns of the ECF, red lines indicate the roll-overs to the next maturity for

futures contract
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Figure (2.4) illustrates the aggregated components of the realized variance used in the LHAR-

CJ model (in daily percentage unit) after the data pre-treatment outlined in Appendix (B.1).

Weekly and monthly realized variances are smoother versions of the daily realized variance,

highlighting long memory, volatility clustering, and significant spikes. Higher volatility peri-

ods are often triggered by major geopolitical events and influenced by auction effects, leading

to panic selling and substantial speculation. The mean realized variance is 9.6%, correspond-

ing to an annualized mean volatility of 49.5% (in line with values in Table (2.1)). The

Appendix offers additional exploratory analyses of the dataset, covering liquidity, plot of

quadratic variation components estimated, and the leverage effect.

Figure 2.4: RV daily, weekly and monthly of the ECF futures calculated at δ = 5minutes.

The horizontal black line indicates the mean value.

In phase III of the EUA market, options are traded under the ticker O:ECF with quarterly

maturities in March, June, September, and December. December options expire one trading

day before the underlying futures. Our dataset includes 520 options traded from December

2016 to December 2020, comprising 263 puts and 257 calls. We define moneyness as m =

K/St. The mean moneyness for calls is 1.24, while for puts it is 0.76, indicating that, on

85



average, the options are out of the money (OTM).Evidence shows that many deep-OTM

options were traded during turbulent market conditions, such as the 2020 price drop due to

COVID lockdowns, for both hedging and speculative purposes.

2.4.2 Estimation Model Results

The following subsections are organized as follows: we first present the results of the discrete-

time analysis on realized volatility using the LHAR-CJ class models, examining both in-

sample and out-of-sample performance. Next, we provide the maximum likelihood estimates

for the discrete-time LHARG-ARJ model. These estimates will be used to target specific

variables to improve the estimation of continuous stochastic volatility models via indirect

inference. Finally, we conclude by reporting the estimation of the multifactor stochastic

volatility model.

LHAR-CJ Estimation

The estimation process of the LHAR-CJ model and its sub-models is done through OLS

estimation with Newey-West covariance corrections. As outlined in Section 2.3.1, the data

were pre-processed following the methodology specified in Appendix B.1. Table (2.2) shows

that the HAR model yields daily and weekly coefficients of similar magnitude, while the

monthly component is significantly smaller and not significant. The model are estimated

in the daily percentage convention for all the variables involved. The LHAR model shows

that the coefficients for daily and weekly negative returns are the most significant, despite

having lower t-statistics than the volatility coefficients, with the weekly coefficient being less

significant. This may be due to a small correlation between lagged RVt values and negative

returns, as illustrated in Figure (2.1).
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HAR LHAR LHAR-CJ

c 0.229 0.235 0.281
(4.888) (4.666) (5.197)

β(d) 0.422 0.389 0.377
(12.977) (11.911) (14.364)

β(w) 0.421 0.423 0.275
(7.684) (7.885) (6.378)

β(m) 0.043 0.073 -0.040
(0.783) (1.191) (-0.058)

γ(d) -0.025 -0.026
(-2.767) (-2.812)

γ(w) -0.035 -0.047
(-1.978) (-3.143)

γ(m) 0.014 0.011
(0.446) (0.284)

α(d) 0.035
(2.305)

α(w) 0.020
(0.824)

α(m) 0.142
(5.251)

Table 2.2: In-sample Estimates of LHAR-CJ model and its submodels. Parenthesis indicate

the t-statistic of the coefficient.
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This suggests a weak leverage effect (for more evidence, see Appendix). We fitted all models

with both positive and negative leverage, since the commodity market may exhibit an ’in-

verse leverage’ effect, where volatility correlates more with positive returns (see, for example,

Carnero and Pérez (2019)). Our analysis indicates that the negative leverage effect is slightly

more significant than the positive one; therefore, we opted to use negative returns as covari-

ates in the LHAR-CJ class models, for details, see the Appendix. In the complete LHAR-CJ

model, we find that the volatility and leverage coefficients exhibit similar characteristics,

while the jump component has statistical significant monthly and daily coefficients. This

could be because the market experiences many phases of high volatility during which the

jump component remains high and persistent, contrasted with periods of low liquidity and

low volatility. This could explain that, since the heterogeneous aggregation in the LHAR-CJ

model, the monthly jump component is notably higher and more significant than the other

coefficients, as monthly aggregation yields a very high value. We evaluate the in-sample

performance of the model using the following metrics: AIC, BIC and adjusted R-squared.

Table (2.3) shows that while the LHAR and LHAR-CJ have the same AIC, the LHAR has

a lower BIC due to fewer parameters. Conversely, the LHAR-CJ has a slightly higher R-

squared value. We compared the HAR class models to benchmark models, including AR and

ARFIMA, which are commonly used to analyze long-memory properties of volatility in this

market, as done in previous studies such as by Benschop and Cabrera (2017). Notably, the

heterogeneous aggregation characteristic of HAR significantly improves performance, with

the HAR model class outperforming the others. An important task for risk management

is to forecast volatility. We evaluate our model’s out-of-sample forecasting performance, by

focusing on forecasting V̂ 1
t+1. We perform one-day ahead in-sample forecasts, re-estimating

the model daily at time t using an expanding window of observations up to t− 1. To assess

out-of-sample performance, we forecast realized volatility from December 1, 2019, to Decem-

ber 15, 2020, using a test set of 264 days. We measure forecasting accuracy with root mean

squared error (RMSE), mean absolute error (MAE), the QLIKE metric introduced by Patton

88



(2011), and the R2 from Mincer-Zarnowicz regressions. Table (2.4) shows that the LHAR

and LHAR-CJ models outperform the classic HAR, while the HAR class models exceed the

performance of simpler AR and ARFIMA models as before.

89



Model AIC BIC R2
adj

HAR 1423 1443 0.605
LHAR 1407 1443 0.618
LHAR-CJ 1407 1459 0.622
AR(22) 1478 1602 0.460
ARFIMA 1476 1601 0.448

Table 2.3: Full sample result model comparison

Model MSE MAE R2 QLIKE

HAR 0.127 0.285 0.540 1.606
LHAR 0.122 0.280 0.553 1.604
LHAR-CJ 0.122 0.280 0.559 1.603
AR(22) 0.150 0.308 0.478 1.607
ARFIMA 0.135 0.296 0.519 1.606

Table 2.4: Out of Sample sample result
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LHARG-ARJ Estimation

This section presents the estimation results of the LHARG-ARJ model, obtained through

maximum likelihood estimation, with the likelihood specification detailed in the Appendix.

The estimation results are reported in Table (2.5).

Parameter Estimates

Φc 3.0 (9e-01)
Φj -61 (5)
θ 9.3e-05 (3e-06)
κ 2.24
βd 4.2e+03 (3e+02)
βw 2.9e+03 (4e+02)
βm 6e+02 (3e+02)
αd 0.62 (0.01)
αw 0.42 (0.15)
αm 0.17 (0.37)
γ 5 (3)
λ̄ 2.2e-02
ξ 0.84 (0.02)
ζ 0.12 (0.02)
µJ -7.9e-03 (7e-04)
σJ 8.5e-03 (6e-04)
Ly 2890
LCRV -10258
LJRV 1951
Persistence CRVt 0.759
Persistence ωt 0.968

Table 2.5: Maximum likelihood estimates (standard errors in parenthesis) for LHARG-ARJ

on ECF Phase III

Parameters are reported according to the conventions of the paper of Alitab et al. (2019),

using daily not percentage units. Some results are qualitatively similar to those found fitting

the LHAR-CJ model in previous sections. The coefficients β{d,w,m} associated with the con-

tinuous component are the most significant, particularly the daily and weekly coefficients.
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The leverage component, described by the parameters α{d,w,m}, shows similar results for daily

and weekly but the monthly coefficient exhibits a high error associated, consistent with pre-

vious findings. Overall, the leverage effect does not appear to have a large magnitude. The

two risk premia parameters, Φc and Φj, corresponding to the continuous and discontinuous

components, are significant; notably, the second parameter is large and negative. This is

due to parameters that characterize the jump intensity distribution, where the mean µJ is

negative, and the standard deviation σJ is of the same order of magnitude as the mean. This

suggests that jumps are primarily associated with negative shocks. Moreover, in comparison

to the original study on S&P 500 data of Alitab et al. (2019), we observe a lower persistence

of volatility, while the jump persistence shows a slightly lower value. The jump intensity is

higher, while the leverage component is weaker.

We recall that these parameters are estimated under the historical probability P. For

option pricing, we will change the measure to map the parameters to a risk-neutral setting.
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Stochastic volatility models estimation via Indirect Inference

This section presents the results of the Indirect Inference calibration for stochastic volatility

models. We confirm, as noted in Corsi and Renò (2012) for the S&P500, that the HAR model

class is not suitable for calibrating one-factor stochastic volatility models (SV and SVJ) in

the EU-ETS market as well. The Indirect Inference method fails to converge using HAR class

models as auxiliary models and a single-factor model as a structural model, detailed results

are provided in the Appendix. We therefore focus on the stochastic volatility model with two

factors (2-SV and 2-SVJ). We begin our analysis by calibrating a 2-SV model and we employ

the HAR model as the auxiliary model, specifying the dynamics in Equation (2.3) with J = 0

and without leverage. For model identification, we set µ(σ1,t, σ2,t) = 0 and ω1 = ω2 = ω. We

use the time series of Ĉt as observables in the estimation of auxiliary HAR/LHAR models to

avoid effects from jumps. The structural model parameters are scaled and presented in daily

non-percentage terms, following the LHARG-ARJ model convention, which also improves

numerical stability in Indirect inference and Fourier pricing through SINC, while the implied

parameters follows the convention of Section 2.4.2. Errors in the estimates are computed

using the asymptotic result from Gouriéroux and Monfort (1997).

We use variance targeting techniques to reduce the parameter space dimension. We define

each ω as half the mean of the continuous component of the quadratic variation, while for

one vol-of-vol parameter, we target it based on the unconditional variance of the volatility

dynamics

Λ2 =

√√√√κ2

(
2
Var(Ĉ)

ω
− Λ1

κ1

)
,

Therefore, we need to estimate three parameters. Table (2.6) shows the estimates and the

corresponding implied HAR coefficients. The two-factor model effectively reproduces the

HAR coefficients, all estimates are inside the standard deviation of the implied parameters.

Notably, we observe a fast mean-reverting factor associated with high vol-of-vol, alongside a

slower mean-reverting factor with a half-life of approximately 20 days.
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Structural model:

dXt = σ2
1,tdW

X
1,t + σ2,tdW

X
2,t

dσ2
1,t = m1(σ1,t)dt+ Λ1σ1,tdW

σ1
1,t

dσ2
2,t = m2(σ2,t)dt+ Λ2σ2,tdW

σ2
2,t

Parameter Estimates Std. Errors

κ1 4.86e-02 4e-04
κ2 2.67 2e-02
[ω] 1.09e-01
Λ1 9.46e-03 4e-05
[Λ2] 3.2e-02
χ2 1.42e-03

Auxiliary model:

log Ĉ
(h)
t+h = c+ β(d) log Ĉt + β(w) log Ĉ

(5)
t + β(m) log Ĉ

(22)
t + ε

(h)
t

Parameter Estimated Implied

c 0.245 0.260
β(d) 0.465 0.453
β(w) 0.377 0.367
β(m) 0.029 0.042
σ2
ε 0.203 0.175

Table 2.6: Structural and Auxiliary Model Estimation Results (2-SV - HAR)
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This combination produces the desired volatility persistence. These findings qualitatively

align with those in Corsi and Renò (2012) and Rossi and de Magistris (2018) for the S&P

500, where the HAR model has a very strong convergence and the implied parameters are well

reproduced by a 2-SV model without leverage. However, our analysis quantitatively shows a

higher mean-reverting factor and greater vol-of-vol. We now estimate the full 2-SVJ model.

We incorporate a nonzero correlation coefficient to introduce a leverage effect by utilizing

negative returns in the auxiliary model. For the jump component, we target the mean and

standard deviation of jump intensity (µJ and σJ) through the estimates obtained from the

LHARG-ARJ model in the previous section. This enables us to use the LHAR model as

the auxiliary model instead of the LHAR-CJ model, which requires huge computational time

and many simulations in the indirect inference method to have enough statistics for fitting

the jump parameters as noted by Rossi and de Magistris (2018). The intensity is targeted

through the following relation

λJ =
E[Ĵt]

µ2
J + σ2

J

,

where E[Ĵt] is the sample mean of the estimated discontinuous jump component of the

quadratic variation. Furthermore, since parameter targeting allows us to reduce the di-

mensionality of the optimisation problem, we use the daily and weekly components of the

LHAR model that are the most significant while maintaning the identificability of the model.

This leads to a reduction in the variability of the estimation and the implied parameters are

well reproduced. We report our estimate in Table (2.7), where we note the magnitudes of the

mean-reversion and vol-of-vol coefficients remain unchanged, and we observe two negative

leverage components. The largest leverage component corresponds to the slow mean-reversion

factor, while the smallest is linked to the fast factor. This likely reflects an overshooting ef-

fect, as noted by Corsi and Renò (2012), where negative correlations at low frequencies are

often low or positive, and vice versa.
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Structural model:

dXt =
√
σ2
1,tdW

1
t +

√
σ2
2,tdW

2
t + dNt

dσ2
1,t = m1(σ1,t)dt+ Λ1σ1,tdW

σ1
1,t

dσ2
2,t = m2(σ2,t)dt+ Λ2σ2,tdW

σ2
2,t

Parameter Estimates Std.Errors

κ1 3.93e-02 4e-04
κ2 2.03 2e-02
[ω] 4.31e-04
Λ1 8.28e-03 8e-05
[Λ2] 3.20e-02
ρ1 -0.82 3e-02
ρ2 -0.11 1e-02
[λJ ] 0.72
[µJ ] -7.9e-03
[σJ ] 8.5e-04
χ2 1.4e-04

Auxiliary model:

log Ĉ
(h)
t+h = c+ β(d) log Ĉt + β(w) log Ĉ

(5)
t

+ γ(d)r−t + γ(w)r
(5)−
t + ε

(h)
t

Parameter Estimated Implied

c 0.278 0.278
β(d) 0.429 0.424
β(w) 0.386 0.381
γ(d) -0.026 -0.018
γ(w) -0.040 -0.036
σ2
ε 0.199 0.199

Table 2.7: Structural and Auxiliary Model Estimation Results (2-SVJ - LHAR)
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2.4.3 Option Pricing

In this section, we present the results of option pricing obtained through the LHARG-ARJ

model and our methodology introduced previously based on the 2-SVJ model. We begin by

applying a standard filter to our sample that excludes options with maturities shorter than

1 day or longer than 365 days. We define the implied volatility of our data in the following

way

Definition 2.4.1. The implied volatility of an allowance futures option is the volatility that

equates the option’s market price under the Black (1976) model. This model assumes that

the dynamic of the underlying futures price F (t, T ), where T is the settlement date, follows a

geometric Brownian motion (GMB). The risk-neutral price of the European allowances future

call and put option with strike K and maturity τ ∈ (t, T ) is given by

C = e−r(τ−t) (F (t, T ) ·N(d1)−K ·N(d2))

P = e−r(τ−t) (K ·N(−d2)− F (t, T ) ·N(−d1)) ,

where N(·) is the cumulative distribution function of the standard normal distribution, with

d1 =
ln(F (t,T )

K )+ 1
2
σ2(τ−t)

σ
√

(τ−t)
and d2 = d1 − σ

√
(τ − t). The implied volatility IV mkt is the value

of σ that equates the market price of the option, V mkt, with the theoretical price V (σ) under

the Black model (where V is a general notation for a call or a put option). There is no

closed-form solution to find implied volatility; numerical methods are typically employed to

iteratively solve for σ that satisfies the equation: V mkt = V (σ).

The IVmkt calculated in our sample has an average value of 60%, primarily due to the preva-

lence of out-of-the-money options. We now recall the calibration parameters involved in the

pricing for each model:

• For the LHARG-ARJ model, the risk-neutral calibration requires specifying the risk

premium parameters (ϕc, ϕj, δc, δj). According to Proposition 2.5.1, ϕc and ϕj are fixed
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by the no-arbitrage condition, while δc and δj are the risk-premia parameters to be

calibrated on the option data.

• The pricing using the 2-SVJ model estimated through indirect inference and adjusted

to a risk-neutral setting, involves three risk premium parameters (ϕ, ψ1, ψ2), specified

in the pricing kernel in Equation (2.4). The arbitrage condition outlined in the Propo-

sition (2.3.1) defines the condition of these parameters.

For the calibration procedure, we adopt a method based on the unconditional minimization

of the distance between the market-implied and the model-implied volatility. We calculate

option prices and implied volatility associated using the SINC method described in Sec-

tion 2.3.4, having the characteristic function in closed form for both models. For simplicity,

we set the risk-free rate r = 0. Palao and Ángel Pardo (2021) identified a negative systemic

convenience yield in carbon markets, enabling investors to exploit profitable arbitrage op-

portunities. This anomaly was further analyzed by Azzone et al. (2025), who attributed the

spread to the credit risk of compliance entities. For simplicity, we assume a zero convenience

yield in our analysis.

Denote as rpi the vector of risk-premia parameters of the model i = LHARG-ARJ, 2-SVJ.

We obtain the optimal values of risk-premia for each model through the following minimiza-

tion

argmin
rpi

{fobj(rpi)} .

The objective function fobj(rpi) minimizes the L2 norm of the difference between the implied

volatility obtained through the model i with the implied volatility of the market for each

option j, with j = 1, . . . , Nopt. This can be expressed as

fobj(rpi) =

√√√√Nopt∑
j=1

(
IVmod

j (rpi)− IVmkt
j

)2
,

In summary, the numerical procedures for both models are as follows:

98



• For the LHARG-ARJ model, we first estimate the parameters under the physical mea-

sure using MLE, with values detailed in Section 2.3.5. Next, we switch from the physical

to the martingale measure using the results from the Proposition 2.5.2 outlined in the

Appendix and calibrate the risk premia by computing prices using SINC.

• For the 2-SVJ model, we estimate the model through the indirect inference method,

with parameters reported in Section 2.4.2. The mapping to the risk-neutral setting is

performed using Proposition 2.3.1, and the model is calibrated by computing prices

with the SINC method.

Table (2.8) reports the calibrated risk premia for each model. We note that the the order of

magnitude of the parameters is different across the two models due to the different specifica-

tion of the pricing kernel. Indeed, in the new pricing kernel presented in this chapter, the two

variance risk premia are multiplied by a variation of the variance. Notably, the two factors

ψ1 and ψ2 exhibit distinct magnitudes: ψ1 affects the factor σ2
1,t, which features slow mean

reversion and low vol-of-vol, while ψ2 refers to the factor σ2
2,t, characterized by high mean

reversion and high vol-of-vol. The mapping of the parameters detailed in Proposition 2.3.1

lead to a descrease in the mean reversion speed and an increase in the long-term mean spe-

cific for each factor. The different risk premia allow us to distinguish the long-term mean

parameter for each factor in the risk-neutral dynamics, which was set equal in the estimation

of the model under P with indirect inference. The objective function fobj is of the same order

of magnitude across all models, with the 2-SVJ model performing best. Incorporating jumps

in the stochastic volatility calibration slightly improves pricing performance.
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Parameter 2-SV 2-SVJ LHARG-ARJ

ϕ -7.45e-03 -7.62e-03 —
ψ1 2.73e-03 2.73e-03 —
ψ2 1.51e-02 1.27e-02 —
δc — — -6.72e+02
δd — — -1.99e+03
fobj 4.57 4.04 5.53

Table 2.8: Unified parameter estimates for the 2-SV, 2-SVJ, and LHARG-ARJ models. For

parameters that do not apply to a given model, a dash (—) is used.

2.4.4 Pricing performances

The pricing performance is evaluated with the percentage Implied Volatility Root Mean

Square Error (RMSEIV ) introduced by Renault (1996), computed as

RMSEIV =

√√√√ 1

Nopt

Nopt∑
j=1

(
IVmod

j (rpi)− IVmkt
j

)2 × 100 ,

where Nopt is the number of options and the other terms represent the market and model

implied volatility. The IVmod is calculated as outlined in the previous section. We evaluate

the models across different moneyness m = St/K intervals to ensure a comparable number

of contracts in each of them. Due to the predominance of OTM and deep-OTM options in

our sample, we differentiate between three intervals: the first includes primarily OTM and

deep-OTM put options with m < 0.85; the second comprises mainly OTM and deep-OTM

call options with m > 1.1; and the third interval, 0.85 ≤ m ≤ 1, features a mix of call and

put options with less extreme moneyness.

Table (2.9) presents the RMSEIV values for various moneyness levels across the LHARG-

ARJ, 2-SV, and 2-SVJ models. All models exhibit similar performance with comparable

values across moneyness intervals, but the LHARG-ARJ performs slightly better in all cases,

especially in the moneyness interval of OTM and deep OTM calls for m > 1.1. The interval

that has the highest errors is the one with moneyness m < 0.85, consisting of OTM and
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deep-OTM puts. As expected, the 2-SVJ model outperforms the 2-SV model without jumps.

The impact of jumps is primarily observed in more extreme moneyness intervals; pricing

performance is similar for options within the moneyness range 0.85 ≤ m ≤ 1.1.

RMSEIV
Model \ Moneyness m < 0.85 0.85 ≤ m ≤ 1.1 m > 1.1
LHARG-ARJ 19.25 11.17 10.12
2-SVJ 19.80 11.96 11.33
2-SV 19.98 11.95 11.47

Table 2.9: Model comparison
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We will now assess the performance of the LHARG-ARJ and 2-SVJ models by considering

the maturity of options across four intervals: short-term options with τ < 50, medium-term

options with 50 < τ ≤ 90, longer-term options with 90 < τ ≤ 160, and finally, options with

long maturity where τ > 160. We report the results in Table (2.10).

The models exhibit similar performance with some differences across maturities. For very

short maturities, the LHARG-ARJ model consistently outperforms the 2-SVJ model in all

defined moneyness intervals. Both models, as before, consistently exhibit higher RMSEIV

for the interval m < 0.85 across all maturity intervals, likely due to the elevated implied

volatility of these put options, which exceeds the sample average. For medium-term options,

the 2-SVJ model performs better for options with less extreme moneyness (0.85 ≤ m ≤ 1.1),

while the LHARG-ARJ has lower RMSEIV value in the other two intervals. Notably, in the

third interval, the 2-SVJ model only outperforms the LHARG-ARJ model for m < 0.85 and

for the last interval composed of long-term maturities, the LAHRG-ARJ model remains the

best choice.

Maturity

Moneyness τ ≤ 50 50 < τ ≤ 90 90 < τ ≤ 160 160 < τ

Panel A LHARG - ARJ Implied Volatility RMSE

0.85 ≤ m ≤ 1.1 10.50 13.64 12.09 6.40
m < 0.85 29.35 18.47 11.67 19.41
m > 1.1 11.19 8.57 10.05 9.50

Panel B 2-SVJ Implied Volatility RMSE

0.85 ≤ m ≤ 1.1 11.97 11.19 13.21 8.67
m < 0.85 30.39 19.81 10.57 19.98
m > 1.1 12.34 9.39 12.40 10.21

Table 2.10: Pricing performances of the LHARG-ARJ and 2-SVJ model for different matu-

rities and moneyness intervals.
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2.5 Conclusion

Carbon markets are becoming increasingly vital for reducing emissions and boosting the

transition to a low-emission economy. A quantitative detailed analysis of these markets is

essential for market players and policymakers. In this chapter, we analyzed phase III of the

EU ETS market using high-frequency data. First, we construct the realized volatility series

disentangling continuos and discontinuos components. We then apply the HAR class model

to estimate and forecast realized volatility, finding that incorporating jump and negative

leverage improves the model’s fit and forecasts. We then used these models to estimate

multifactor stochastic volatility with jumps under historical measure P using the indirect

inference method. We find that two factors are required to replicate the volatility properties

of the market. Subsequently, we risk-neutralized the estimated models with a new pricing

kernel introduced, characterized by three risk-premium parameters. Calibration of the pricing

model, both with and without jumps, showed that including jumps slightly improves the

pricing performance. We compared our results with the LHARG-ARJ model, obtaining

similar performance on the analyzed options sample. To conclude, this chapter provides a

comprehensive quantitative analysis of the EU-ETS market, contributing to the modelling

and forecasting of volatility and presenting a new methodology for pricing options on carbon

futures.
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Appendix B

B.1 Realized Measures and Data Pre-treatment

This section outlines the estimator for both continuous and discontinuous components of

realized volatility, the jump detection test, the realized quantities for defining the LHAR-CJ

and LHARG-ARJ models, and the data treatment applied to our realized volatility series.

Barndorff-Nielsen and Shephard (2004) introduced the multipower variation estimator to

separate the continuous and discontinuous parts of quadratic variation, defined as follows

MPVδ(X)
[γ1,...,γM ]
t = δ1−

1
2
(γ1+...γM )

[T/δ]∑
j=M

|∆j−k+1X|γk .

As δ → 0, this quantity converges in probability to µγ
∫ t+T
t

σγ1+...+γMs ds for a suitable con-

stant µγ. Asymptotic properties of this estimator were analyzed in Barndorff-Nielsen et al.

(2006a) and Barndorff-Nielsen et al. (2006b). In practical applications, multipower variation

is typically employed to estimate the continuous component of quadratic variation, resulting

in the well-known bipower variation, defined as:

BPVδ(X)t = µ−2
1 MPVδ(X)

[1,1]
t = µ−2

1

[T/δ]∑
j=2

|∆j−1X| · |∆jX|,

where the constant µ1 ≃ 0.7979 and we have convergence in probability to [Xc]t+Tt as δ −→ 0.

To detect a jump on a specific day, we need to check for the presence of a discontinuity. We

utilize the method from Corsi et al. (2010) for the C-Tz test, a modified version of the z-test

by Barndorff-Nielsen and Shephard (2005). The original test assesses the difference between

the RV and BPV but suffers from finite-sample bias. To mitigate this, a strictly positive

threshold function, τs : [t, t+ T ] −→ R+, is introduced, satisfying the conditions outlined by

Mancini (2009).

lim
δ−→0

τ(δ) = 0, lim
δ−→0

δ log 1
δ

τ(δ)
= 0.
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In practice, the threshold function must decrease slower than the modulus of continuity of

Brownian motion to ensure convergence in probability. This can be accomplished using a

multiple of an estimator for the local spot variance:

τt = c2τ · V̂t,

where cτ is a scaling constant and V̂t can be estimated recursively as in Corsi and Renò (2012).

To define the C-Tz test we need to use the set of estimators called threshold multipower

variation introduced by Corsi et al. (2010), defined as:

TMPVδ(X)
[γ1,...,γM ]
t = δ1−

1
2
(γ1+...+γM )

[T/δ]∑
j=M

M∏
k=1

|∆j−k+1X|γk I{|∆j−k+1X|2≤ϑj−k+1

}.

The indicator function I(·) corrects the bias in multipower variation caused by consecutive

jumps. Additionally, to develop a test for detecting jumps with these estimators, we must

adjust for the finite-sample negative bias introduced by δ. This is achieved by defining a

class of corrected threshold estimators used to construct the C-Tz statistic. We define the

following quantity

C-TMPV
[γ1,...,γM ]
δ = δ1−

1
2
(γ1+...+γM )

[T/δ]∑
j=M

M∏
k=1

Zγk (∆j−k+1X,ϑj−k+1)

where the function Zγ(x, y) is defined as:

Zγ(x, y) =


|x|γ if x2 ≤ y

1
2N(−cϑ)

√
π

(
2
c2ϑ
y
) γ

2
Γ
(
γ+1
2
,
c2ϑ
2

)
if x2 > y

105



The C-Tz is then defined in the following way

C-Tz = δ−
1
2

(RVδ − C-TBPVδ) · RV−1
δ√(

π2

4
+ π − 5

)
max

{
1, C-TTriPVδ

(C-TBPVδ)
2

} ,

where C-TBPVδ = C-TMPV
[1,1]
δ , and C-TTriPVδ = C-TMPV

[4/3,4/3,4/3]
δ , for more details, see

Corsi et al. (2010). Under these assumptions, if dJt = 0, then C-Tz converges to N (0, 1) in

law as δ → 0. For a significance level α, we assess the daily jump component’s statistical

significance by comparing the C-Tz statistic to the standard normal quantile Φ1−α. If C-Tz >

Φ1−α, we reject the null hypothesis. Using the Threshold Bipower Variation (TBPVt) for

estimating the continuous component of quadratic variation3, when a jump is detected, we

attribute the difference RVt − TBPVt to the jump component: Ĵt = IC−Tzt>Φ1−α(RVt −

TBPVt). Specifically, following Section 2.3.1, we set V̂t = Ĉt = RVt and Ĵt = 0 on days when

we do not reject the null hypothesis. If the test rejects the null, we set Ĉt = TBPVt and

Ĵt = max(RVt−TBPVt, 0). The Ĉt series is then cleaned by removing extreme observations

likely caused by volatility jumps, using a threshold-based jump detection method as outlined

by Corsi et al. (2013). Finally, since our volatility estimator is based on returns during the

trading period (from market open to close), we rescale it to align with the unconditional mean

of squared daily returns (close-to-close), accounting for overnight returns as well. The C-Tz

identifies days with at least one jump but does not indicate the number of intraday jumps.

To determine the actual number of jumps, we follow the iterative procedure of Andersen

et al. (2010), using as outlined before δ = 5 minutes. Upon identifying a day with a jump,

we remove the largest 5-minute return and replace it with the day’s average return. We then

repeat the C-Tz test on the adjusted series. If the test fails to reject the null hypothesis,

we conclude that only one jump occurred. If the null is rejected, we identify another jump

and repeat the process until the null hypothesis is no longer rejected, resulting in a series

of intraday 5-minute jump returns. This method allows us to non-parametrically recover

3Defined as TBPVt = TMPVδ(X)
[1,1]
t
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the time series of daily jump counts, identified by nt, and jump sizes, cXt,i
. If the quantity∑nt

i=1 |cXt,i
|2 does not match IC−Tzt>Φ1−α (RVt − TBPVt), we scale cXt,i

to ensure consistency.

With the number and size of intraday jumps established, their contribution to the total daily

return is easily calculated. The daily jump-adjusted return series is obtained by subtracting∑nt

i=1 cXt,i
from the daily returns. A key advantage of the iterative non-parametric method

by Andersen et al. (2010) is that both the number of intraday jumps, nt and the size of the

jumps, cXi,t
, become observable quantities and can be directly used in the estimation of the

LHARG-ARJ model parameters via maximum likelihood, for more details refer to Alitab

et al. (2019).

B.2 The Indirect Inference Estimator

Theorethical Results

Following the framework and notation of Gourieroux et al. (1993), we present the properties

of the indirect inference method. The parameters of interest are those in vector θ, which

characterizes the data-generating process of the unobserved series yt. To ensure clarity and

simplicity, we concentrate on the dependence on past values of yt, addressing the pure time

series case. In our empirical application, yt represents the observed price time series, from

which we derive log returns that satisfy Assumption (2.3.1). We address the following two

assumptions regarding the structural and the auxiliary model.

Assumption 2.5.1. The process {yt} is a strictly stationary and ergodic process with tran-

sition density f 0
y (yt|Ft, θ), where Ft is the information set generated by the past values of yt.

This density is hard or impossible to evaluate analytically. The vector θ0 ∈ Θ ⊆ Rp contains

the true structural parameters and the parametric structural model for yt is correctly specified.

Assumption 2.5.2. A sample of T observations {zt}Tt=1 is generated as a function of the

structural model,

zt = g(yt), t = 1, . . . T,
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where generally g(·) is a linear/additive function. zt is usually defined auxiliary model.

These assumptions are standard in the II framework, requiring the process yt to be sta-

tionary with constant moments to be asymptotic valid; see Gouriéroux and Monfort (1997)

and Rossi and de Magistris (2018) for details. For instance, if the observed price of the ECF

is pt at a specific intraday frequency δ as previously defined, the auxiliary model zt can be

formulated as an additive function of the intraday returns, as the LHAR-CJ class models.

The parametric structural model for yt is a set of conditional distributions indexed by a set

of static parameters θ

Mθ = {fy(yt|Ft, θ), θ ∈ Θ}.

The correct specification assumption states that the true conditional probability density func-

tion, given past information, is identifiable within Mθ. The second assumption permits a

non-linear relationship between the observed series zt and the process yt. Specifically for

our applications, yt represents the price generated by a continuous-time stochastic volatility

model, while zt corresponds to a model from the LHAR-CJ class outlined in the previous

section. The Indirect inference framework consists of two steps: the estimation of the auxil-

iary model and the calibration. We denote by β the parameters of the auxiliary model. We

usually have β ∈ B ⊆ Rq, with q ≥ p for parameters model identification. The parameters β

can be by maximizing a criterion function QT (zt, β), where zT = (x1, . . . , zt)

β̂T = argmax
β

QT (zT , β)

This criterion function must meet specific technical assumptions (see Gouriéroux and Monfort

(1997)); It is also assumed to converge in probability to a non-stochastic limit:

p lim
T−→∞

QT (zT ; β) = Q∞(θ0, β).

This limit depends only on the unknown auxiliary parameter β and on the true parameter
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of the structural model θ0 ∈ Θ ⊆ Rp. As in Gourieroux et al. (1993) we made the following

Assumption 2.5.3. The limit for the criterion function QT (zT ; β) is continuos in β and

has a unique maximum:

β0 = argmax
β∈B

Q∞(θ0, β).

This allows us to introduce formally the binding function, that is the link between the

auxiliary model parameters and the structural model parameters. The binding function can

be defined as

b(θ) = argmax
β∈B

Q∞(θ, β).

In practice, what we have empirically is β̂T that is a consistent estimator of b(θ0). This is the

first step of the II framework. In the second step of the procedure, we simulate S trajectories

from the DGP of yt and on each simulated series we estimate the auxiliary model. We

indicate the auxiliary estimator based on the sth simulated path of the structural model for

some set of parameters θ as

β̂sT (θ) = argmax
β∈B

QT (y
(s)
t (θ); β),

where y
(s)
t (θ) = (y

(s)
1 (θ), . . . y

(s)
T (θ)) is the time-series of the structural model simulated for a

some set of parameters θ ∈ Θ. When T −→ ∞, β̂sT (θ) converges to the binding function b(θ).

The indirect inference estimator of θ is found by minimizing the distance βT and the average

of the estimates of the auxiliary parameters for each simulated path,

β̂ST =
1

S

S∑
s=1

β̂sT (θ).

The minimization is usually carried out under a given positive definite weighting matrix ΩT .

The structural parameter θ is then estimated by the following minimization problem

θ̂ST = argmin
θ

χ2
T (θ) (2.16)
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where

χ2 =
(
β̂T − β̂ST

)′

ΩT

(
β̂T − β̂ST

)
.

The estimator θ̂ST depends on the data through the parameters estimated on the auxiliary

model βT . We present the asymptotic results that can be found in Gouriéroux and Monfort

(1997) that are needed to compute asymptotic standard errors.

Assumption 2.5.4. The following assumptions hold

• The function QT (zT ; β) uniformly converge in β to a deterministic function Q∞(θ, β)

when T diverges

• The limit function Q∞(θ, β) has a unique maximum with respect to β, that is the binding

function b(θ)

• The functions QT (zT ; β) and Q∞(θ, β) are differentiable with respect to β

• The only solution of the asymptotic first order condition is associated with β0 = b(θ0)

• ∂b(θ0)
∂θ′

is a full-column rank matrix for having local identification.

The last assumption guarantees that the parameters of the structural model are locally

identified. To have global identification we need an injective binding function b(θ), for details

see Dhaene et al. (1998). Under these assumptions, we obtain the estimator θ̂ST defined in

Eq (2.16). Under other conditions specified in Gouriéroux and Monfort (1997) at page 86,

for T −→ ∞ and S fixed the estimator θ̂ST is asymptotically normal, with

√
T (θ̂ST − θ0)

d−→ N (0,W (S,Ω)) ,

where W (S,Ω) is given by Gouriéroux and Monfort (1997).
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Additional numerical results

Monte Carlo Analysis

We report a Monte Carlo analysis of the Indirect Inference method. Following empirical

applications, we estimate a 2-SV model using the LHAR as auxiliary model. We choose

parameters similar to those found empirically: one factor exhibits rapid mean reversion and

high vol-of-vol, while the other has slow mean reversion and lower vol-of-vol.We conducted

S = 1000 Monte Carlo simulations and present the results in Table (2.11). The parameters

are well estimated, with the true values falling within all confidence intervals considering

standard errors.

Parameter True Value Estimate Std. Error

κ1 6.00 6.32 2e-01
κ2 3.00e-02 2.89e-02 1e-03
ω 4.31e-04 4.29e-04 2e-05
Λ1 6.00e-02 6.41e-02 2e-03
Λ2 1.00e-03 1.12e-03 1e-04
ρ1 -0.10 -0.09 1e-02
ρ2 -0.50 -0.56 5e-02

Table 2.11: Monte Carlo Simulation Results. 2-SV structural model estimated with LHAR

as auxiliary model
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1 Factor Estimation

We present the results of the indirect inference estimator for one-factor stochastic volatility

models. Our findings indicate that single-factor models (SV and SVJ) do not adequately

replicate the coefficients of the HAR class models used as auxiliary models. We begin by

estimating an SV model without leverage using the HAR model as an auxiliary. The results,

shown in Table (2.12), reveal that the estimator does not converge, with a high loss function

and the implied parameters of the auxiliary model not being reproduced. The same applies

to the SVJ model, using the HAR-CJ model as auxiliary model. Results are presented in

Table (2.13). In both cases, the estimated mean volatility aligns with the empirical realized

volatility, but a single factor is insufficient to reproduce the other parameters of the auxiliary

model accurately.
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Structural model:

dXt = σ2
1,tdW

X
1,t

dσ2
1,t = m1(σ1,t)dt+ Λ1σ1,tdW

σ1
1,t

Parameter Estimates

κ1 2.81e-01
ω 9.94e-04
Λ1 1.52e-02
χ2 168.4

Auxiliary model:

log V̂
(h)
t+h = c+ β(d) log V̂t + β(w) log V̂

(5)
t + β(m) log V̂

(22)
t + ε

(h)
t

Parameter Estimated Implied

c 0.229 0.500
β(d) 0.422 0.792
β(w) 0.421 -0.047
β(m) 0.043 0.017
σ2
ε 0.182 0.182

Table 2.12: Structural and Auxiliary Model Estimation Results 1F (SV - HAR)
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Structural model:

dXt = σ2
1,tdW

X
1,t + cXdJt

dσ2
1,t = m1(σ1,t)dt+ Λ1σ1,tdW

σ1
1,t

Parameter Estimates

κ1 1.01e-03
ω 9.98e-04
Λ1 1.98e-03
λJ 7.75e-01
µJ -0.53
σJ 0.97
χ2 68.454

Auxiliary model:

log V̂
(h)
t+h = c+ β(d) log Ĉt + β(w) log Ĉ

(5)
t + β(m) log Ĉ

(22)
t

+ α(d) log
(
1 + Ĵt

)
+ α(w) log

(
1 + Ĵ

(5)
t

)
+ α(m) log

(
1 + Ĵ

(22)
t

)
+ ε

(h)
t

Parameter Estimated Implied

c 0.283 0.359
β(d) 0.409 0.415
β(w) 0.303 0.373
β(m) -0.029 0.074
α(d) 0.043 0.006
α(w) 0.036 0.009
α(m) 0.133 0.031
σ2
ε 0.182 0.182

Table 2.13: Structural and Auxiliary Model Estimation Results 1F (SVJ - HAR-CJ)
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B.3 Proof of results

Proof of Proposition 2.3.1. Given the price dynamics specified in Equation (2.3) and the

pricing kernel specified in Equation (2.4), we have

logMt − logM0 = ϕ(log(pt)− log(p0)) +

∫ t

0

δ (σ1,s, σ2,s) ds+ ψ1(σ
2
1,t − σ2

0) + ψ2(σ
2
2,t − σ2

2,0)

Hence we have

d logMt = ϕd log pt + δ (σ1,t, σ2,t) dt+ ψ1dσ
2
1,t + ψ2dσ

2
2,t

=(ϕµ (σ1,t, σ2,t) + δ(σ1,t, σ2,t) + ψ1m1(σ1,t) + ψ2m2(σ2,t)) dt+ ϕσ1,tdW
X
1,t + ϕσ2,tdW

X
2,t+

+ ψ1Λ1σ1,tdW
σ1
1,t + ψ2Λ2σ2,tdW

σ2
2,t + ϕcXdJt

Using Ito’s Lemma we can derive the dynamic for the process Mt

dMt =Mtd logM
c
t +

1

2
MtΞ(σ1,t, σ2,t)dt+Mt(e

ϕcX − 1)dJt

where

Ξ(σ1,t, σ2,t) = σ2
1,t

(
ϕ2 + 2ϕρ1ψ1Λ1 + ψ2

1

)
+ σ2

2,t

(
ϕ2 + 2ϕρ2ψ2Λ2 + ψ2

2

)
Now, define Y1,t = BtMt, where Bt = B0e

rt is the money market account with r the risk-free

rate. The dynamic of Y1,t has the following form

dY1,t
Y1,t

=
dMt

Mt

+ rdt

To ensure the absence of arbitrage, Y1,t must be a martingale, meaning the drift is zero. We

express this using the following notation 1
dt
Et[Y1,t] = 0. We define the return risk premium

as

µ̃(σ1,t, σ2,t) = µ(σ1,t, σ2,t)− r +
1

2
(σ2

1,t + σ2
2,t)
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Absence of arbitrage for Y1,t hence imply

δ(σ1,t, σ2,t) = −r(1+ϕ)−ϕ
(
µ̃(σ1,t, σ2,t)−

1

2
(σ2

1,t + σ2
2,t)

)
−(ψ1m1(σ1,t) + ψ2m2(σ2,t))−

1

2
Ξ−λE[eϕcX−1]

In the same way, consider Y2,t = ptMt. By Ito’s Lemma and using the result that E[dMt/Mt] =

−rdt we have

dY2,t
Y2,t

=
dM c

t

Mt

+
dpct
pt

+
(
ϕ(σ2

1,t + σ2
2,t) + ψ1Λ1ρ1σ

2
1,t + ψ2Λ2ρ2σ

2
2,t

)
dt+ (e(ϕ+1)cX − 1)dJt

The absence of arbitrage implies that 1
dt
Et[Y2,t] = 0 and we obtain the following equation

µ̃(σ1,t, σ2,t) = −σ2
1,t(ϕ+ ψ1Λ1ρ1)− σ2

2,t(ϕ+ ψ2Λ2ρ2)− λE[eϕcX (ecX − 1)]

Now consider Y3,t = MtΠ(t, pt, σ
2
1,t, σ

2
2,t) where Π(t, pt, σ

2
1,t, σ

2
2,t) is the value at time t of a

traded asset with payoff Π(pT ) at time T . Applying Ito’s lemma we get

dΠt =
∂Π

∂t
dt+

∂Π

∂p
dp+

1

2

∂2Π

∂p2
(σ2

1,t + σ2
2,t)p

2
tdt+

∂Π

∂σ2
1

dσ2
1,t +

∂Π

∂σ2
2

dσ2
2,t +

∂2Π

∂p∂σ2
1

ptρ1Λ1σ
2
1,tdt

+
∂2Π

∂p∂σ2
2

ptρ2Λ2σ
2
2,tdt+

1

2

∂2Π

∂σ2
1

Λ2
1σ

2
1,tdt+

1

2

∂2Π

∂σ2
2

Λ2
2σ

2
2,tdt

+ [Π(t, pte
cX , σ2

1,t, σ
2
2,t)− Π(t, pt, σ

2
1,t, σ

2
2,t)]dJt

The dynamic of Y3,t can be specified in the following way

dY3,t
Y3,t

=
dM c

t

Mt

+
dΠc

t

Πt

+
1

Πt

(
∂Π

∂p
(σ2

1,t(ϕ+ ψ1ρ1Λ1) + σ2
2,t(ϕ+ ψ2ρ2Λ2))pt

+
∂Π

∂σ2
1

σ2
1,tΛ1(ϕρ1 + ψ1Λ1) +

∂Π

∂σ2
2

σ2
2,tΛ2(ϕρ2 + ψ2Λ2)

)
+ cY3,tdJt

where

cY3,t =
Π(t, pte

cX , σ2
1,t, σ

2
2,t)e

ϕcX − Π(t, pt, σ
2
1, σ

2
2)

Π(t, pt, σ2
1, σ

2
2)
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By setting 1
dt
E[dY3,t/Y3,t] = 0 and simplifying we get

− rΠ(t, pt, σ
2
1,t, σ

2
2,t) +

∂Π

∂t
+
∂Π

∂p
(r + µ̃(σ2

1, σ
2
2))pt +

∂Π

∂σ2
1

m1(σ1,t) +
∂Π

∂σ2
2

m2(σ2,t) +
1

2

∂2Π

∂p2
(σ2

1,t + σ2
2,t)p

2
t

+
1

2

∂2Π

∂σ2
1

Λ2
1σ

2
1,t +

1

2

∂2Π

∂σ2
2

Λ2
2σ

2
2,t +

∂2Π

∂p∂σ2
1

ptρ1Λ1σ
2
1,t

+
∂2Π

∂p∂σ2
2

ptρ2Λ2σ
2
2,t +

∂Π

∂p
(σ2

1,tpt(ϕ+ ψ1ρ1Λ1) + σ2
2,t(ϕ+ ψ2ρ2Λ2))

+
∂Π

∂σ2
1

(σ2
1,tΛ1(ϕρ1 + ψ1Λ1) +

∂Π

∂σ2
2

(σ2
2,tΛ2(ϕρ2 + ψ2Λ2))

+ λE[eϕcX
(
Π(t, pte

cX , σ2
1,t, σ

2
2,t)− Π(t, pt, σ

2
1, σ

2
2)
)
] = 0

Now, for every traded asset with price Π(t, pt, σ
2
1,t, σ

2
2,t) we have

− rΠ(t, pt, σ
2
1,t, σ

2
2,t) +

∂Π

∂t
+
∂Π

∂p
(r − λ∗E[ec∗X − 1])pt +

∂Π

∂σ2
1

m∗
1(σ1,t) +

∂Π

∂σ2
2

m∗
2(σ2,t)

+
1

2

∂2Π

∂p2
(σ2

1,t + σ2
2,t)p

2
t +

1

2

∂2Π

∂σ2
1

Λ2
1σ

2
1,t +

1

2

∂2Π

∂σ2
2

Λ2
2σ

2
2,t +

∂2Π

∂p∂σ2
1

ptΛ1ρ1σ
2
1,t +

∂2Π

∂p∂σ2
2

ptΛ2ρ2σ
2
2,t

+ λ∗E[Π(t, ptec
∗
X , σ2

1,t, σ
2
2,t)− Π(t, pt, σ

2
1, σ

2
2)] = 0

If we now compare the last two equations, we get

m∗
1(σ1,t)−m1(σ1,t) = σ2

1,t(ϕρ1Λ1 + ψ1Λ
2
1)

m∗
2(σ2,t)−m2(σ2,t) = σ2

2,t(ϕρ2Λ2 + ψ2Λ
2
2)

λ∗E[ec∗X − 1] = λE[eϕcX (ecX − 1)]

λ∗E
[
Π
(
t, pte

c∗X , σ2
1,t, σ

2
2,t

)
− Π

(
t, pt, σ

2
1,t, σ

2
2,t

)]
= λE

[
eϕcX

(
Π
(
t, pte

cX , σ2
1,t, σ

2
2,t

)
− Π

(
t, pt, σ

2
1,t, σ

2
2,t

))]
(2.17)

From the last two relations, it follows that

λ∗ = λE[eϕcX ]
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and, for all u ∈ R

E[eiuc∗X ] =
E
[
eiucX (eϕcX )

]
E [eϕcX ]

= exp

(
ϕσ2

Xiu−
1

2
σ2
Xu

2

)

To conclude, the risk-neutral dynamic is given by

dxt =

(
r − q − λ∗E[ec∗X − 1]− 1

2

(
σ2
1,t + σ2

2,t

))
dt+ σ2

1,tdW̃
X
1,t + σ2,tdW̃

X
2,t + c∗XdJ̃t

dσ2
1,t = m∗

1(σ1,t)dt+ Λ1σ1,tdW̃
σ1
1,t

dσ2
2,t = m∗

2(σ2,t)dt+ Λ2σ2,tdW̃
σ2
2,t

Where we have

corr(dW̃X
1,t, dW̃

σ1
1,t ) = ρ1

corr(dW̃X
2,t, dW̃

σ2
2,t ) = ρ2

All other correlations, including those between the Poisson process and Brownian motions,

are zero.

Under risk-neutral

dσ2
j,t = κj(ωj − σ2

j,t) + σ2
j,tχ+ Λjσj,tdW̃

σj
j,t

Where χ = (ϕρjΛj + ψjΛ
2
j), j = 1, 2

dσ2
j = κjωj − σ2

j (κj − χ) + Λjσj,tdW̃
σj
j,t

= (κj − χ)

(
ωj

κj
κj − χ

− σ2
j

)
+ Λjσj,tdW̃

σj
j,t

= κ∗j(ω
∗
j − σ2

j ) + Λjσj,tdW̃
σj
j,t
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Proof of Lemma 2.3.1. We derive the conditional characteristic function of the 2-SVJ model,

following the calculations in Duffie et al. (2000) and Pacati et al. (2018). The characteristic

function takes the following form:

log f̂x(z; τ) = i (xt + (r − q)τ) z

+
∑
j=1,2

(
Axj (z; τ) +Bx

j (z; τ)σ
2
j,t

)
+ Cx

J (z; τ),

where τ = T ′ − t and the coefficients satisfy the following ODEs

∂Axj (z; τ)

∂τ
= κjωjB

x
j (z; τ)

∂Bx
j (z; τ)

∂τ
=

1

2
Λ2
j

(
Bx
j (z; τ)

)2 − (κj − izρjΛj)B
x
j (z; τ)−

1

2
z(i+ z)

∂Cx
J (z; τ)

∂τ
= λ

(
θJ (z)− 1− iE[ec∗X − 1]z

)
where θJ(z) is the characteristic function of the jump sizes c∗X . Given null initial condition

at τ = 0, the solution of this system of ODEs is

Axj (z; τ) =
κjωj
Λ2
j

[
(cj − dj) τ − 2 log

(
1− gje

−djτ

1− gj

)]
Bx
j (z, τ) =

cj − dj
Λ2
j

1− e−djτ

1− gje−djτ

Cx
J (z; τ) = λτ

(
θJ(z)− 1− iE[ec∗X − 1]z

)
For simplicity, we have defined the following parameters:

cj = κj − izρjΛj,

dj =
√
c2j + z(i+ z)Λ2

j ,

gj =
cj − dj
cj + dj

,

The characteristic function of other sub-models is easily obtained from this result.
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B.4 SINC Appendix

In this section, we provide the complementary mathematical result for the SINC method.

For a more detailed explanation please refer to the paper of Baschetti et al. (2022).

We start by recalling that the result in Equation (2.8) is based on the following result from

Shannon (1949). Let us consider a function c(x) whose domain is centered around the origin,

i.e. c(x): [−Xc, Xc] → R. Its Fourier transform is defined as

ĉ(κ) =

∫ Xc

−Xc

ei2πκxc(x)dx,

and the Fourier Inversion Theorem guarantees that the original function can be written

c(x) =
1

2Xc

∞∑
n=−∞

ĉ(κn)e
−i2πκnx.

An immediate consequence is that

ĉ(κ) =
1

2Xc

∞∑
n=−∞

ĉ(κn)

∫ Xc

−Xc

ei2π(κ−κn)xdx =
1

2Xc

∞∑
n=−∞

ĉ(κn)
ei2π(κ−κn)Xc − e−i2π(κ−κn)Xc

i2π(κ− κn)

=
∞∑

n=−∞

ĉ(κn)
sin[2π(κ− κn)Xc]

2π(κ− κn)Xc

=
∞∑

n=−∞

ĉ(κn)sinc[2π(κ− κn)Xc] =
∞∑

n=−∞

ĉ(κn)sinc[2π(κn − κ)Xc],

where we have used that the sinc is an even function, in the last equality.

Similarly, for a function z(x) defined over a bounded interval

Iz = {x : Xl ≤ x ≤ Xh},

we get back to the same case as above by properly shifting the function z, i.e.

c(x)
.
= z(x+Xm), Xm =

Xh +Xl

2
.
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Hence, knowledge of this next fact

ĉ(κn) =

∫ Xc

−Xc

ei2πκnxc(x)dx = e−i2πκnXm

∫ Xh

Xl

ei2πκnxc(x−Xm)dx = e−i2πκnXm ẑ(κn)

makes it not difficult to show that

ẑ(κ) =

∫ Xh

Xl

ei2πκxz(x)dx =

∫ Xc

−Xc

ei2πκ(x+Xm)z(x+Xm)dx

= ei2πκXm

∫ Xc

−Xc

ei2πκxc(x)dx = ei2πκXm ĉ(κ)

=
∞∑

n=−∞

ei2πκXm ĉ(κn)sinc[2π(κn − κ)Xc]

=
∞∑

n=−∞

ei2π(κ−κn)Xm ẑ(κn)sinc[2π(κn − κ)Xc],

The authors suggest selecting Xl and Xh according to the following constraints

∫ Xl

−∞
f(xT )dxT < 10−10,

∫ Xh

−∞
f(xT )dxT > 1− 10−10. (2.18)

Truncating the density of the asset log-price is a standard procedure in Fourier methods, as

done in the COS method of Fang and Oosterlee (2009).

We now outline the mathematical method to calculate the integral in Equation (2.9) and

then derive the final Equation (2.10), which is based on the definition of the modified Hilbert

transform H−.

Definition 2.5.1. The Modified Hilbert transform H− of a given function g is the result of

a convolution of the distribution δ−(x) with the function itself. This formally translates as:

H−[g(y)] =

∫
g(y − x)δ−(x)dx =

i

2π

∫
g(y − x)

x+ iε
dx.
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Using this definition we can compute integrals of the following form

∫
sinc[a(y − κ)]

κ+ iε
dκ =

2π

i
H−[sinc(ay)],

Then

H−[sinc(ay)] = F̄
[
F [sinc(ax)]F [δ−(x)]

]
=

π

|a|

∫
e−i2πκyθ(−κ)1

[− |a|
2π
<κ<

|a|
2π

]
dκ =

π

|a|

∫ 0

− |a|
2π

e−i2πκydκ

=
1

−2iy|a|
(1− eiy|a|),

where we utilize the property that the Fourier transform of the sinc function:

F [sinc(ax)] =

∫
ei2πκx

sin(ax)

ax
dx =

∫
ei2πκx

sin(ax)

ax+ aiε
dx

=
π

a

∫
ei2πκx

eiax − e−iax

2πi(x+ iε)
dx =

π

a

[
θ

(
κ+

a

2π

)
− θ

(
κ− a

2π

)]
=

π

|a|
1
[− |a|

2π
<κ<

|a|
2π

]
.

This is justified since the sinc function is regular at the origin, allowing us to shift the pole

along the imaginary axis (and adjust the contour) without affecting the integral. Therefore,

we conclude that our target integral has exponential-type solutions.

∫
sinc[a(y − κ)]

κ+ iε
dκ =

π

y|a|
(1− eiy|a|).

Selecting a = 2πXc and y = κn we get the following result

∫
sinc[2πXc(κn − κ)]

κ+ iε
dκ =

2π

i
H−[sinc(2πXcκn)] =

1

2Xcκn
(1− ei2πXcκn).

This leads to an explicit formula for the CoN put price, expressed through sine and cosine

functions that multiply the real and imaginary parts of the Fourier transform f̂ . Denoting
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the complex conjugate of the Fourier transform as f̂ †(·), we have:

E[1{xT<k}] ≃
i

2π

N/2∑
n=−N/2

e−i2πkκn f̂(κn)

[
− iπ1n=0 +

1− (−1)n

n
1n̸=0

]

=
1

2
+

i

2π

N/2∑
n=1

(1− (−1)n)

n

[
e−i2πkκn f̂(κn)− ei2πkκn f̂ †(κn)

]
,

which can be rewritten as

=
1

2
+
i

π

N/4∑
n=1

1

2n− 1

[
e−i2πkκ2n−1 f̂(κ2n−1)− ei2πkκ2n−1 f̂ †(κ2n−1)

]
.

Relying on Euler’s formula, we can rearrange the terms to obtain

E[1{xT<k}] ≃
1

2
− 2

π

N/4∑
n=1

1

2n− 1

[
cos(2πkκ2n−1)ℑ

[
f̂(κ2n−1)

]
+

− sin(2πkκ2n−1)ℜ
[
f̂(κ2n−1)

]]
.
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B.5 LHARG-ARJ Model Appendix

In this section, we provide the main mathematical results for the LHARG-ARJ Model. In

particular, we will provide the maximum likelihood estimation and the results relative to the

pricing kernel and the risk-neutralization of the process.

Maximum Likelihood Estimation

The log-likelihood function consists of a term for the daily log-return process and two terms

for the continuous and discontinuous components of the Realized Variance process. As

shown in equation (2.11), the jump-adjusted log-return x̃t = xt −
∑nt

i=1 cXt,i
is distributed as

N
(
r +

(
Φc − 1

2

)
Ĉt + (Φj − η) (µ2

J + σ2
J)nt, Ĉt

)
conditional on Ĉt and nt. Its contribution

to the log-likelihood is given by the following quantity:

Ly (Φc,Φj, µJ , σJ) = −
T∑
t=1


(
x̃t −

(
r +

(
Φc − 1

2

)
Ĉt + (Φj − η) (µ2

J + σ2
J)nt

))2
2Ĉt

+ log

(√
2πĈt

) .
The continuous component of the Realized Variance is modeled as a random variable from the

non-central gamma distribution γ̄(κ,Θ(Ĉt,Lt), θ). Its log-likelihood is given by the following

expression:

LĈ (Φc,Φj, µJ , σJ , κ, θ, βd, βw, βm, αd, αw, αm, γ) = −
T∑
t=1

(
Ĉt
θ

+Θ
(
Ĉt−1,Lt−1

))

+
T∑
t=1

log

 ∞∑
k=1

(
Ĉt

)κ+k−1

θκ+kΓ (κ+ k)

Θ
(
Ĉt−1,Lt−1

)k
k!

 .

The final log-likelihood term incorporates the jump component of the Realized Variance.

The jump variation Ĵ conditioned on the number of observed intra-day jumps nt, follows a

non-central chi-square distribution. Given that nt is Poisson distributed, the log-likelihood
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expression is as follows:

LĴ
(
λ̄, ξ, ζ, µJ , σJ

)
=

T∑
t=1

log

e−λt λnt
t

nt!

∞∑
m=0

e
−ntµ

2
J

2σ2
J

(
ntµ2J
2σ2

J

)m
m!

(∑nt

i=1 |cXt,i
|2
)nt+2m

2
−1
e
− 1

2σ2
J

∑nt
i=1 |cXt,i

|2

Γ
(
nt+2m

2

)
(2σ2

J)
nt+2m

2

 .

(2.19)

It is crucial to note that λt appears as a latent process in the expression (2.19). Thus,

optimizing the likelihood function depends on filtering λt. Since λt follows equation (2.13), the

latent intensity is recursively filtered at each optimization step based on the observed nt and

the intensity parameters λ̄, ξ, and ζ. Ultimately, the parameters defining the LHARG-ARJ

process are estimated by maximizing the total log-likelihood function L = Ly +LĈ +LĴ . To

reduce the dimensionality of the parameter space, the authors proposed a variance targeting

technique; for more details, see Alitab et al. (2019).

Risk neutral dynamics and Pricing Kernel

We present the pricing kernel used by Alitab et al. (2019) to risk-neutralize the LHARG-

ARJ model, formulated as a four-dimensional Esscher transform. This approach offers three

key advantages: it provides a clear financial interpretation of the parameters, the resulting

dynamics reflects a LHARG-ARJ process with risk-neutral parameters through a one-to-

one mapping of historical values, and it yields a semi-closed expression for the log-return

moment generating function under the risk-neutral measure. The pricing kernel is specified

in Equation (2.15). The pricing kernel has to guarantee the absence of arbitrage opportunity.

The following result from Alitab et al. (2019) holds

Proposition 2.5.1. If the dynamics of the underlying price is described by (2.11)-(2.13),

then the Esscher transform (2.15) is a stochastic discount factor if and only if the following

conditions are satisfied

ϕc = Φc and ϕj =
1

2
+
µJ + (Φj − η) (µ2

J + σ2
J) (1 + 2δjσ

2
J)

σ2
J

. (2.20)
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Proof. See Appendix B in Alitab et al. (2019)

Using the Esscher transform specified in Equation (2.15) to change the measure we obtain

the risk-neutral dynamics governing the return process. Notably, the risk-neutral log-returns

follow a LHARG-ARJ process where the risk-neutral parameters can be derived from the

historical counterparts via a one-to-one mapping. The following proposition holds:

Proposition 2.5.2. Under the risk-neutral measure Q - corresponding to the SDF specifi-

cation given by (2.15) - the log-return dynamics for the LHARG-ARJ model is governed by

equations (2.11)-(2.13) with parameters Φ∗
c, Φ

∗
j , κ

∗, θ∗, β∗
d, β

∗
w, β

∗
m, α

∗
d, α

∗
w, α

∗
m, γ

∗, µ∗
J , σ

∗
J ,

ω̄∗, ξ∗ and ζ∗. The mapping of the non-centered gamma process parameters has the following

form

β∗
d =

1
1−θy∗βd , β∗

w = 1
1−θy∗βw , β∗

m = 1
1−θy∗βm ,

α∗
d =

1
1−θy∗αd , α∗

w = 1
1−θy∗αw , α∗

m = 1
1−θy∗αm ,

θ∗ = 1
1−θy∗ θ , σ∗

J = σJ , γ∗ = γ + Φc ,

d∗ = 1
1−θy∗d , Φ∗

c = 0,

where y∗ = −δc + Φ2
c/2.

The mapping of the parameters relative to the jump component are:

µ∗
J = µJ − (ϕj + 2δjµJ)

σ2
J

(1 + 2δjσ2
J)
,

(σ∗
J)

2 =
σ2
J

(1 + 2δjσ2
J)
,

Φ∗
j =

(Φj − η) (µ2
J + σ2

J)

(µ∗
J)

2 + (σ∗
J)

2 + η∗,

ω̄∗ = ev̄ω̄,

ξ∗ = ξ,

ζ∗ = ev̄ζ,

with η∗ =
µ∗J+

1
2(σ∗

J)
2

(µ∗J)
2
+(σ∗

J)
2 and v̄ = −1

2
ln(1 + 2δjσ

2
J) +

(ϕj+2µJδj)
2σ2

J

2(1+2δjσ2
J )

− µJ(ϕj + δjµJ)

Proof. See Appendix C in Alitab et al. (2019)
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B.6 Additional Analysis

This section provides further analysis of the dataset and the key quantities involved. Fig-

ure (2.5) illustrates the estimated continuous and discontinuous components of quadratic

variation obtained after data pre-treatment outlined in Appendix B.1, which are used as

covariates in the LHAR-CJ model together with leverage effect. The jump variation has

stronger jump intensity and size at the beginning of the dataset, with some extreme values

clustered during periods of high volatility. The continuous component mirrors the total vari-

ation shown in Figure (2.4). The mean of the continuous component, Ĉt, is 8.6%, while the

mean of Ĵ is 0.97%. We now analyze intraday liquidity during Phase III of the EU-ETS

(from December 2015). Figure (2.6) shows a consistent increase in market liquidity after

2018. Prior to this, daily trades remained mostly below 2000. Overall, the dataset averages

2100 daily trades, with a peak of 9500 during the 2020. This low liquidity during the early

years of the dataset could also be the cause of high realized volatility during market events.

We aim to further explore the leverage effect and its implications. As noted in Section 2.4,

while the leverage effect in the LHAR model improves the fit, the associated coefficients ex-

hibit low t-statistics, with the monthly component being particularly insignificant. We opted

for negative leverage as it demonstrates superior in-sample statistics compared to positive

leverage, as shown in Table (2.14).

Model AIC BIC R2
adj

LHAR-CJ- 1407 1459 0.622
LHAR-CJ+ 1431 1482 0.610
LHAR- 1407 1443 0.618
LHAR+ 1419 1455 0.607

Table 2.14: Leverage Analysis LHAR-CJ model
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Figure 2.5: Realized Quantities with mean value marked with dashed red line: (a) Contin-

uous realized volatility time series estimates (Ĉt). (b) Jump Realized Volatility time series

estimated (Ĵt).
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Figure 2.6: Daily EU-ETS trading volume during the analyzed period.
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We can further analyze the leverage component in this market by fitting a GJR-GARCH

model to the close-to-close returns rt derived from tick-by-tick data. The model is specified

as following

rt = ϵt

σ2
t = ω + αt−1ϵ

2
t−1 + γϵ2t−11{ϵt−1<0} + βσ2

t−1

ϵt = σtet, , et ∼ N (0, 1)

Our estimates, shown in Table (2.15), indicate that the persistence parameter β is the most

significant, while the leverage parameter γ is positive, suggesting a negative leverage effect

but with a low t-statistic. Thus, we conclude that the negative leverage component exists

in this market, but with a small magnitude. We also provide an analysis of the options

Parameter Coefficient Std. Error t-statistic p-Value

ω 0.877 0.300 2.92 0.003
α 0.105 0.035 2.94 0.003
γ 0.090 0.065 1.53 0.097
β 0.767 0.054 14.01 0.000

Table 2.15: GJR-GARCH Model Estimation Results

sample used for pricing, which includes 257 call options and 263 put options. Table 2.16

reports descriptive statistics on the moneyness distribution of the sample. The data reveal

the presence of outliers at both low and high levels of moneyness. Additionally, we examined

the distribution of options across different maturities. Given the limited size of our sample,

we grouped the options into five maturity ranges. Table 2.17 presents the number of options

within each maturity interval. We observe that most options in our sample have a maturity

of less than six months. Finally, we tested the put-call parity relationship for options with

identical strikes and maturities. Our results confirm that the put-call parity holds in these

cases.
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m = St/K

mean 0.997
std 0.361
min 0.196
25% 0.761
50% 0.993
75% 1.148
max 3.241

Table 2.16: Moneyness statistics

Maturity Observations

0-0.1y 142
0.1-0.25y 101
0.25-0.5y 120
0.5-0.75y 63
0.75-1y 94

Table 2.17: Number of observations for maturity intervals
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Chapter 3

Weather Regimes

The idea and the material of this work involves the collaboration of Gian Piero Aielli (Uni-

versity of Bologna) and Ignazio Giuntoli (CNR).

3.1 Introduction

Climate change is a critical challenge of our time, leading to shifts in atmospheric dynamics

that result in more frequent and intense extreme weather events, altered precipitation pat-

terns, and temperature anomalies. A thorough understanding of the possible range of future

changes in weather and climate is vital for developing strategic approaches to mitigation

and adaptation. However, uncertainty in future projections arises from the nonlinear and

chaotic nature of the weather system (Lorenz (1963)) and the substantial internal variability

of atmospheric circulation (Deser et al. (2012)). Predictions from physics-based models are

sensitive to initial errors, making reliable forecasts difficult across all scales (Ferranti et al.

(2015)). A suitable framework for studying the internal modes of atmospheric variability is to

classify the large-scale circulation into recurrent and persistent patterns, commonly referred

to as weather regimes (WRs) (Michelangeli et al. (1995)) Each WR has a different impact on

the climate of the region considered. They influence surface weather and extremes, creating

conditions for winter cold spells, summer heat waves, and heavy precipitation. Additionally,
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they impact renewable energy generation on sub-seasonal scales, as analyzed by Grams et al.

(2017). Numerous studies have investigated how Weather Regimes (WRs) are generated by

Global Climate Models (GCMs) and assessed changes in the frequency of WR occurrences in

future scenarios simulated by the climate models in Coupled Model Intercomparison Project

(CMIP5 and CMIP6), as in Fabiano et al. (2021).

This chapter reviews the literature on the construction and application of weather regimes,

focusing on the Mediterranean region and examining the methodologies employed and their

limitations. The key contribution is the introduction of a statistically consistent pre-treatment

methodology developed by Aielli, which enables the construction of year-round regimes. This

is of particular importance as it allows us to have a historical series of regimes. This lays

the foundation for future research developments, such as using dynamical models such as

regime-switching models in order to have a probabilistic framework for analysing and pre-

dicting regimes. The chapter is organized as follows: Section 3.2 defines the primary concepts

of weather regimes and summarizes the main findings from the literature, focusing in par-

ticular on the Mediterranean region. Section 3.3 details the dataset and formally presents

the statistical pre-processing used to construct the year-round regimes, while also addressing

the limitations of traditional clustering techniques. The section concludes by presenting the

Mediterranean regimes derived with the data pre-treatment outlined. Section 3.4 concludes

considering potential further research using year-round weather regimes.

3.2 Concept and history of Weather Regimes

Weather regimes (WRs) are persistent atmospheric patterns that last from a few days to sev-

eral weeks, influencing weather over specific locations. First introduced by forecasters in the

late 1940s and further explored by Rex (1951) in his work on European blocking, WRs offer a

framework to represent large-scale atmospheric circulation through a limited number of quasi-

stationary and recurrent flow patterns. These patterns classify daily anomalous flows into
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predefined categories, making WRs especially useful for medium- to long-term weather pre-

dictions. WRs are also linked to extreme surface weather events like cold spells, heat waves,

and heavy precipitation, thus highlighting their broader impact. In the Euro-Atlantic sector,

WR research often focuses on the winter months dynamics, which are dominated by four

primary regimes: the positive and negative phases of the North Atlantic Oscillation (NAO+

and NAO–), the Scandinavian Blocking pattern, and the Atlantic Ridge pattern (Fabiano

et al. (2021)). These WRs influence weather patterns from Greenland and Iceland’s pres-

sure anomalies to high and low-pressure systems across Europe. The persistence of weather

regimes and their sensitivity to external forcings enhance predictability over extended ranges,

even as the predictability of synoptic perturbations decreases. This also presents a challenge

for numerical models to accurately represent weather regimes and predict transitions between

them (e.g., Ferranti et al. (2015); Grams et al. (2018)). The WR classification is practically

relevant because different WRs affect surface weather by influencing large-scale atmospheric

flow (Plaut and Simonnet (2001); Yiou and Nogaj (2004); Michel et al. (2012); van der Wiel

et al. (2019)). This affects the occurrence of extreme weather events. Additionally, local mid-

latitude weather is significantly influenced by cyclones associated with precipitation, wind,

and temperature extremes (see, for details, Shaw et al. (2016)). These extratropical cyclones

converge in the Euro-Atlantic region along the North-Atlantic storm track, and previous

studies have established a link between WRs and the location and orientation of cyclone

tracks (Ulbrich et al. (2009); Michel et al. (2012)). Recent studies, including Rojas et al.

(2013), have expanded the focus to Mediterranean WRs, which exhibit considerable spatial

variability due to diverse atmospheric circulation patterns. These WRs are influenced by

teleconnection patterns, such as the El Niño-Southern Oscillation (ENSO), yet the circula-

tion dynamics remain only partially understood (Ulbrich et al. (2012)). The Mediterranean

WRs can be summarized as follows:

• WR1 (meridional): Characterized by a geopotential height dipole with a positive

anomaly in the northwest and a negative anomaly in the east, WR1 is associated
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with the Scandinavian Blocking and Atlantic Ridge regimes.

• WR2 (zonal): Featuring strong westerlies, WR2 brings humid Atlantic air, showing

a negative anomaly in the northwest and a positive anomaly in the east, drawing

contributions from NAO+ and Scandinavian Blocking.

• WR3 : This regime is characterized by a positive geopotential anomaly centred over

southern France that leads to anticyclonic, dry conditions, closely resembling the NAO+

regime with drier Mediterranean winters.

• WR4 : With a negative anomaly over the Mediterranean, WR4 results in cyclonic

conditions and wet weather, similar to the NAO– regime.

These classifications, as highlighted by Giuntoli et al. (2021) and Rojas et al. (2013), are based

primarily on winter (DJF) conditions, consistent with standard practices in WR literature.

Weather regimes are typically derived from reanalysis data using dimension reduction tech-

niques, primarily Principal Component Analysis (PCA), referred to as Empirical Orthogonal

Function (EOF) analysis in this literature. The leading EOFs are calculated from large-scale

flow fields, such as geopotential height anomalies at 500 hPa or mean sea level pressure. Next,

these leading EOFs are clustered, typically using a k-means cluster algorithm to assign each

principal component to a specific cluster in the EOF phase space. This allows the computa-

tion of the pattern of the cluster mean anomaly in physical space. Before applying the EOF,

data is often preprocessed to remove synoptic-scale variability. However, the preprocessing

methods vary widely across studies. Additionally, the amplitude of large-scale flow anomalies

tends to be lower in summer than in winter. To address this, regimes are often defined for

different seasons or consecutive three-month periods and then blended. However, summer

and winter regimes are significantly different, and the regime behaviour during transition sea-

sons can fit into either category, resulting in no distinct definitions for spring and autumn.

Recently, Grams et al. (2017) introduced a methodology for constructing year-round weather

regimes that account for seasonal variability, identifying seven year-round regimes for Europe
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to examine their impact on renewable energy generation on sub-seasonal time scales. This

approach was also adopted by Lee et al. (2023), who developed year-round regimes for North

America. Our study focuses on the Mediterranean region. Giuntoli and Corti recently intro-

duced year-round weather regimes for this area, analyzing extreme precipitation using a data

pre-treatment methodology developed by Aielli. This methodology enables the construction

of year-round weather regimes that account for the seasonal variability of anomalies in a

statistically consistent way. We will use this approach in our work.

3.3 Data and Methods

Our analysis utilizes the ECMWF ERA5 reanalysis (Hersbach et al. (2020)), focusing on the

vectorized geopotential height field at 500hPa (z500) recorded daily from January 1, 1978, to

December 31, 2016. We concentrate on the Mediterranean region defined in the domain 10°W

to 40°E and 25°N to 50°N. The cell degree is 2.5° and forms a rectangular grid of dimensions

N = r×c, with r as the number of rows and c as the number of columns. Excluding February

29 from leap years for simplification, we have a total of T = 14, 235 daily fields, resulting in

a vector field dimension of N × T .

3.3.1 Anomalies Calculation

We report the methodology for calculating anomalies based on the procedures outlined by

Aielli. This method develops and improves on the idea of Grams et al. (2017), which con-

structs year-round weather regimes for the European region by eliminating the seasonal cycle

by computing the temporal standard deviation over a 30-day running window at each grid

point for each calendar time and normalizing the geopotential field by the spatial mean of

this running standard deviation in the EOF domain. Aielli’s new methodology effectively

filters trend and seasonality components in both mean and variance through a statistical co-

herent procedure, which is crucial for calculating annual weather regimes prior to dimension
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reduction and clustering methods. We now recall this methodology.

The dataset to be analyzed is denoted with {yt}Tt=1, where the data vector yt = (y1,t, y2,t, . . . , yN,t)
′

is recorded at a daily time-scale, t = 1, 2, . . . , T . For instance, yj,t may be the day-t geopo-

tential height for the j-th cell of a given domain. We assume that {yt}Tt=1 is the truncated

realization of a double infinite stochastic process, {yt}∞t=−∞. The means and variances of

{yt}∞t=−∞ , denoted with µj,t = E[yj,t] and σ2
j,t = E[(yj,t − µj,t)

2], are supposed to be well-

defined in each cell j = 1, 2, . . . , N . Rather than modeling {yt}∞t=−∞ directly, we model the

process of the weighted anomalies,

zj,t = ωj,t
yj,t − µj,t
σj,t

,

where ωj,t denotes the cell-specific weight, with j and t representing the specific cell and time

indices, respectively.

Letting d(t) = 1 + t mod 3651, we model the climate mean process, µj,t, specifying the trend

and the seasonality in the following way

µj,t = (a
(µ)
j + b

(µ)
j t) + c

(µ)
j,d(t), (3.1)

where a
(µ)
j and b

(µ)
j represent the cell-specific trend, and c

(µ)
j,d(t) defines the seasonality based

on the specific day t through d(t). Specifically, we have

c
(µ)
j,d(t) = c

(µ)
j,1 δd(t),1 + . . .+ c

(µ)
j,364 δd(t),364, (3.2)

where the dummy variables are defined as δd(t),i = 1 if d(t) = i, and δd(t),i = 0 otherwise, for

i = 1, . . . , 364.2

These variables are used to model the seasonality in the mean process by considering the

1For simplicity, we remark that we rule out every 29-th February from the sample period, getting 365
days per year.

2To avoid the dummy trap that induces collinearity, we excluded the term c
(µ)
j,365·δd(t),365 from the regression

equation
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contribution of a specific day during the year. For b
(µ)
j ̸= 0 the term a

(µ)
j + b

(µ)
j t implies a

deterministic linear trend in yj,t. If c
(µ)
j,d(t) ̸= 0 for some d(t) ∈ {1, 2, . . . , 365}, there will be

deterministic annual seasonality in yj,t. The variance processes σ2
j,t are modeled similarly to

µj,t, as

σ2
j,t =

(
a
(σ)
j + b

(σ)
j t
)
+ c

(σ)
j,d(t) .

where c
(σ)
j,d(t) is defined as in Equation (3.2). It’s important to note that the trend terms,

a
(µ)
j + b

(µ)
j t and a

(σ)
j + b

(σ)
j t, as well as the seasonal terms, c

(µ)
j,d(t) and c

(σ)
j,d(t), are specific to

each cell. Additionally, we do not impose any a priori constraints on the shape of these

cell-specific seasonalities. Possible specifications for the weight ωj,t include the following:

• Setting ωj,t = σj,t yields the traditional raw anomaly xj,t = yj,t − µj,t, which is a

zero-mean process.

• Setting ωj,t = 1 gives the standardized anomaly zj,t = (yj,t − µj,t)/σj,t, a zero-mean,

unit-variance process.

• If ωj,t = ωj = σj, where σ
2
j =

∑365
t=1 σ

2
j,d(t), the standardized anomaly is adjusted by the

annual variability of the raw anomaly.

• Using ωj = cos(θj) or ωj =
√

cos(θj), where θj is the latitude of the j-th cell (in

radians), weights the standardized anomaly by the cell’s latitude.

In this work, we will combine both annualized variability and latitude weighting, setting

ωj = cos(θj) · σj, resulting in

zj,t = cos(θj)σj
yj,t − µj,t
σj,t

.

We provide a framework for calculating standardized weighted anomalies that can be used

to compute year-round weather regimes. This methodology also incorporates simpler ap-

proaches that can be used to calculate anomalies.
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Estimation of weighted anomalies

We will now estimate the sample weighted anomalies, {zt}Tt=1. This estimation consists of

two steps: first, we estimate the parameters of the mean equation, and then we estimate

the parameters for the standard deviation using the zero-mean anomalies derived from the

first step. First, we need to estimate {µj,t}Tt=1, which involves determining the parameters

(a
(µ)
j , b

(µ)
j , c

(µ)
j,1 , c

(µ)
j,2 , . . . , c

(µ)
j,364) from Equation (3.1). This can be achieved by fitting a linear

regression using OLS.

yj,t = a
(µ)
j + b

(µ)
j t+ c

(µ)
j,1 δτ,1 + c

(µ)
j,2 δτ,2 + . . .+ c

(µ)
j,364 δτ,364 + ε

(µ)
j,t ,

where the dummy variables are defined as before. The estimator for {µj,t}Tt=1 is given by

µ̂j,t = â
(µ)
j + b̂

(µ)
j t+ ĉ

(µ)
j,τ , for t = 1, 2, . . . , T . Here, (â

(µ)
j , b̂

(µ)
j , ĉ

(µ)
j,1 , ĉ

(µ)
j,2 , . . . , ĉ

(µ)
j,364) represents the

OLS estimator of Equation (3.3.1). The estimator µ̂j,t is unbiased and consistent for µj,t.

Like {µj,t}Tt=1, the estimator for {σ2
j,t}Tt=1 is derived using OLS from the linear regression.

ŷ2j,t = a
(σ)
j + b

(σ)
j t+ c

(σ)
j,1 δτ,1 + c

(σ)
j,2 δτ,2 + . . .+ c

(σ)
j,364 δτ,364 + ε

(σ)
j,t , (3.3)

where we set ŷj,t = yj,t − µ̂j,t. The resulting estimator, denoted with σ̂2
t,j, is consistent

for σ2
t,j. Since σ̂2

j,t is a consistent estimator for σ2
j,t, the estimated annualized variability,

σ̂2
j =

∑365
i=1 σ̂

2
j,τ , is also consistent for σ2

j .

The final estimate of the weighted anomaly is

ẑj,t = cos(θj) σ̂j
yj,t − µ̂j,t
σ̂j,t

. (3.4)

The estimated weighted anomaly, ẑj,t, is consistent with the true anomaly, zj,t, since (µ̂j,t, σ̂
2
j,t)

consistently estimate (µj,t, σ
2
j,t).
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3.3.2 Regimes Calculation

In climate literature, defining weather regimes typically involves performing Principal Com-

ponent Analysis (PCA) on calculated anomalies. PCA is a dimensionality reduction tech-

nique that converts correlated variables into linearly uncorrelated principal components

(PCs). When applied to our vector of weighted anomalies ẑj,t, it yields the following repre-

sentation:

ẑt = Lut, (3.5)

where

• L is an N × N orthogonal matrix, that is L′L = IN , where IN is the N × N identity

matrix

• ut is a zero-mean, stationary, and orthogonal process.

The variables ut are vectors representing linear combinations of the elements of the anomaly

vector ẑt, also known as the Principal Components of ẑt. In the literature of weather regimes,

the PCs are usually referred as the empirical orthogonal function (EOF’s) of the anomalies.

PCA involves selecting a number of principal components (or EOFs) P < N (typically

corresponding to the P largest eigenvalues) to reduce the dimensionality of our dataset of

weighted anomalies and capture the majority of the variance of the original dataset, providing

insights into the dominant spatial-temporal patterns of variability in the climate anomalies.

For further details on this method, see the Appendix.

Let us rewrite Equation (3.5) more explicitly as



ẑ1,t

ẑ2,t
...

ẑn,t


=



l
(1)
1

l
(1)
2

...

l
(1)
n


u1,t +



l
(2)
1

l
(2)
2

...

l
(2)
n


u2,t + . . .+



l
(n)
1

l
(n)
2

...

l
(n)
n


un,t, (3.6)
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where l(j) = (l
(j)
1 , l

(j)
2 , . . . , l

(j)
n )′ denotes j-th column of L, and uj,t is the j-th entry of ut.

Equation (3.6) shows that the calculated anomalies are linear combinations of the columns

of L, with the coefficients being the entries of ut. In other words, the terms l(j)uj,t for

j = 1, 2, . . . , N represent independent contributions to the dynamics of ẑt.

For fixed P ∈ {1, 2, . . . , N}, let us partition L as L = [A,B], where A = [l(1), l(2), . . . , l(P )] is

N ×P and B = [l(P+1), l(P+2), . . . , l(n)] is N × (N −P ). We can rewrite Equation (3.5) in the

following way

ẑt = A× EOFt + ϵt

with EOFt = [u1,t, u2,t, . . . , uP,t]
′ and ϵt = B × [uP+1,t, uP+2,t, . . . , un,t]

′. Standard practice

typically sets ϵt = 0, allowing for an approximated dataset using EOFs that maintains most

of the original information while reducing its dimensionality. The selection of the number P

of PCs/EOFs to retain is arbitrary at this stage; generally, PCs that account for 70%-80%

of variance are chosen (Cassou (2008); Grams et al. (2017)), although not all retained PCs

may be needed for the clustering solution (Lee et al. (2022); Lembo et al. (2022)). Our

approach follows Ahn and Horenstein (2013), who demonstrate that a consistent estimate of

the number of PCs can be identified by maximizing the ratio of two consecutive eigenvalues

3.3.3 Clustering Technique

Following the calculation of anomalies and the dimension reduction step through PCA, the

standard method for calculating regimes involves using a k-means clustering algorithm. A

limitation of clustering algorithms is that the number of clusters k is a hyperparameter

that must be specified in advance. However, various data-driven methods, such as those

applied by Lee et al. (2023), can determine the most appropriate number of clusters. In

this work, we assume k = 4, consistent with previous studies of weather regimes in the

Mediterranean region (see Giuntoli et al. (2021)). The k-means algorithm iteratively identifies

k centroids to minimize the Euclidean distance between points and their assigned clusters.

A significant limitation of k-means is its reliance on randomly initialized centroids; bad
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initial centroids can result in convergence to a local minimum. To reduce the sensitivity

of the final clustering solution to initial seeds, 100 random initializations are performed

using the k-means++ technique. For further details, see the Appendix. A limitation of the

k-means algorithm is that it assumes all clusters have equal, spherical variance, resulting

in roughly equal numbers of observations and spherical shapes. We propose comparing k-

means with the Gaussian Mixture Model (GMM) for clustering weather regimes. GMM

offers greater flexibility in modelling clusters of varying variance by representing each cluster

as a Gaussian distribution with its own covariance matrix, as illustrated in Figure (3.1).

Additionally, GMM’s probabilistic nature allows for soft clustering, assigning probabilities

of membership to each data point. This feature is advantageous in situations when cluster

boundaries are unclear, allowing the model to express uncertainty in cluster membership. In

contrast, k-means performs hard clustering, which can lead to misclassifications, especially in

overlapping regions of the data. Lastly, GMM allows for the of use metrics such as the Akaike

Information Criterion (AIC) or the Bayesian Information Criterion (BIC) to determine the

optimal number of clusters.

We propose to compare the k-means and GMM approaches to examine the differences in

probability assignments of weather regimes between the two methods. This comparison

could also be applied to other issues involving WRs, such as seasonal predictability in the

Mediterranean (as studied by Giuntoli et al. (2021)), but that is outside the scope of this

work.
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Figure 3.1: (a) Random generation of three clusters of data points drawn from different

normal distributions. (b) K-means clustering, the algorithm gives more importance to larger

clusters. (c) GMM clustering clearly distinguishes the three clusters (d) AIC and BIC metrics

indicate that the preferred number of clusters is three.
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3.3.4 Year-Round Mediterranean WRs

This section presents the Mediterranean regimes identified through the data pre-treatment

technique described previously. Figure (3.2) illustrates these regimes, derived using k-means

clustering, specifically for the winter period (DJF) to facilitate comparisons with other stud-

ies. The first and third regimes are the most frequent, while the WR-2 Zonal regime has

the lowest probability. This contrasts with other findings in the literature, where the WR-4

Cyclonic regime was least frequent. Nonetheless, the overall frequency aligns with those from

other prediction system datasets reported by Giuntoli et al. (2021). We conclude that the

pre-treatment yields regime frequencies consistent with previous studies, but further analy-

sis is needed to understand how the frequency trends of different regimes evolve with this

pre-treatment and how the clustering technique influences these results.
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Figure 3.2: Mediterranean WRs (DJF) obtained through our data pre-treatment. Variance

explained by PCA 73%
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3.4 Conclusion and Further Research

This chapter presents the ideas of a work that is at a preliminary stage. We have defined

what weather regimes are, why they are used and the methodology used in the literature to

construct them. We have pointed out how the clustering techniques used in the literature

may not take into account the different variability of the regimes and also don’t incorporates

uncertainty and variability in regime classifications. The main contribution lies in proposing

a statistically consistent technique for constructing year-round regimes. This opens the door

for the use of dynamic regime-switching methods for the classification and prediction of these

regimes. Further analysis on these topics are currently in progress.
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Appendix C

C.1 Principal Component (EOF) Analysis

Possibly the most widely used multivariate statistical technique in the atmospheric sciences

is principal component analysis, often denoted as PCA. The technique became popular for

analysis of atmospheric data following the paper by Lorenz (1956), who called the technique

empirical orthogonal function (EOF) analysis. Both names are commonly used, and refer to

the same set of procedures. PCA reduces a data set containing a large number of variables

to a data set containing fewer new variables. These new variables are linear combinations

of the original ones, and these linear combinations are chosen to represent the maximum

possible fraction of the variability contained in the original data. Given the vector field of

weighted anomalies zt = (z1,t, . . . zN,t), this algorithm linearly transforms the data onto a

new coordinate system such that the directions (principal components) capturing the largest

variation in the data can be easily identified. Suppose that the sample covariance matrix of

data, identified by Σz, has spectral decomposition

Σz = LΛL =
N∑
j=1

λjljl
′
j

where the eigenvalues are λ1 ≥ λ2 ≥ . . . ≥ λk ≥ λk+1 ≥ . . . ≥ λN with Λ = diag(λ1, . . . λN)

and L contains the eigenvectors of Σz. The PCs are obtained sequentially; the j-th PC is

determined by solving the following optimization problem:

max
v:||v||=1

v′Σzv (3.7)

subject to

l′kv = 0, k = 1, . . . , j − 1 (3.8)
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It is easy to prove that the solution to this constrained maximization problem is v = lj and

the maximum in this case is equal to the eigenvalue λj. Geometrically, the first eigenvector,

l1, indicates the direction with the highest variability among data vectors is associated with

the largest eigenvalue, λ1. The second eigenvector, l2, associated with the second-largest

eigenvalue, λ2, is orthogonal to l1 and captures the next greatest variations in the data.

Subsequent eigenvectors, are similarly ordered by their eigenvalue magnitudes and remain

orthogonal to all preceding eigenvectors, continuing to reveal directions of maximum vari-

ability in the original data. The full set of PCs/EOFs is given by

ut = L′zt. (3.9)

The following results hold:

• ut is a zero-mean vector

• the sample covariance matrix of ut is Λ = diag(λ1, . . . , λN)

• The sum of the weighted anomalies variances is equal to the trace of Σz

Tr(Σz) = Tr(LΛL′) = Tr(Λ) =
N∑
j=1

λj

The orthogonality properties indicate that the total variability of zt equals that of the princi-

pal components (PCs). This allows us to assess the importance of PCs based on the variance

explained, defined for the j-th PC as:

λj∑N
j=1 λj

In the literature on weather regimes, it is standard to retain enough PCs to explain at least

70% of the variance. As previously mentioned, we will employ the method from Ahn and

Horenstein (2013).
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C.2 Clustering Techniques: K-means and GMM

K-Means Algorithm

The k-means algorithm is a widely used clustering method that partitions a dataset into k

distinct, non-overlapping subsets (clusters). The aim is to assign each data point to the cluster

whose centroid is nearest, thereby minimizing the within-cluster sum of squares (WCSS).

Given a dataset X = {x1, x2, . . . , xn} with n data points, the k-means algorithm proceeds as

follows:

1. Initialization: Select k initial cluster means (centroids) µ1, µ2, . . . , µk, either randomly

or by using more advanced techniques such as k-means++ initialization.

2. Assignment step: Assign each data point xi to the nearest centroid based on the

Euclidean distance:

Cj = {xi : ∥xi − µj∥2 ≤ ∥xi − µl∥2 for all l = 1, 2, . . . , k}

where Cj is the set of data points assigned to cluster j.

3. Update step: Recompute the cluster centroids as the mean of all data points in each

cluster:

µj =
1

|Cj|
∑
xi∈Cj

xi

4. Repeat: Iterate between the two previous steps until convergence, i.e., until the cen-

troids no longer change or the changes are below a pre-specified threshold.

The k-means algorithm seeks to minimize the WCSS:

J =
k∑
j=1

∑
xi∈Cj

∥xi − µj∥2

The choice of initial centroids can significantly affect the convergence and quality of the final
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clusters. Random initialization may lead to poor results or slow convergence, which is why

the k-means++ initialization method is often preferred. This method tries to disperse the

initial set of centroids in a way that they are not too close together. It is known to improve

the quality of local optima and lower average runtime, for more details refer to Arthur and

Vassilvitskii (2007).

While the k-means algorithm is guaranteed to converge, it may only reach a local minimum

of the objective function. To find the optimal solution, multiple runs with different initializa-

tions are often necessary. The algorithm typically stops when the centroids no longer change

significantly between iterations (i.e., the change in the centroids is below a given threshold).

The final output is a set of k clusters with their corresponding centroids, where each data

point is assigned to the nearest cluster. Various data-driven methods can be employed to

determine the optimal number of clusters. Some of these methods are outlined by Lee et al.

(2023) in the application of year-round weather regimes.
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Gaussian Mixture Models

The Gaussian Mixture Model (GMM) is a probabilistic model that represents a dataset as

a combination of several Gaussian distributions. It is commonly used for clustering, where

each Gaussian corresponds to a cluster. Given a dataset X = {x1, x2, . . . , xn}, the GMM

assumes that each data point xi is drawn from an unknown distribution with density p(x).

The GMM assumes that this density has the following form

p(x) =
k∑
j=1

πjϕ(x;µj,Σj).

That is a mixture of k components of multivariate Gaussian distribution where

• ϕ(x;µj,Σj) =
1

|2πΣj |1/2
exp

(
−1

2
(xi − µj)

TΣ−1
j (xi − µj)

)
is a multivariate Gaussian den-

sity with parameters µj and Σj

• πj is the probability of selecting the component j, satisfying
∑k

j=1 πj = 1

We can note that the GMM has an equivalent representation as a generative model of our

data, where we can introduce a latent variable zi, that represents a latent component that

specifies if the datapoint xi is in a certain cluster. Formally, πj = P(zi = j) and xi|zi

is Multivariate Gaussian. The clustering task is hence inferring the latent component zi

responsible for each xi. With these assumptions, we consider the distribution of each zj

given xi

p (zi = j | xi) =
p (zi = j) p (xi | zi = j)

p (xi)

=
πjϕ (xi;µj,Σj)∑k
l=1 πlϕ (xi;µl,Σl)

These conditional probabilities represent our updated belief about zi after observing xi: prior

to observing xi, we think it belongs to cluster j with probability πj; after observing xi, we

adjust this belief based on the likelihood of xi in each Gaussian component. This property is

referred to as soft clustering, as it assigns a probability to xi for belonging to each cluster.

The estimation procedure of GMM involves using an Expectation-Maximization (EM) algo-
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rithm since the log-likelihood has no closed-form solution. The log-likelihood of our data has

the following form

n∑
i=1

log (p (xi)) =
n∑
i=1

log

(
k∑
j=1

πjϕ (xi;µj,Σj)

)
.

For k > 1, the log-likelihood cannot be simplified and does not yield a closed-form solution

in our maximization procedure due to the sum inside each log involving all parameters of the

mixture’s component distributions. The idea behind the EM algorithm is that if we knew

the zi’s we would have a closed-form solution of the complete likelihood. The algorithm

operates as follows: we first guess the GMM values and then iteratively refine our estimates

by alternating between update cluster assignments and parameter estimates. Setting θ =

(π, µ1:k,Σ1:k) our set of parameters to estimate, formally we have

• Initialization: We initialize our set of parameters θ arbitrally

• Expectation step: Compute the soft class assignment for data xi, given the current

parameters:

γij =
πjϕ (xi;µj,Σj)∑k
l=1 πlϕ (xi;µl,Σl)

• Maximization step: Maximize the total log-likelihood by updating the parameters

with our clustering guess, γij. The log-likelihood in this step has a closed-form solution,

yielding the following results:

πj =
1

n

n∑
i=1

γij, µj =

∑n
i=1 γijxi∑n
i=1 γij

Σj =

∑n
i=1 γij (xi − µj) (xi − µj)

T∑n
i=1 γij

In the last step, the maximization is done after we have assigned each xi to each cluster

after the first step. The algorithm typically stops when the change in log-likelihood between

successive iterations falls below a predefined threshold or a maximum number of iterations is
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reached. The number of Gaussian components k is typically determined using model selection

criteria such as the Akaike Information Criterion (AIC) or the Bayesian Information Criterion

(BIC). These criteria balance the model fit with the complexity to avoid overfitting.
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Chevallier, J. and Sévi, B. (2011). On the realized volatility of the ECX CO 2 emissions 2008
futures contract: distribution, dynamics and forecasting. Annals of Finance, 7(1):1–29.

Christoffersen, P., Feunou, B., and Jeon, Y. (2015). Option valuation with observable volatil-
ity and jump dynamics. Journal of Banking & Finance, 61(S2):101–120.

Christoffersen, P., Heston, S., and Jacobs, K. (2009). The shape and term structure of the
index option smirk: Why multifactor stochastic volatility models work so well. Management
Science, 55:1914–1932.

Christoffersen, P., Heston, S., and Jacobs, K. (2013). Capturing Option Anomalies with a
Variance-Dependent Pricing Kernel. The Review of Financial Studies, 26(8):1963–2006.

Cornago, E. (2022). The eu emissions trading system after the energy price spike. Centre
for European Reform, Open Socienty European Policy Institute.

Corsi, F. (2009). A Simple Approximate Long-Memory Model of Realized Volatility. Journal
of Financial Econometrics, 7(2):174–196.

Corsi, F., Fusari, N., and La Vecchia, D. (2013). Realizing smiles: Options pricing with
realized volatility. Journal of Financial Economics, 107(2):284–304.

156
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Garćıa-León, D., Casanueva, A., Standardi, G., Burgstall, A., Flouris, A. D., and Nybo, L.
(2021). Current and projected regional economic impacts of heatwaves in europe. Nature
communications, 12(1):5807.

Gerlagh, R., Heijmans, R. J. R. K., and Rosendahl, K. E. (2020). COVID-19 Tests the
Market Stability Reserve. Environmental & Resource Economics, 76(4):855–865.

Giuntoli, I., Fabiano, F., and Corti, S. (2021). Seasonal predictability of mediterranean
weather regimes in the copernicus c3s systems. Climate Dynamics, 58.

Goering, L. (2020). As cities bake on a warming planet, insurers cook up
heatwave cover. Reuters. Retrieved from https://www.reuters.com/article/

us-heatwave-insurance-climatechange-anal-idUSKBN26Q02Y, last accessed 2021-08-
24.

Gourieroux, C., Monfort, A., and Renault, E. (1993). Indirect inference. Journal of Applied
Econometrics, 8:S85–S118.

Gouriéroux, C. and Monfort, A. (1997). Simulation-based Econometric Methods. Oxford
University Press.

Grams, C., Beerli, R., Pfenninger, S., Staffell, I., and Wernli, H. (2017). Balancing europe’s
wind-power output through spatial deployment informed by weather regimes. Nature Cli-
mate Change, 7.

Grams, C. M., Magnusson, L., and Madonna, E. (2018). An atmospheric dynamics per-
spective on the amplification and propagation of forecast error in numerical weather pre-
diction models: A case study. Quarterly Journal of the Royal Meteorological Society,
144(717):2577–2591.

Hammoudeh, S., Nguyen, D. K., and Sousa, R. M. (2014). Energy prices and CO2 emission
allowance prices: A quantile regression approach. Energy Policy, 70(C):201–206.

Hansen, P. R., Lunde, A., and Nason, J. M. (2011). The model confidence set. Econometrica,
79(2):453–497.

Harvey, A. and Sucarrat, G. (2014). Egarch models with fat tails, skewness and leverage.
Computational Statistics & Data Analysis, 76(C):320–338.

158

https://www.reuters.com/article/us-heatwave-insurance-climatechange-anal-idUSKBN26Q02Y
https://www.reuters.com/article/us-heatwave-insurance-climatechange-anal-idUSKBN26Q02Y


Harvey, A. C. (2013). Dynamic Models for Volatility and Heavy Tails: With Applications
to Financial and Economic Time Series. Econometric Society Monographs. Cambridge
University Press.

Hastie, T., Tibshirani, R., and Friedman, J. (2001). The Elements of Statistical Learning.
Springer Series in Statistics. Springer New York Inc., New York, NY, USA.

Hawkes, A. G. (1971). Spectra of some self-exciting and mutually exciting point processes.
Biometrika, 58(1):83–90.

Hersbach, H., Bell, B., Berrisford, P., Biavati, G., Horányi, A., Muñoz Sabater, J., Nico-
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