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Abstract

This PhD thesis presents a comprehensive study of the utilization and analysis of
metagenomic data, a crucial resource for understanding microbial biodiversity and
its functions in various ecosystems, from living organism to environmental contexts.
We have focused on leveraging the capabilities of next-generation sequencing (NGS)
technologies to analyze microbial community DNA directly from their natural envi-
ronments, providing a more detailed picture of microbial diversity.

Central to our research is the use of network analysis as a tool to interpret metage-
nomic data. This approach enables the identification and visualization of complex
relationships among different microbial entities, revealing significant insights into
the structure and dynamics of microbial communities.

A key challenge addressed in this work is the management of compositional data
and spurious correlations in metagenomic datasets. We explored the intrinsic com-
positional nature of these data and the resulting spurious correlations that can mis-
represent actual ecological interactions. Our research comprises two main fronts:
developing and refining theoretical methodologies for network analysis in metage-
nomic contexts, including a deep dive into spurious correlations with numerical
simulations on artificially generated data; and applying these methodologies to var-
ious case studies, demonstrating their effectiveness across different environmental
and biological contexts.

Methodologically, we tackled the challenge of building networks from metagenomic
data, a topic of significant interest and debate. We developed various tools focused
on minimizing spurious correlations, including the application of log-transformations
as per Aitchison’s theory. A pivotal aspect of our work involved analyzing and con-
textualizing spurious correlations arising from the centered log-ratio (clr) transfor-
mation, especially considering the high dimensionality and zero-inflated nature of
metagenomic data.

To overcome the lack of a complete ground truth in metagenomic contexts, we devel-
oped statistical models to generate synthetic datasets resembling real data character-
istics. This involved employing the 'Normal To Anything’ mechanism, transforming
a multivariate normal distribution into specified marginal distributions, and using
zero-inflated versions of standard distributions to match the heavily non-normal,
zero-rich NGS data distributions.

Our case studies included the analysis of wastewater from five European cities and



the study of gut bacterial ecology. We implemented specially designed network
methodologies to identify cooperating bacterial communities, revising the classic
definition of modularity for community identification in networks. These studies
revealed complex temporal patterns and ecological complexities in bacterial com-
munity dynamics, offering new insights into microbial ecology.

Finally, the computational aspect of our research, critical to the development of
bioinformatics pipelines and synthetic data generation, involved addressing ”em-
barrassingly parallel” problems using High-Performance Computing (HPC) infras-
tructures. We leveraged tools like Snakemake and Conda packages for workflow
management, ensuring efficient resource utilization across various computational
environments and allowing the processing of a large number of samples.

In summary, this thesis contributes significantly to the field of metagenomics by en-
hancing the understanding of microbial community interactions, addressing method-
ological challenges, and providing new insights into microbial ecology through inno-
vative computational approaches.
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CHAPTER 1

Introduction

Metagenomics, the study of genetic material recovered directly from environmental
samples, has revolutionized our understanding of microbial communities in vari-
ous ecosystems. This field has rapidly evolved, largely due to advancements in
next-generation sequencing (NGS) technologies, which have enabled the in-depth
analysis of microbial diversity without the need for cultivation [1]. The advent of
metagenomics has opened new avenues for exploring microbial ecology, understand-
ing environmental impacts on health, and discovering novel genes and metabolic
pathways [2]. The application of NGS in metagenomics has provided unprecedented
insights into the microbial world, revealing the vast diversity and complexity of
microbial communities [3]. These studies have shown that microbial communities
are integral to environmental and human health, playing crucial roles in nutrient
cycling, disease pathogenesis, and ecosystem stability.

A particular focus has been the human microbiome, where metagenomic studies
have reshaped our understanding of the symbiotic relationship between microbial
communities and human health [4, 5]. This viewpoint considers humans as an amal-
gamation of microbial and human attributes, emphasizing the symbiotic relationship
between us and our resident microbial communities, considering that our bodies con-
taining significantly more microbial cells than human cells [6].

Metagenomics has also made substantial contributions to our understanding of nat-
ural environments, where metagenomic techniques can elucidate the diversity and
function of microbial life in varied ecosystems [7]. Key studies like the Tara Oceans
Project have expanded our knowledge of oceanic microbial ecosystems [8], while re-
search in soil microbiomics has shed light on terrestrial microbial diversity and its
influence on agricultural practices [9]. These studies are crucial for understanding
biogeochemical cycles and the impact of environmental changes on microbial com-
munities.

One of the most captivating areas is the investigation of antibiotic resistance, where
metagenomic approaches have enabled the identification of resistance genes, both in
human-related and environmental contexts. Significant strides have been made in
understanding the reservoirs of antibiotic resistance genes in intestinal microbiota
[10], analyzing global resistance patterns [11], and employing innovative approaches



to monitor resistance genes in urban wastewater [12].

However, the analysis of metagenomic data poses significant challenges, primar-
ily due to its high-dimensional, compositional nature. The relative abundance of
species in a sample can influence the interpretation of biological interactions, lead-
ing to spurious correlations [13] and further explored in Aitchison’s development of
a mathematical theory [14]. Additionally, this issue is compounded by the presence
of a large number of zeros in the data, corresponding to rare or undetected microbial
species [15]. Overcoming these obstacles necessitates innovative analytical methods
and robust statistical models. This is essential across various NGS techniques like
RNA-seq, 16S ribosomal RNA sequencing, or whole genome shotgun sequencing,
which inherently produce similar count-based data. These data, mapping sequenc-
ing reads to numerous references, and their magnitude is affected by sequencing
depth and varies from sample to sample. Data are typically normalized (L1 normal-
ization) and expressed as proportions imposing on them a sum constraint on each
sample. Thus, the sample depth is irrelevant and only reliable information is given
by the ratio between the components and the unifying theoretical framework is their
compositional nature [16-19]. From a mathematical point of view the data lie on a
simplex, thus it can be extremely dangerous to use Euclidean metrics for proximity
and correlation estimations. At this purpose Aitchison has introduced the family
of the log-ratio transformations, which play a pivotal role in addressing the chal-
lenges of compositional data. Among these transformations, the Centered Log-Ratio
(CLR) transformation has become a standard pre-processing step in metagenomics.
It effectively normalizes the data by converting compositional data into log-ratios,
thus facilitating the analysis and enabling comparison of relative abundances.

Our research builds upon these foundational studies, focusing on network analysis
methodologies to explore the intricate relationships within microbial communities
for metagenomics data. This approach goes beyond analyzing mere abundances,
instead focusing on the relationships between different microbial species. Network
theory, central to our method, examines these inter-species relationships, providing
insights into collective properties and the overall dynamics of microbial ecosystems.
By adopting this perspective, we can investigate ecological interactions and environ-
mental dynamics more holistically, offering a deeper understanding of how micro-
bial communities function and interact within their habitats [20-23] that traditional
methods might overlook.

In our metagenomic explorations, a particularly insightful example is the application
of network analysis to unravel the complex interactions within the gut microbiome.
This method is exemplified in Figure 1.1, which displays a network representation
of the gut microbiome derived from a participant in the Human Microbiome Project
Phase 2 dataset. A detailed exploration of this dataset is provided in the forthcom-
ing section (1.1).

Figure 1.1 illustrate the intricate web of relationships characterizing the gut’s micro-
bial ecosystem. Each node in the network signifies a distinct bacterial species, with
its size reflecting the species average abundance. The connections between nodes,
deemed ’significant’, are colored to denote the nature of the interactions: blue for co-
operative and red for competitive or antagonistic behaviors. The dual color-coding
of nodes—first by taxonomic classification and then by network community mem-
bership—illuminates two pivotal facets of microbial interplay discernible through
network analysis.
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Figure 1.1: Network Representation of the Gut Human Microbiome: This
figure illustrates a microbial network from the HMP2 dataset, detailed in section
1.1. Each node represents a distinct bacterial species, with size indicative of average
abundance. Links between nodes, symbolizing significant relationships, are color-
coded: blue for cooperative and red for competitive interactions. A) In the left
section, nodes are colored based on taxonomic classification, highlighting a trend
of similar classifications forming interaction clusters. B) The right section fea-
tures nodes colored according to network community membership, demonstrating
the microbiome’s segmentation into distinct communities with predominantly inter-
nal positive interactions and external negative or neutral correlations.

Firstly, the color coding according to taxonomic classification uncovers a propen-
sity for species within similar groups to engage in meaningful interactions. This
pattern, illustrated by clusters of similarly colored nodes, resonates with ecological
theories that underscore niche specialization and competitive dynamics among re-
lated species.

Secondly, the coloring based on community affiliation exposes the segmentation of
the gut microbiome into discrete communities. This structural delineation is instru-
mental in deciphering the dynamics of the gut microbiome, revealing how clusters
of species collaboratively influence gut functionality and health. The implications of
this community detection, a cornerstone of network theory, are profoundly intrigu-
ing and warrant further exploration later in the text.

This network representation transcends traditional abundance analysis by focusing
on the interplay among different microbial species. It provides an all-encompassing
perspective on how these species intermingle, coexist, and impact each other within
the gut ecosystem.

Recent research in this domain has demonstrated the versatility of network analysis
across diverse contexts. For example, several studies have utilized network theory
to explore the diversity and dynamics of microbial communities across various en-
vironments [24-27]. These studies provide a deeper understanding of the complex
interactions within different ecosystems, highlighting the intricate web of relation-
ships that govern microbial life. In parallel, there has been a significant focus on
the human microbiome, where network analysis has been instrumental in decipher-
ing the interconnected web of microbial species. Research in this area [28-33] has
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offered profound insights into how these communities influence human health and
are affected by various factors. These studies have revealed the crucial role of mi-
crobiomes in health and disease, providing new perspectives on the bidirectional
relationships between humans and their microbial counterparts.

However, constructing networks for metagenomic data analysis is a nuanced process
that demands meticulous methodological consideration. The first step, as in all the
network analysis, is the detection of the relationship within the data. Generally
in this contest a common way is to use the correlation structure of the data or to
exploit the concept of conditional independence. Particularly for metagenomic data,
additional complexities such as compositionality, disproportion of zeros, asymmet-
ric and heavy-tailed distributions, and high dimensionality necessitate specialized
analytical approaches.

Recent advancements have led to the development of numerous methodologies tai-
lored to address these challenges. Techniques like SPTEC-EASI (Sparse and Compo-
sitionally Robust Inference of Microbial Ecological Networks) [34], SparCC (Sparse
Correlations for Compositional data) [35] and many many others [36-52] have been
designed specifically to handle compositional nature of metagenomic data. These
methods enable more accurate identification of relationship, minimizing biases that
traditional methods might introduce.

Moreover, dealing with the large number of zeros in metagenomic datasets often
requires the use of zero-inflated or hurdle models[53, 54], which are able to manage
that distributions with a disproportion of zero. Additionally, ensuring the robustness
and reliability of these networks is crucial, which is often achieved through validation
techniques like permutation testing, bootstrapping or subsampling. These methods
help in verifying the significance of observed relationships, ensuring that the net-
works constructed truly reflect the underlying biological interactions.

Synthetic datasets have become instrumental in validating methodologies for metage-
nomic analysis. Serving as essential tools in the absence of comprehensive "ground
truth,” these datasets facilitate the testing and refinement of analytical techniques
[55]. Our research takes a distinct turn in the application of synthetic data gener-
ation, extending beyond conventional method validation. We tailor these datasets
to reflect specific attributes of metagenomic data, aiming to uncover and quantify
potential biases in relationship assessment. This different approach allows us to crit-
ically assess the accuracy and reliability of the metrics used in our analyses, marking
a novel direction in metagenomic research methodology.

At this scope we have developed a method for generating data focused on the Nor-
mal to anything approach (NorTA) [56], based on copula function theory [57, 58],
capable of generating multivariate data with the type of desired distribution and
covariance structure. In our exercise we also include multiple aspect to investigate
the possible sources of the correlation biases as the within diversity, the dimension-
ality and the sparsity of the dataset.

The concentration of a large part of counts across samples in few variables in metage-
nomic datasets often leads to significant distortions in the covariance structure de-
rived from relative abundances, namely the normalized L1 counts [35]. This phe-
nomenon, which we refer to as 'within diversity’ of the dataset, mirrors concepts like

-diversity or sample entropy commonly observed in metagenomics studies [59].

Additionally, we delve into the effects of the Centered Log-Ratio (CLR) transfor-
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mation on correlation measurements, observing a notable trend. As dataset dimen-
sionality increases, the biases introduced by CLR in correlation metrics decrease
significantly. Given the high-dimensional nature of metagenomic datasets, often en-
compassing hundreds or thousands of variables, the biases induced by CLR become
negligible. This finding, not yet fully appreciated in the scientific community, un-
derscores the effectiveness and adequacy of the CLR transformation for analyzing
metagenomic data.

Lastly, we assess the influence of data sparsity on CLR-transformed data. The CLR
transformation, which requires replacing zero counts with small pseudo counts [60,
61], inevitably introduces distortions in the dataset and subsequent analyses. Our
extensive generation of datasets allows us to quantify the error associated with the
presence of zeros in log-ratio abundance correlations. Notably, we discovered an
asymmetrical error pattern in correlation biases: negative correlations are more ad-
versely affected by zeros compared to positive correlations. This finding emphasizes
the need for careful consideration of data sparsity in network reconstruction and
analysis.

A critical aspect in metagenomic analysis and in all the previous step is selecting the
probability distribution that most accurately represents the characteristics of real-
world data. Commonly, zero-inflated models, particularly those using the negative
binomial distribution, are employed in the literature [58, 62]. However, our research
has identified limitations in these models, particularly in capturing the heavy tails
and strong asymmetries characteristic of metagenomic datasets.

To address this gap, we have developed and tested a novel probability distribution
that better fits the unique properties of metagenomic data. Our approach involves
an initial transformation of counts using the In(X + 1) function, making the data
more amenable to statistical modeling. Subsequently, we apply a left-truncated
Gaussian model to values greater than zero. This methodology not only accounts
for the presence of zeros but also effectively captures the skewed distribution often
observed in metagenomic data.

Empirical tests on real datasets have demonstrated that this innovative distribution
significantly improves performance, offering a more accurate and realistic represen-
tation of the data.

After addressing the methodological challenges and biases in metagenomic data anal-
ysis, our discussion will shift to real-world applications. Our research delves into
two pivotal case studies, each demonstrating the practical application of network
analysis in metagenomics.

The first study, analyzing wastewater from five European cities, was a part of the
VEO (Versatile Emerging infectious disease Observatory) European project [63].
This research, significantly enhanced by our collaboration with Dr. Patrick Munk’s
team under Frank Aarestrup at the Technical University of Denmark, Copenhagen,
delved into the microbial dynamics of urban wastewater systems. Using network
analysis, we characterized bacterial communities and discovered marked seasonal
oscillations. These findings suggest the existence of complex and responsive bacte-
rial ecosystems in urban wastewater, not just a collection of waste but a reflection
of environmental and possibly human health influences.

In our second case study, we conducted an extensive analysis of the gut microbiome
in approximately 800 mice subjected to different diets. This research was carried



out in collaboration with George Weinstock from the Jackson Laboratory in the
USA. In this study, we went beyond basic microbial community characterization by
integrating metabolic pathway data. This approach allowed us to uncover signifi-
cant correlations between dietary changes and microbial functions, highlighting the
profound impact of diet on the gut microbiome’s functional landscape.

Both case studies leverage the power of network analysis to unravel complex mi-
crobial interactions and dynamics. By applying our novel methodologies to these
real-world scenarios, we aim to demonstrate the practical implications of our re-
search, extending its benefits beyond academic exploration to tangible impacts on
environmental management, public health, and nutritional science.

A significant aspect of our research was the development of a novel method for
network analysis, which specifically considers the sign of the relationships between
species. For instance, we adapted the concept of modularity [64], introducing the
element of relationship sign into our analysis, adapting in this contest the work of
Sergio Gomez [65]. This modification allowed us to define a community as a subset
of nodes densely connected by positive links while minimizing negative ones. This
approach, based on the modified version of modularity, has been instrumental in
accurately characterizing the complex interplay within microbial communities. By
incorporating this sign information into our network analysis, we were able to gain
deeper insights into the cooperative and competitive interactions within microbial
ecosystems, further enriching the findings from our case studies.

In the final part of our research, we delve into the bioinformatics aspect, an area
that often demands substantial computational resources. Our work in this domain,
particularly with city wastewater data, presented unique challenges and opportuni-
ties for innovation.

Bioinformatic pipelines are frequently described as ”embarrassingly parallelizable”,
requiring extensive computational power to handle large datasets [66]. A significant
challenge in analyzing wastewater data is the high prevalence of unknown bacterial
species. These species, not cataloged in standard reference databases like NCBI,
result in a substantial portion of unclassified and thus underutilized reads.

We employed a de-novo assembly approach to address this challenge effectively that
include various state-of-the-art tools [67-71]. This strategy allowed us to construct
a custom reference database from our raw data, which was crucial for maximizing
the utility of our dataset and confirming the existence of these genomes within the
environmental samples.

In conclusion, our research represents an advancement in both methodological frame-
works and their practical applications in the field of metagenomics. The interdisci-
plinary collaboration, integrating applied physics, biology, and bioinformatics, has
been crucial in addressing complex biological challenges and propelling the field for-
ward.

In summary, our research aims to be an advancement in the field of metagenomics,
not only in terms of methodological frameworks but also in applying these innova-
tions to real-world scenarios. In conducting this research, the interdisciplinary col-
laboration played a crucial role, bridging the gap between applied physics, biology,
and bioinformatics. My background in applied physics brought a unique perspective
to the analysis of metagenomic data, allowing for the application of sophisticated
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analytical techniques and novel approaches to complex biological problems. Work-
ing alongside biologists and bioinformaticians, we combined expertise from these
diverse fields, leading to a more systemic understanding of microbial ecosystems.

1.1 Description of Datasets

This section of the thesis is dedicated to a detailed description of the datasets used
in our research. The purpose of this interlude is twofold: first, to clearly define any
terms or concepts associated with these datasets that might be unfamiliar or am-
biguous, and second, to facilitate a deeper understanding of the analyses presented
in later chapters.

In research that intersects applied physics and bioinformatics, the complexity and
diversity of datasets can often be a source of confusion. To mitigate this, a concise
yet comprehensive overview of each dataset is provided. This will not only ensure
precision in our subsequent analyses but also aid readers in navigating through the
specialized data we are examining.

Additionally, given the interdisciplinary nature of this work, it is essential to es-
tablish a clear context for each dataset at the outset. This section aims to provide
readers with a foundational understanding of the nature, scope, and relevance of
each dataset. Such clarity is crucial for the coherence and accessibility of the thesis
as it progresses.

The datasets discussed include the Human Microbiome Project dataset, a sewage
microbiome dataset from five major European cities, and a dataset on the gut mi-
crobiota of mice with varying diets. The following table outlines the key details
of these datasets, such as their data type, size, and a brief description, setting the
stage for the more detailed analyses to follow.

Name Description Data Type Size
Gut microbiome data from healthy 1122 samples
G-HMP2 12 nd diabetics adults 165 TRNA gene | 1953 oTUs
E-WADES Microbial diversity in urban | Whole genome | 235 samples_
sewage systems shotgun 2332 bacteria
Gut microbiota responses to di er- 885 samples
POMP ent diets in mice 165 rRNA gene 806 OTUs

Table 1.1: Comparative Overview of Datasets Utilized in the Study

1.1.1 Gut Human Microbiome Project 2 (G-HMP2)

In this study, we incorporate the gut microbiome data from the Human Microbiome
Project Version 2 (G-HMP2) as a foundational reference. This dataset is not only
comprehensive in its profiling of the human gut microbiome but also includes exten-
sive metadata that adds depth to our analysis. The G-HMP2 dataset is essential for
establishing a baseline understanding of microbial communities in the human gut,
providing a standard against which we will compare our primary datasets.

The G-HMP2 dataset is enriched with detailed metadata, including the taxonomy
lineage of the Operational Taxonomic Units (OTUs). This taxonomic information is
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crucial for a nuanced understanding of the microbial composition and diversity. Ad-
ditionally, the dataset contains extensive sample metadata, such as collection dates,
health status of the subjects (including indicators like diabetic condition), and other
relevant subject information. This level of detail allows for a more granular analysis
and understanding of the gut microbiome in different health contexts.

Owing to its widespread recognition in the scientific community, the G-HMP2
database is an ideal reference point throughout this thesis. It will be used to demon-
strate key aspects of metagenomic data analysis and to clarify concepts related to
network analyses. Utilizing the G-HMP2 dataset, with its rich metadata, provides a
well-established scientific foundation for our study. This approach ensures that the
examples and analyses presented are both relatable and grounded in rigorous scien-
tific methodology, thereby enhancing the overall comprehensibility and relevance of
our research findings.

1.1.2 European Wastewater Advance Detection of Epidemi-
ological Surveillance (E-WADES)

Our primary analysis begins with an expansive dataset collected from the sewage
systems of five major European cities: Bologna, Budapest, Rome, Copenhagen,
and Rotterdam. This dataset is particularly diverse, capturing a broad range of
microbial diversity influenced by the varied human populations and environmental
factors specific to these locations. In Copenhagen, we further deepen our analysis by
including samples from three different sites within the city, offering a more granular
view of the microbial variations within a single urban area.

Figure 1.2: Map of sample collection sites in European cities for sewage dataset
analysis.

To effectively analyze this complex data, we have developed a bioinformatic pipeline,
tailored to extract meaningful insights from the intricate sewage microbiome. This
pipeline uniquely constructs reference genomes directly from raw reads using a co-
assembly strategy. This approach was chosen due to the presence of numerous
unclassified bacterial species in wastewater. Standard reference databases, such as
NCBI, often overlook these species, which could result in significant data loss. By
reconstructing genomes directly from raw data, we ensure that even the genomes
of unclassified species are captured and included in our analysis, providing a more
exhaustive view of the microbial community.

For quantifying microbial abundances, we diverge from the traditional method of
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