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Abstract

Resource Allocation (RA) problems are ubiquitous across diverse domains, spanning
from health services provisioning, supply chain management, personnel scheduling as
well as task scheduling, cloud resources orchestration, and network capacity allocation.
When the resource request changes over time, we refer to the field of Dynamic Resource
Allocation (DRA) problems. DRA problems find applicability in domains such as cloud
computing, network management, energy or water supply, and public transportation
systems as they allow adjustment of the number of resources assigned for each component
or user. However, conventional allocation strategies employed in DRA yield suboptimal
policies, primarily due to their reactive nature. They tend to overlook the long-term
implications of allocations over future time windows.
This thesis proposes an innovative approach to tackle DRA problems by leveraging

reinforcement learning (RL). Through trial and error, RL allows the learning of poli-
cies that proactively consider the effects of allocations over time and respond effectively
to unexpected changes in demand. The effectiveness and efficiency of this proposed ap-
proach are supported by empirical evaluations on challenging DRA problems. Initially, it
addresses task scheduling in heterogeneous worker-based distributed queues, integrating
an adaptive RL method with the popular Celery task queuing system. Subsequently, the
Thesis presents a deep reinforcement learning (DRL) based resource orchestrator tailored
for managing virtual resources in Open Radio Access Network (O-RAN) infrastructures.
Finally, it implements a DRL solution for efficient bike redistribution in Bike Sharing
Systems (BSS), simultaneously optimizing operational costs for system operators. The
results, derived from both synthetic and real-world data, underscore the superiority of RL
approaches over greedy allocation strategies, demonstrating enhanced optimization of the
specified objectives. Moreover, the thesis provides technical insights on how to efficiently
design and implement these solutions in real-world and well-engineered prototypes.
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1 Introduction

This chapter �rst presents an overview of Dynamic Resource Allocation (DRA) problems,

highlighting the main challenges and motivations of this work. It then outlines the

primary research questions behind this PhD dissertation work, providing the limitations

of current state-of-the-art approaches. Next, it concisely highlights the contributions and

the key �ndings of this work. Finally, it illustrates the structure of the following chapters.

1.1 Overview

The Resource Allocation (RA) problem is a complex challenge involving the distribution

of limited resources among a set of prede�ned activities to optimize a speci�c objective

function. This problem is prevalent across various sectors, ranging from health service

provision [27, 75] and supply chain management[5, 135], to more intricate applications

like personnel and task scheduling[44, 106, 167],as well as in orchestrating cloud resources

and managing network capacities[57, 149].

The dynamic variant of this problem, known as DRA, emerges when resource allocation

needs to adapt continuously to changing demands. In DRA, resources are dynamically

assigned to di�erent components based on evolving system requirements, thereby opti-

mizing the overall system performance.

DRA has gained signi�cant traction in �elds like cloud computing and network man-

agement, where technologies like virtualization and containerization allow for precise,

real-time adjustments of the allocated bandwidth, memory, and computational power.

This granularity in resource allocation is crucial for optimizing utilization, reducing in-

e�ciencies, and cutting down on associated costs. Furthermore, in these systems, the

orchestration of jobs and tasks adds another dimension of e�ciency. E�ective scheduling

maximizes resource utilization and enhances user experience by strategically allocating

and executing tasks, thereby ensuring smooth system operations and meeting user de-

mands.

However, DRA applications extend beyond the digital realm. They are increasingly

relevant in managing resources in sectors like energy and water supply and public trans-
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1 Introduction

portation systems. For instance, in public transportation, dynamic and unpredictable

factors such as varying commuter patterns and unexpected events necessitate a �exible

and adaptive resource allocation strategy. This approach is key to maintaining optimal

performance, reducing tra�c congestion, and accommodating �uctuating demands.

DRA problems are known to present several challenges due to the constantly chang-

ing and unpredictable nature of the environment in which resources are managed, the

speci�c domain that characterizes the problem, and the ultimate objective of the system

administrators. Outlined below are some of the critical challenges encountered in DRA

problems.

ˆ Dynamic Nature of Resource Requests : Resource requests exhibit continual

changes and �uctuations over time, driven by evolving user requirements and shift-

ing locations. This temporal variability introduces variations in observed demand.

For instance, in cloud computing, a sudden spike in demand for video streaming

during a global sports event necessitates increased bandwidth and processing power.

Consequently, conventional static allocation strategies prove inadequate in deliv-

ering e�cient solutions, resulting in suboptimal resource utilization. In contrast,

pro�cient dynamic strategies should harness these demand variations to orches-

trate available resources proactively, enabling them to respond adeptly to changing

demands and optimize resource allocation for enhanced e�ciency. By leveraging

real-time monitoring and predictive analytics, dynamic allocation strategies can

ensure that resources are allocated to where they are most needed at any given

time, thereby maximizing resource utilization and improving operational e�ciency.

ˆ Real-time Decision Making : DRA problems are characterized by their dynamic

nature, requiring real-time decision-making to adapt to rapidly changing conditions.

Any delays in allocation decisions can lead to ine�ciencies and sometimes result

in task failures. The immediacy required in decision-making puts constraints on

�nding optimal solutions. Even if an optimal solution exists, the system may need

more time to discover it. Moreover, conditions might change over time, rendering

the initially optimal solution obsolete. As a result, real-time allocation strategies

must strike a delicate balance between the solution's optimality and the promptness

of the response.

ˆ Runtime Environments with Heterogeneous Resources : Resource environ-

ments frequently consist of heterogeneous workers or resources, particularly in cloud

computing and job scheduling. The presence of heterogeneity introduces an addi-

2



1.1 Overview

tional challenge, as each request may come with distinct requirements, and not all

workers may be capable of ful�lling those requirements. Consequently, a �exible

allocation strategy that veri�es requirement constraints is necessary to manage the

allocation process.

ˆ Resource Scarcity : In numerous real-world scenarios, resources are limited and

scarce. This is especially true in transportation, energy distribution, and telecom-

munications. Furthermore, these resources are often accompanied by a signi�cant

cost. Consequently, system operators place a high degree of importance on devel-

oping allocation strategies that meticulously consider resource e�ciency to reduce

wastage. In this context, dynamic allocation becomes crucial to ensure judicious re-

source utilization, prevent unnecessary waste, and promote equitable distribution.

The overarching goal is to optimize resource usage in these critical domains and

align operational practices with economic prudence and sustainability objectives.

ˆ Multi-Dimensional Optimization : DRA frequently entails the simultaneous

optimization of multiple dimensions, including cost, performance, and user sat-

isfaction. This gives rise to complex multi-objective optimization problems that

necessitate the exploration of the Pareto front. In the realm of multi-objective

optimization, the Pareto front, also known as the Pareto frontier or Pareto curve,

embodies a collection of Pareto e�cient solutions. These solutions re�ect a state

where the improvement of one objective cannot occur without detriment to an-

other. Thus, navigating the Pareto front becomes critical in managing the intricate

trade-o�s inherent in multi-dimensional optimization. Consequently, system oper-

ators face the challenge of strategically exploring the trade-o�s between con�icting

objectives. This exploration is essential for achieving a harmonious balance and

aligning their strategies with the overarching goal of DRA.

ˆ Scalability and Complexity : As systems expand, the intricacy of allocation

strategies inevitably rises. This complexity is particularly pronounced when these

problems encompass hundreds or even thousands of nodes. Consequently, DRA

solutions must be meticulously engineered to e�ciently navigate and address the

challenges posed by such scalable dimensions. Achieving this often involves a fusion

of innovative adaptive strategies with the application of expert knowledge. This

amalgamation is crucial to successfully scale the allocation algorithms, ensuring

they remain e�ective and adaptable in the face of the increased dimensions of the

system.

3



1 Introduction

In summary, DRA problems are noteworthy to study because they have wide-ranging

applications across various domains, and addressing these problems can lead to e�ciency,

cost-e�ectiveness, and sustainability improvements while enabling more e�ective decision-

making in real-time or dynamic environments. For all these reasons, researchers and

industries invest signi�cant e�ort in developing novel algorithms, models, and strategies

to tackle these challenges e�ectively. Consequently, this thesis aims to provide a step

toward developing improved DRA approaches. In the following of this chapter, the

research question and the contribution of this work are outlined.

1.2 Research Question

DRA solutions in the current landscape predominantly fall into two categories: static

and dynamic approaches.

Static allocation strategies, often rule-based, derive their rules from an analysis of sys-

tem behavior and historical data. Developed with inputs from domain experts, these

rules apply �xed criteria to the allocation process. For instance, in the realm of Radio

Access Network (RAN) resource orchestration, this approach might involve provision-

ing base stations with resources based on peak hour demands, as noted in Shehata's

research on Multiplexing Gain [131]. While this ensures resource availability, it often

leads to consistent over-provisioning throughout the day, irrespective of actual demand

�uctuations.

Conversely, dynamic allocation strategies o�er a more responsive approach. They

adapt to real-time changes in demand by continually assessing the system's current status

and recalculating solutions to align with the observed demand and system objectives.

These strategies tackle combinatorial optimization problems, employing exact methods

for smaller-scale scenarios or when the immediacy of response is less critical. In larger or

more time-sensitive contexts, meta-heuristic techniques are utilized to derive sub-optimal

yet computationally e�cient solutions.

Despite their adaptability, both static and dynamic methods commonly yield greedy

solutions focused primarily on the system's immediate state, often neglecting the future

implications of their allocations. This myopic view necessitates frequent recon�gurations,

leading to increased management overheads. To mitigate this short-sightedness, some

strategies integrate multi-stage pipelines. These pipelines initially deploy sophisticated

machine learning models to project future demand, following which, greedy approaches

are adapted to the predicted demand. This predictive step aims to better align resource

allocation with anticipated changes.
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However, even with these advanced multi-stage methodologies, achieving true optimal-

ity remains challenging. The strategies often fall short in comprehensively considering

the long-term e�ects of resource allocations. This gap highlights the need for ongoing

research to re�ne DRA solutions further, particularly in enhancing their foresight and

reducing the frequency of recon�gurations, ultimately leading to more sustainable and

cost-e�ective resource management. In other words, the research question of this thesis

can be summarized as follows:can machine learning-based techniques, speci�cally those

utilizing reinforcement learning, be developed and applied to e�ectively and e�ciently

solve the DRA problem?

1.3 Contributions

This thesis represents a pivotal advancement in the �eld of DRA by pioneering novel

approaches that leverage the capabilities of reinforcement learning (RL). Grounded in

the principles of psychology[144]and neuroscience[127],RL stands as a branch of machine

learning. It employs a trial-and-error learning paradigm where an agent interacts with

and adapts to a system, thereby facilitating the resolution of complex problems. The

e�cacy of RL as a decision-making framework has been consistently proven e�ective

in many domains, ranging from games[93, 132, 143]to robotics [7, 58, 65]. It has also

been used to tackle combinatorial optimization problems, such as the Traveling Salesman

Problem (TSP) [13, 67], the Vehicle Routing Problem (VRP) [73, 97],as well as the Job-

Shop Scheduling Problem (JSSP)[161, 163].

In the context of DRA problems, employing RL introduces a proactive dimension to re-

source allocation. Unlike traditional methods, which often rely on short-sighted greedy al-

gorithms, RL incorporates long-term consequences into its decision-making process, con-

tinuously adapting its strategy in response to evolving dynamics. This forward-thinking

approach signi�cantly enhances the adaptability and e�ciency of resource allocation in

uncertain and dynamic environments.

More speci�cally, the contributions of this thesis can be summarized as follows:

ˆ RLQ: Workload Allocation with Reinforcement Learning in Distributed

Queues [136]: In this work, we address the task allocation problem in distributed

workload queues, which are widely used for their advantages in decoupling, re-

silience, and scaling. Existing strategies for task allocation often rely on simplistic

methods or hand-crafted heuristics, which can lead to ine�ciencies, especially when

task-speci�c information is unavailable, and worker node capabilities are heteroge-
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neous. Therefore, we proposeReinforcement Learning based Queues(RLQ), an

adaptive learning-based task allocation solution that we have implemented and

integrated with the popular Celery task queuing system. Through experimental

evaluation using synthetic and real workload traces,RLQ demonstrates signi�cant

improvements over traditional solutions like Least Recently Used, reducing exe-

cution time, cost, and waiting time. We also analyzeRLQ performance against

E-PVM, a state-of-the-art solution used in Google's Borg, showing that we are able

to outperform it in two out of three the synthetic data evaluation settings, while

we outperform it in all the three settings based on real data.

ˆ PRORL: Proactive Resource Orchestrator for Open RANs using Deep

Reinforcement Learning [137]: This work introduces Proactive Resource Or-

chestrator based on Reinforcement Learning(PRORL) as a novel solution for ef-

�cient and DRA in Open Radio Access Network (O-RAN) infrastructures, aimed

at enhancing 5G networks. PRORL leverages Deep Reinforcement Learning to

address the challenges of decomposed base station functions, optimizing resource

usage through intelligent controllers. Notably, PRORL learns demand patterns

from experience, enabling proactive resource allocation. The proposed solution is

extensively evaluated using synthetic and real-world data, demonstrating a remark-

able 90% improvement over greedy baselines. PRORL e�ectively handles complex

trade-o�s among competing objectives, including demand satisfaction, resource uti-

lization, and the inherent cost associated with allocating resources.

ˆ Cost-aware Adaptive Bike Repositioning Agent using Deep Reinforce-

ment Learning : In this study, we address the critical challenge of bike availability

in Bike Sharing Systems (BSS), a pressing issue in rapidly growing urban environ-

ments. As cities expand, the demand for e�cient and sustainable transportation

alternatives increases, with BSS emerging as a key player. However, these sys-

tems often faceshortage eventswhere users encounter either empty stations or full

bike lockers, hampering their e�ectiveness. Traditional solutions, which primar-

ily involve the use of trucks to redistribute bikes from congested to less congested

stations, have proven suboptimal. They not only result in signi�cant operational

ine�ciencies but also incur high costs, undermining the sustainability of BSS oper-

ations. To tackle this challenge, we developed a novel system named theCost-aware

Adaptive Bike Repositioning Agent(CABRA ). CABRA represents a signi�cant ad-

vancement in BSS management, as it employs deep reinforcement learning tech-

niques to optimize the process of bike repositioning. Unlike traditional methods,
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CABRA does not just react to current states of bike distribution; it proactively

learns and adapts its strategies based on complex patterns of demand across the

network. This innovative approach allows for the dynamic and intelligent redistri-

bution of bikes, e�ectively reducing the occurrence of shortage events and enhanc-

ing the e�ciency of truck operations, signi�cantly lowering operational costs for

BSS operators. The extensive evaluation of CABRA, using real-world data from

Dublin, London, Paris, and New York, demonstrates its superiority in operational

e�ciency and cost reduction over traditional methods. Notably, in the largest city

comprising 1765docking stations, CABRA outscores the greedy baselines by over

311%, highlighting the e�ciency and scalability of the proposed solution even when

applied to BSS with a great number of docking stations.

Additionally, this thesis enriches the broader DRA �eld by presenting a comprehensive

literature review that highlights advancements and the current state-of-the-art in the

three DRA problems tackled in this work. This thorough analysis not only o�ers a novel

categorization of prevalent approaches in the DRA domain but also provides the inter-

ested reader with an exhaustive and updated overview of the related solutions available

in the state-of-the-art literature in the �eld.

1.4 Structure of the Thesis

This section outlines the organization and �ow of the thesis, providing a guide for readers

to navigate through the forthcoming chapters. Each chapter serves a distinct purpose,

contributing to the comprehensive understanding of the research conducted. The follow-

ing is an overview of the chapters and their respective contributions:

Chapter 2 delves into the existing state-of-the-art by meticulously examining relevant

literature to establish the research's context, identify gaps, and highlight critical

limitations of current works. It lays the foundation for the subsequent analyses,

serving as a comprehensive background.

Chapter 3 expands foundational knowledge; it introduces essential notations and o�ers

a general overview of the algorithms that underpin the research. It establishes the

theoretical framework that guides the subsequent empirical investigations, laying

a crucial groundwork for understanding the methodologies applied.

Chapter 4 focusesRLQ, providing an extensive exploration of its methodology, im-

plementation, and the results obtained. It o�ers a deep dive into the nuances of
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the RLQ approach, shedding light on its innovative contributions and practical

implications.

Chapter 5 presents the design and evaluation ofPRORL, it intricately details the

challenges addressed, the methodologies employed, and the results achieved. It

presents a comprehensive analysis of the approach's e�ectiveness in solving complex

orchestration problems.

Chapter 6 focuses on the shortcomings of bikes repositioning problems and introduces

CABRA as a novel adaptive solution. It describes the implementation details and

the outcomes of the performed evaluation, providing insights into the proposed

approach's e�cacy.

Chapter 7 concludes this thesis by summarizing the contributions and limitations of

the proposed approaches. It outlines promising future research directions both from

a general perspective and based on the speci�c work carried out by the author.

1.5 Summary

In this chapter, we �rst introduced the complexities inherent in DRA problems. By elu-

cidating their broad applicability to real-world scenarios, we underscored the signi�cant

challenges system operators face in e�ectively addressing these intricate issues. Follow-

ing this contextualization, we have examined conventional DRA approaches, revealing

their predominant reliance on myopic, greedy algorithms that overlook the potential

consequences of resource allocation in the near future.

To rectify the limitations of these prevailing approaches, this thesis proceeds to intro-

duce reinforcement learning as an alternative allocation strategy. RL holds promise for

addressing the dynamic and uncertain nature of resource allocation problems by enabling

proactive decision-making. This section delved into the distinctive advantages RL brings

to the table and provided a comprehensive rationale for its application in the context of

DRA.

Building on this foundation, the chapter then unveils the primary contributions of this

thesis. We present a suite of innovative solutions that address the gaps left by existing

approaches, employing RL in the realm of DRA. Speci�cally, we introduced RLQ, a novel

approach to workload allocation in distributed queues. Additionally, PRORL, a resource

orchestrator tailored for O-RAN in 5G network infrastructure, was presented. Finally,
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an adaptive bike repositioning agent, CABRA, emerged as a dynamic solution to further

enhance BSS e�ciency.

The chapter concludes by providing a roadmap for the thesis, o�ering readers a clear

and concise preview of the content in the subsequent chapters. This structured overview

is intended to guide the reader through the journey of discovery that lies ahead, outlining

the key themes and innovations that form the core of this research.
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In this chapter, we delve into a thorough exploration of the literature within the dynamic

DRA �eld, a cornerstone of computational and operational research. DRA is instrumen-

tal in optimizing resource distribution across various settings, ensuring e�ciency and

e�ectiveness. We break down the discourse into three core strategies: static alloca-

tion, dynamic allocation, and reinforcement learning strategies. Each strategy presents

a unique approach to resource management, demonstrating a broad spectrum of appli-

cations in di�erent domains.

Despite the emergence of more advanced techniques, static allocation strategies re-

tain a signi�cant role due to their simplicity and straightforward implementation. This

chapter outlines the primary static methods employed in diverse environments, including

task scheduling in distributed workload queues, network resource orchestration in RAN,

and the intriguing challenges of bike repositioning in BSS. We then shift our focus to

dynamic allocation strategies, which bring a heightened level of �exibility, continuously

adapting resource distribution in line with real-time changes and demands. Such agility

is indispensable in managing tasks within rapidly changing computational environments,

orchestrating network resources to cater to �uctuating demands, and tackling the unpre-

dictable usage patterns in BSS.

The chapter culminates with an in-depth examination of the cutting-edge techniques

employing reinforcement learning, a �eld at the vanguard of DRA research. These strate-

gies harness the power of learning algorithms to make well-informed allocation decisions,

leveraging historical data and predictive analytics. Their application is especially critical

in scenarios that demand predictive and adaptive decision-making, such as task schedul-

ing, dynamic management of network resources, and optimizing bike distribution in urban

landscapes. By o�ering a comprehensive review of these strategies, the chapter not only

sheds light on their individual strengths and limitations but also carves out pathways for

the research and the innovation presented in the following chapters of this thesis.
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2.1 Static DRA Strategies

In the DRA realm, the utilization of static or rules-based approaches is often driven not

by their inherent superiority but by their simplicity, ease of implementation, and execu-

tion. While perhaps less sophisticated than some dynamic methodologies, these methods

often rely on expert knowledge and analyses of historical data. These approaches use

the insights and experience of domain experts, combined with a thorough understanding

of past trends and patterns, to de�ne rules and algorithms that o�er a pragmatic and

straightforward way to navigate complex allocation scenarios. This blend of expert in-

tuition and empirical evidence forms a solid foundation for decision-making in various

DRA contexts. It is worth noting that these practical, rules-based methods have their

roots in classic combinatorial optimization solutions, a �eld comprehensively explored

in foundational texts such as Integer and Combinatorial Optimization by Wolsey and

Nemhauser (1999)[156]and Combinatorial Optimization: Algorithms and Complexity by

Papadimitriou and Steiglitz (1998) [104]. These seminal works provide essential theoret-

ical underpinnings that inform and enrich the application of static methods in complex

decision-making scenarios.

This section aims to shed light on the application of static approaches in addressing

three speci�c DRA challenges. Initially, the focus will be on task scheduling within dis-

tributed workload queues, emphasizing how static methods utilize expert insights and

historical data to optimize task allocation. Subsequently, the discussion shifts to net-

work resource orchestration in RAN, where static approaches are informed by historical

network behaviors and expert contributions, e�ectively addressing the dynamic nature

of these networks. Finally, the narrative turns to bike repositioning in BSS. In this con-

text, static methods are underpinned by historical usage data and expert knowledge in

urban mobility, striving to maintain a balance between demand and supply. The explo-

ration of these areas aims to highlight the practicality and relevance of static approaches,

demonstrating their capacity to o�er simple yet e�ective solutions for dynamic resource

allocation problems.

2.1.1 Task Scheduling

Traditional schedulers in the domain of general-purpose workload management typically

rely on manually established rules for resource allocation. Common strategies, such as

Shortest Job First and FIFO (First-In, First-Out) scheduling, are frequently augmented

by Back�lling techniques. These techniques prioritize less resource-intensive jobs, en-

hancing queue management and overall resource e�ciency. The signi�cance and impact
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of these methodologies are extensively explored in the literature, particularly in the sem-

inal work by Feitelson et al. in 2004 [46]. This study o�ers an in-depth examination

of these strategies and their practicality in workload management. It highlights their

widespread adoption due to e�ectiveness and minimal assumptions about incoming jobs

and execution environments.

In contrast, the authors of [11] investigate a scenario with identical machines, aim-

ing to optimize a single resource to minimize the makespan - the total time required to

execute all jobs. They propose a novel greedy algorithm that assigns each job to the

least loaded machine, and mathematically prove that this approach achieves acompeti-

tive ratio of 2� 1
m , with m being the total number of machines. This ratio is a measure

of the algorithm's e�ciency relative to an optimal solution, emphasizing its e�ectiveness

in such con�gurations. Building on this, the subsequent study [8] expands the scope to

include unrelated machines with varying characteristics. Each job is assigned a unique

cost, calculated through an exponential function based on the resources used when exe-

cuted on a speci�c machine. The algorithm aims to minimize the total cost across the

entire cluster, showcasing a sophisticated approach to job allocation in diverse machine

environments. Following this line of work, the study in [6] introduces the E-PVM al-

gorithm, a sophisticated advancement in cluster management. This algorithm employs

an innovative opportunity cost concept, adeptly translating the usage of various resource

types - like CPU, memory, and disk - into a uni�ed, homogeneous cost metric. The

algorithm's key strategy is to allocate jobs to the worker that optimally minimizes the

incremental cost incurred from executing the job. Signi�cantly, the E-PVM algorithm

has gained recognition as a robust and e�ective cluster management tool, notably being

integrated into Google's Borg cluster management system[145, 149].

Similarly to E-PVM, the study in [57] introduces a multi-resource cluster scheduler.

This scheduler adeptly matches jobs to workers by thoroughly considering the require-

ments across all resource types. The authors frame this task as a multi-dimensional bin

packing problem, o�ering a dynamic and e�cient heuristic method that operates in real-

time. A notable feature of their approach is the prioritization of jobs with less remaining

work, a strategy that signi�cantly contributes to the reduction of the overall makespan.

On a di�erent note, the authors in [62] tackle the problem of scheduling under a

resource-sharing model, incorporating both locality and fairness constraints. They map

the scheduling problem as a graph data structure, where the weights and capacities of

the edges represent a balance of competing objectives, including locality, fairness, and

prevention of starvation (where speci�c jobs are perpetually delayed). By employing this

graph-based representation, they e�ectively capture the complexity of the scheduling
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task. Subsequently, the authors apply a standard solver to determine the optimal online

schedule, guided by a global cost model.

Finally, the authors in [70] developed a scheduling solution with a dual focus: opti-

mizing job distribution and reducing energy consumption. Their methodology adeptly

navigates the trade-o� between job consolidation, which aims to minimize the number

of active workers, and the e�ective distribution of tra�c patterns to prevent bottlenecks

in data center networks. Their approach results in DENS, a scheduling methodology

that is especially pertinent in scenarios where data centers handle data-intensive jobs.

While requiring low computational load, these jobs generate substantial data streams di-

rected toward end-users, leading to increased energy consumption. DENS addresses this

challenge by e�ciently managing resource allocation, thereby ensuring both operational

e�ciency and energy sustainability in data-intensive computing environments.

2.1.2 RAN Resource Orchestration

Recent years have seen transformative advancements in RAN architecture, marked by

several signi�cant developments. A key development is the Cloud Radio Access Net-

work (C-RAN) [28], which revolutionizes traditional con�gurations by distinctly sepa-

rating the Remote Radio Heads (RRHs) from the Baseband Units (BBUs). BBUs are

virtualized and centralized in C-RAN, creating a dynamic pool that e�ciently allocates

resources based on current demand[28]. The bene�ts of C-RAN are manifold, including

enhanced resource management through virtualization, centralization, dynamic reallo-

cation, reduced management costs, signi�cant energy savings, and simpli�ed network

capacity expansion by adding virtual BBUs (vBBUs) to the centralized pool. Follow-

ing the trajectory set by C-RAN, the Heterogeneous Cloud Radio Access Network (H-

CRAN) [107] emerged, integrating Heterogeneous Network (HetNet) con�gurations with

C-RAN. HetNet, by deploying a combination of low-power nodes in high-tra�c areas

and high-power nodes, signi�cantly boosts network capacity and coverage[158, 162].The

latest in this series of innovations is the establishment of the Open-RAN (O-RAN) Al-

liance [98]. This initiative has been pivotal in de�ning and standardizing open interfaces

within RAN architecture, aiming to decouple hardware from software, enhancing �exibil-

ity, and promoting the integration of AI solutions in network operations and management.

O-RAN further diversi�es RAN architecture into three distinct components: a Central

Unit (CU), a Distributed Unit (DU), and a Radio Unit (RU) [113].

Delving into speci�c advancements within these frameworks, Tang et al. in[142]present

a cross-layer resource allocation model in the context of C-RANs, targeting a reduction in
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system power consumption across the BBU pool, �ber links, and RRHs. They frame this

problem as a Mixed-Integer NonLinear Program (MINLP), incorporating service scaling,

Remote Radio Head (RRH) selection, and point beamforming. To tackle the NP-hard

nature of the problem, they introduce a solution that relaxes the original problem into an

Extended Sum-Utility Maximization (ESUM) format, solved through a specially designed

pruning algorithm. This algorithm stands out for its lower computational complexity

and improved energy e�ciency compared to traditional greedy algorithms. Furthermore,

in [25], Caballero et al. address the challenge of RAN resource allocation among multiple

tenants. They employ a weighted system in their network slicing approach to achieve a

fair distribution of resources across network slices. Their semi-online algorithm not only

adheres to Quality of Service (QoS) requirements but also exhibits rapid convergence, as

demonstrated through synthetic data validation.

In the realm of H-CRANs, Peng et al. introduce two optimization problems in their

works [108, 109]. The �rst focuses on mitigating inter-tier interference while optimizing

energy e�ciency through resource block assignments and transmission power adjust-

ments, solved using Lagrange dual decomposition. The second addresses the cost impact

of di�erent fronthaul types in C-RAN, proposing a joint optimization of energy e�ciency

and fronthaul costs. This problem is formulated as a non-convex beamformer problem

that constrains fronthaul capacity and transmission power. It is solved by developing an

outer-inner loops algorithm. In the outer loop, the primal problem is transformed into

an equivalent sub-problem using the bisection search method, while, in the inner loop,

the sub-problem is solved by the weighted minimum mean squared error approach.

Lastly, in the context of O-RANs, the authors in [38] developed a cell selection strategy

leveraging the Near-realtime RAN Intelligent Controller (RIC). This strategy aims to

optimize mobility management by focusing on channel quality and bitrate, demonstrating

increased median throughput and better network fairness. Additionally, the research

in [94] addresses network slicing within O-RAN deployments, with the goal of minimizing

RAN deployment costs. This problem is framed as a two-stage Integer Linear Program

(ILP), e�ectively navigated using a heuristic based on Lagrangian relaxation. In another

contribution to O-RAN, Sarikaya et al. [122]address network slicing in Multi-tier O-RAN

deployments, formulating the problem as a Mixed-Integer Quadratically Constrained

Program and solving it with the Gurobi solver. Their work focuses on the strategic

allocation of virtualized baseband functions across network slices, showcasing signi�cant

improvements in e�ciency and resource utilization compared to �xed allocations.
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2.1.3 Bike Repositioning

BSS commonly implement static bicycle repositioning strategies during o�-peak or cooldown

periods, such as nighttime. The primary aim of these approaches is to strategically re-

distribute bicycles among the various docking stations. This redistribution is crucial for

ensuring that an adequate number of bikes are available at each station to meet the

increased demand during morning commute hours, thereby enhancing the e�ciency and

user experience of the bike-sharing service.

Benchimol et al. [14] were pioneers in modeling this problem. They formulated this

problem as a variation of the TSP, where the primary task for trucks is to determine the

most e�cient route through docking stations, ensuring an optimal balance of bikes. To

represent this problem, they employed graph theory, providing a detailed and rigorous

analysis of its complexity. This analysis includes the establishment of lower bounds and

the development of an approximation algorithm tailored to this unique context. Notably,

the authors also contributed a polynomial algorithm speci�cally designed for scenarios

where the graph can be transformed into a tree structure.

In contrast, the study in [114] rede�nes the static bicycle repositioning problem as a

vehicle routing problem, introducing a re�ned generalization of current routing models.

Their approach uniquely integrates a joint optimization framework that simultaneously

addresses both shortage events - characterized by users encountering empty stations or

full bike lockers - and operational costs. This problem is formulated as a Mixed Integer

Linear Program (MILP). The robustness and practical applicability of their model are

further validated through empirical evaluations using real-world data from bike-sharing

system providers in Washington DC and Paris.

However, Chemla et al.[29] viewed it as a many-to-many pickup and delivery problem,

employing a single truck for execution. The study posits that the BSS is segmented

into various districts, each managed independently by a dedicated truck. These trucks

are primarily utilized during o�-peak hours, notably at night, to redistribute bicycles

strategically. This redistribution aims to optimize bike availability in anticipation of the

morning rush hour. The complexity of this problem is acknowledged as NP-hard. To

tackle this, the authors introduce a branch-and-cut algorithm designed to solve a relaxed

version of the problem. This algorithm is complemented by a tabu search method, which

serves to ascertain an upper bound for the optimal solution. The e�cacy of their proposed

solution is demonstrated through evaluations conducted on synthetic datasets.

Finally, the research in [124] presents an innovative solution that synergizes the opti-

mization of bike availability at each docking station with the creation of near-optimal ve-
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hicle routes for bike rebalancing. Their approach encompasses a mixed integer programming-

based clustering problem, ingeniously simplifying the complexity by decomposing the ve-

hicle rebalancing challenge into separate instances. Subsequently, they introduce a poly-

nomial heuristic aimed at minimizing routing costs. The e�ectiveness of their method-

ology is substantiated through evaluation with real-world data, demonstrating enhanced

performance compared to traditional mixed integer programming formulations and con-

straint programming approaches.

2.2 Dynamic DRA Strategies

Dynamic allocation strategies in the context of DRA exemplify a sophisticated and adap-

tive method to address the complexities and variabilities of modern systems. These

strategies are often framed as a combinatorial optimization problem, but due to their

large scales, meta-heuristics or machine learning approaches are utilized to �nd sub-

optimal solutions. The rich landscape of meta-heuristic methods in combinatorial opti-

mization is thoroughly surveyed in works such as Blum et al.[18] and Bianchi et al. [17],

providing a comprehensive understanding of these approaches. A signi�cant advance-

ment in this �eld is the integration of deep learning, which has revolutionized the way

complex allocation problems are solved and dynamically classi�ed. The intersection of

machine learning and combinatorial optimization, especially in the realm of deep learn-

ing, is expertly discussed by Bengio et al.[15], highlighting the transformative impact

of these techniques. Furthermore, deep learning facilitates the creation of multi-stage

pipeline approaches. Machine learning algorithms initially predict upcoming demand,

and combinatorial solvers then utilize this forecasted data. This process allows for a

proactive, as opposed to a reactive, stance in resource allocation, e�ectively anticipating

changes and needs to enhance overall e�ciency and e�cacy.

This section delves into the application of dynamic allocation strategies in addressing

three distinct DRA problems, each illustrating a unique aspect of these innovative meth-

ods. Initially, the focus is on task scheduling in distributed workload queues. In this

domain, dynamic strategies are frequently enhanced by machine learning predictions,

allowing for real-time adaptation to workload �uctuations. The discussion then moves

to network resource orchestration in RAN, where the variable demands and network

conditions call for advanced and adaptable algorithms. The preemptive use of machine

learning in forecasting network load patterns, followed by optimization techniques, un-

derscores the proactive nature of these strategies. Finally, we turn our attention to bike

repositioning in BSS. Confronted with unpredictable user behavior and demand patterns,
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this problem bene�ts from a multi-stage approach, where machine learning algorithms

predict bike usage trends and optimization solvers subsequently ensure e�cient resource

distribution.

Through these examples, the section aims to highlight the sophistication and adapt-

ability of dynamic allocation strategies within DRA, demonstrating their capability not

only to resolve complex problems but also to fundamentally re�ne the approach to re-

source allocation in rapidly evolving environments.

2.2.1 Task Scheduling

Static task scheduling methods, adept at managing speci�c and controlled scenarios,

often struggle to maintain e�cacy in rapidly changing system workloads. In response,

the research community, increasingly supported by machine learning innovations, has

transitioned towards dynamic scheduling solutions. These approaches, marked by their

adaptability and automatic recon�guration capabilities, adeptly handle �uctuations in

workload, ensuring optimal system performance even during peak tra�c and cooldown

periods. This evolution towards dynamic solutions underscores a signi�cant leap in task

scheduling, catering to the complex and evolving demands of modern computing systems.

Building on the shift towards dynamic task scheduling, Buttazzo et al. [24] made an

early attempt to o�er a solution in this domain. Their innovative approach introduces

the concept of elastic coe�cients assigned to tasks, enabling them to adjust to the pre-

vailing load conditions dynamically. This methodology, while straightforward, proves

remarkably e�ective in controlling system performance directly in relation to the current

load. It is particularly adept when applied to multimedia systems and control applica-

tions, where the execution rates of certain computational activities must be dynamically

tuned. This adaptability makes it a valuable tool in environments that demand �exibil-

ity and responsiveness to changing operational demands. Following the work of[24], the

authors of [41] delved into the dynamics of task �ows in distributed data center networks.

They developed a task-aware network scheduling approach that innovatively groups the

�ows associated with a single task, scheduling them collectively. This strategy extends

beyond the traditional FIFO methodology by incorporating a classi�er-based mecha-

nism to dynamically modify the network's level of multiplexing, e�ectively circumventing

head-of-line blocking issues. This nuanced approach has shown marked improvements

in makespan reduction, demonstrating its e�ectiveness across both decentralized and

centralized scheduler frameworks.
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Gao et al. [53] further advanced the �eld with a machine learning-based workload

prediction method for cloud computing. They crafted an innovative prediction method-

ology that strategically maintains a gap of m time points, providing schedulers with a

crucial window to utilize these forecasts e�ectively. Additionally, their multi-step ap-

proach �rst employs a clustering technique to categorize similar tasks, thereby re�ning

the task groupings. Following this, a tailored predictor is applied to each group, signif-

icantly enhancing the overall prediction accuracy. Their empirical analysis on Google

cluster traces demonstrated an impressive prediction accuracy of around90%.

Expanding the scope of sustainable computing, the study in[30] introduces an approach

to reduce the carbon footprint of workload schedulers in geographically distributed data

centers. This novel scheduling strategy is uniquely designed to consider each data cen-

ter's available green energy supply. It intelligently allocates jobs to data centers with

a su�cient supply of renewable energy, maximizing the use of environmentally friendly

power sources. The practicality and e�ectiveness of their approach were rigorously evalu-

ated using real workload traces. Their �ndings indicate a substantial reduction in energy

consumption with high carbon footprints by up to 40

On the other hand, several papers[31, 76, 110]have delved into the domain of deep

learning task management. Notably, Peng et al.[110] introduced a dedicated job scheduler

designed for deep learning clusters, with a primary focus on minimizing the training time

of deep learning models. This scheduler employs an innovative online �tting technique

to predict model convergence during training, e�ectively optimizing the use of allocated

resources. The e�cacy of their approach was validated through comprehensive test-

ing, with results indicating a signi�cant performance improvement over general-purpose

schedulers. Successively, the authors in[31] introduced a semi-dynamic load balancing

algorithm speci�cally aimed at mitigating the issue of stragglers, which are workers that

operate signi�cantly slower than their counterparts in distributed machine learning en-

vironments. This algorithm is designed to adaptively align the workload of each worker

with its current processing capabilities, ensuring more uniform progress across all nodes.

In a practical application of this concept, the authors developed a Python implementa-

tion compatible with popular machine learning frameworks like TensorFlow and PyTorch.

Their comprehensive evaluation demonstrated a notable acceleration, achieving approx-

imately a 54% increase in training speed in distributed settings.

Finally, Le et al. (2020) presented AlloX [76], a sophisticated job scheduler designed

for hybrid clusters. This scheduler is uniquely focused on optimizing performance while

ensuring fairness among users. AlloX rede�nes the scheduling problem as a min-cost

bipartite matching problem, facilitating a dynamic and equitable allocation of resources
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over time. The researchers not only theoretically prove the optimality of AlloX in smaller

o�ine settings but also conduct extensive performance evaluations in real hybrid clus-

ter environments. Their results reveal a signi�cant reduction in job completion times.

Additionally, AlloX successfully maintains fairness and prevents starvation of resources,

thereby striking an optimal balance between e�ciency and equitable resource distribu-

tion.

2.2.2 RAN Resource Orchestration

In the earlier part of this saction, we focused on static strategies for orchestrating re-

sources in the RAN. Most solutions use constraint programming to devise optimization

methods. While e�ective in certain scenarios, these static approaches face limitations,

particularly in terms of scalability. As the size and complexity of the problem grow, �nd-

ing optimal solutions using these methods can become intractable. Additionally, static

strategies tend to be myopic, optimizing for the immediate, current state of the system

without considering future changes or trends.

In contrast, dynamic approaches to RAN resource orchestration o�er a more adapt-

able and forward-looking solution. These methods frequently leverage machine learning

techniques and meta-heuristics to navigate the complexity of large-scale problems, often

providing sub-optimal yet highly practical solutions. The role of machine learning is

not con�ned to solution optimization; it is also pivotal in adding a proactive dimension

to these systems. Many dynamic strategies incorporate sophisticated forecasting mod-

els that predict future demand, allowing for more anticipatory and responsive resource

allocation.

The transition to dynamic approaches is exempli�ed in this study [36], where the

authors tackled the problem of optimizing BBU resource sharing in C-RAN deployments.

They developed a dynamic strategy for mapping BBU resources to RRH, employing an

innovative borrow-and-lend approach. This method allows groups of heavily burdened

RRHs to dynamically borrow BBU resources from less overloaded counterparts. Such a

dynamic allocation framework signi�cantly reduces resource wastage and simultaneously

enhances overall network throughput. In their 2018 study, Naboulsi et al.[96] conducted

a comprehensive analysis of the e�ects of dynamic resource allocation in C-RANs and

beyond, mainly focusing on a new class of mobile terminal handovers. To address the

complexities of this issue, they proposed a sophisticated algorithm that maps BBUs

to RRHs using a time-varying graph representation. This representation captures the

dynamic nature of the network and the mobility of users, allowing for a more responsive
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and e�cient allocation of resources. The results from their study underscore the e�ciency

of their method, particularly in reducing the frequency of handovers. Moreover, Khan et

al. (2018) [68] introduced a self-organizing approach for dynamically adapting C-RANs

to variable network capacity demands. They framed the network load balancing issue

as a linear integer-based optimization problem, tackled using a Discrete Particle Swarm

Optimization (DPSO) algorithm. This solution was benchmarked against a Genetic

Algorithm (GA) and the Exhaustive Search (ES) algorithm, with results con�rming the

DPSO's e�ectiveness in e�ciently managing network load.

Furno et al. [51, 52]have made signi�cant contributions to the �eld of demand predic-

tion as a supportive tool for RAN orchestration methods. In their �rst study, detailed

in [51], they introduced a novel method for extracting both spatial and temporal patterns

from mobile demand data. This method uniquely applies Exploratory Factor Analysis

(EFA) techniques for the �rst time in this context. The results from this study not only

demonstrated improvements over existing state-of-the-art approaches but also provided

deeper spatiotemporal insights, enhancing the understanding of mobile demand dynam-

ics. In a related but distinct study [52], Furno et al. ventured into the realm of cellular

cognitive networks, proposing a comprehensive framework. Through this framework, they

were able to categorize demand patterns in correlation with the spatiotemporal routines

of user populations. This approach goes beyond standard demand analysis by also en-

abling the identi�cation of outliers, which are often indicative of unusual or anomalous

events. Such capability is invaluable for anticipating and responding to atypical demand

�uctuations, contributing to more e�cient and adaptive RAN orchestration.

In a series of studies, Chen et al.[33, 34] developed a two-step system to enhance the

mapping of virtualized resources in H-CRAN environments. In[34], they introduced a

deep learning framework to optimize the mapping of BBUs to RRHs. This framework

employs a multivariate Long Short-Term Memory (MuLSTM) model that captures spa-

tiotemporal correlations between base stations and user demand. The predictions from

this model feed into a Distance-Constrained Complementarity-Aware (DCCA) algorithm

aimed at identifying optimal base station clustering schemes. This algorithm balances

the capacity utility and deployment cost, o�ering a sophisticated approach to resource

allocation in H-CRANs. In their subsequent work [33], Chen et al. again utilized the

MuLSTM model, focusing on predicting tra�c and mobility patterns. They rede�ned

the BBU-RRH mapping problem as a set partitioning problem, aiming to optimize both

cost and quality of service. This problem was approached using a resource-constrained

label-propagation algorithm. Their evaluation results highlighted signi�cant improve-

ments in cost-e�ectiveness and allocation quality compared to state-of-the-art baselines,
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con�rming the e�ectiveness of their proposed methods in dynamic RAN resource orches-

tration.

2.2.3 Bike Repositioning

Dynamic bike repositioning has increasingly become a focal point in contemporary re-

search, with various novel strategies being developed. Central to these solutions is the

deployment of transport vehicles dedicated to the redistribution of bicycles, addressing

the logistical challenges inherent in BSS. A substantial segment of this research empha-

sizes predictive and adaptive repositioning approaches. Solutions based on prediction

harness the power of demand forecasting, using data-driven insights to anticipate where

and when bikes will be needed. This forward-looking strategy aligns closely with user re-

quirements and anticipated system demands, enabling more e�ective management of bike

distribution. On the other hand, adaptive solutions are characterized by their respon-

siveness to real-time conditions, dynamically adjusting repositioning strategies to meet

immediate needs within the BSS. This section aims to explore the latest advancements

in dynamic bike repositioning.

In the sphere of vehicle-based dynamic bicycle repositioning for dock-based BSS, the

work of Liu et al. [84] stands out as a notable contribution. Their research primarily

focused on two critical aspects: establishing an optimal target level for bikes at docking

stations and re�ning vehicle routing for e�cient bike redistribution. Their methodol-

ogy unfolds in a two-step approach. Initially, they employed a Meteorology Similarity

Weighted K-Nearest-Neighbor (M-SWK) regressor[42]. This predictive model utilizes

historical data to forecast the number of bicycles that should be picked up or dropped

o� at various docking stations, integrating meteorological factors to enhance prediction

accuracy. Following this, the vehicle routing problem is formulated as a Mixed Integer

NonLinear Program (MINLP). The primary objective is to minimize the total distance

traveled by the repositioning vehicles. To solve this MINLP problem e�ectively, Liu

et al. introduced the Adaptive Capacity Constrained K-centers Clustering (AdaCCKC)

algorithm. This algorithm is particularly noteworthy for its ability to identify and seg-

regate outliers, contributing to faster algorithmic convergence. Additionally, it ensures

the feasibility of the solutions, thus striking a balance between e�ciency and practicality

in route optimization. Similarly, the study in [35] introduced a dynamic cluster-based

framework for predicting over-demand at docking stations in bike-sharing systems. The

authors constructed a weighted correlation network, a sophisticated method that models

and groups docking stations based on similarity. Building on this network model, they
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employed a Monte Carlo simulation approach to calculate the likelihood of over-demand

scenarios for each identi�ed cluster of docking stations.

In their study [85], the authors framed the dynamic bicycle repositioning problem

as a multi-stage stochastic problem, tackling it with a Lagrangian dual decomposition

approach to separate the routing and repositioning problems. This method led to a

notable reduction in lost demand, as shown in their evaluation results, demonstrating

its e�ectiveness over existing repositioning strategies in BSS. Moreover, in their 2018

study, Chiariotti et al. [37] developed a method for dynamic bike repositioning, leveraging

historical data to anticipate network conditions and make timely rebalancing decisions.

Central to their approach is the use of a Birth-Death Process model[66], which e�ectively

tracks the availability of bikes and identi�es optimal moments for redistribution. To

complement the prediction model, the authors applied graph theory to determine the

most e�cient rebalancing paths. The e�cacy of their approach was validated using real-

world data, with the results demonstrating a clear performance advantage over traditional

static methods.

Unlike previous approaches, the authors in[151] focused on predicting asafe rebal-

ancing range for each station, a range within which the number of bikes is considered

optimal for meeting user demand without overcrowding the station. This range is then

utilized to rebalance bikes among full and empty docking stations while minimizing the

rebalancing costs. Their approach, tested on multiple real-world datasets, signi�cantly

reduced docking station visits and enhanced bike availability.

Finally, in their 2019 study, Brinkmann et al. on [20] approached dynamic bike reposi-

tioning as a Stochastic-Dynamic Inventory Routing Problem (SDIRP), aiming to proac-

tively relocate bikes to meet demand and minimize unsatis�ed customer scenarios. They

introduced a Dynamic Lookahead Policy (DLA) that e�ectively simulates future demand

over a set horizon. This forward-looking strategy enables the system to anticipate and

adapt to changing user needs. Their evaluation demonstrated that the proactive nature

of their solution yielded enhanced performance, surpassing previous methods in e�ciently

managing bike availability across the network.

2.3 Reinforcement Learning DRA Strategies

Reinforcement learning (RL) strategies in DRA represent a cutting-edge approach, distin-

guished by their ability to autonomously adapt and optimize decision-making processes

in real-time. The core advantage of RL methods lies in their online learning capability,

which enables systems to continuously adjust to �uctuating workloads or demands with-
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out human intervention. This self-adaptive nature ensures that RL strategies are not

only responsive but also increasingly e�cient over time as they learn from ongoing inter-

actions within their environment. Furthermore, RL methods are excellent in identifying

and learning from patterns of demand, allowing them to anticipate resource requirements

proactively and to prevent potential shortages or ine�ciencies. Another signi�cant bene-

�t of RL in DRA is its �exibility in handling complex and non-linear problems, a common

characteristic in dynamic environments. RL algorithms are adept at navigating through

these complexities, making them ideal for scenarios where traditional approaches may fall

short. Additionally, the ability of RL to integrate with other machine learning techniques

broadens its applicability, enabling more nuanced and sophisticated resource allocation

strategies. The comprehensive exploration of reinforcement learning in the context of

combinatorial optimization problems is well articulated in Mazyavkina et al.'s survey

(2021) [89], o�ering insights into the evolving methodologies and applications of RL in

this domain.

This section will explore how RL strategies are applied to three speci�c DRA problems,

each highlighting a unique aspect of this innovative approach. First, we will delve into

task scheduling in distributed workload queues, where the RL ability of online learning

dynamically adapts to real-time workload changes, optimizing task allocation continu-

ously. Next, we examine network resource orchestration in RAN, where the RL capacity

to learn and predict network demand patterns enables a more e�ective and proactive

management of network resources. Lastly, the focus shifts to bike repositioning in BSS.

Here, the strength of RL in understanding and anticipating user behavior patterns is

crucial in ensuring that bikes are available where and when needed most, thus enhancing

user satisfaction and system e�ciency.

Through these examples, this section aims to highlight the adaptability, proactivity,

and robustness of RL strategies in DRA, showcasing their potential not just in solving

immediate allocation problems but in signi�cantly advancing the overall approach to

resource management in dynamic and complex environments.

2.3.1 Task Scheduling

Building on the advancements in dynamic task scheduling methods, there is a grow-

ing trend in the research community towards exploring the potentials of reinforcement

learning (RL) in task scheduling. While dynamic scheduling solutions have proven e�ec-

tive in adapting to �uctuating workloads and system demands, reinforcement learning

o�ers an added dimension of intelligence and learning-based adaptation. RL strategies
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allow learning and improving from the environment, making them ideal for complex and

highly dynamic task scheduling scenarios. This shift towards reinforcement learning in

task scheduling represents cutting-edge machine learning applications, where systems do

not just respond to changes but proactively learn and optimize their decisions over time,

enhancing the capability to handle the complex and ever-evolving demands of modern

computing environments.

In their pioneering work, Mao et al. [86] introduced the application of reinforcement

learning to resource management in cluster scheduling. They formulated the problem of

assigning tasks with multiple resource requirements into a learning problem, presenting

DeepRM. DeepRM operates online and optimizes multiple objectives, such as minimiz-

ing job slowdown and completion time. It utilizes the REINFORCE algorithm [140], a

policy gradient method in reinforcement learning. The results of their study demon-

strated DeepRM's rapid convergence and adaptability to varying operational conditions.

Furthermore, the performance of DeepRM was on par with state-of-the-art solutions in

the �eld. Building on their earlier work, Mao et al. further advanced the �eld by intro-

ducing Decima [87], a deep reinforcement learning agent. Decima is uniquely designed to

autonomously learn workload-speci�c scheduling algorithms, with the sole objective of

minimizing job completion times and without reliance on human-derived rules or instruc-

tions. When integrated with Apache Spark, a popular open-source distributed computing

system, their Decima prototype showcased remarkable results. It achieved a reduction

in job completion times of at least 21% compared to traditional hand-tuned scheduling

heuristics.

In High-Performance Computing (HPC), Souza et al.[134] developed an adaptive re-

inforcement learning approach to enhance queue management and resource e�ciency.

Their RL agent utilizes real-time system information, like queue status, to adjust re-

source allocations, aiming to minimize work�ow waiting times, overall makespan, and idle

resources. Following, the authors in[45] introduced a cutting-edge deep reinforcement

learning scheduler designed explicitly for HPC systems. This scheduler is underpinned by

a novel hierarchical neural network architecture, uniquely integrating concepts of resource

reservation and back�lling into its design. A key feature of this approach is its adapt-

ability: the scheduler can automatically adjust its policy through continuous interaction

with the HPC environment, aligning with the objectives set by the system manager. The

e�ectiveness of this new scheduler was validated through comprehensive testing, where it

demonstrated notable improvements over existing heuristics and optimization methods.

Instead, in their study [116], the authors introduced a suite of deep reinforcement learn-

ing (DRL) agents speci�cally designed for task scheduling in large-scale cloud computing
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systems. These agents are optimized to minimize waiting times and improve resource

utilization. Their e�ectiveness was evaluated using Google traces, where the DRL so-

lution demonstrated superior performance. It outperformed not only traditional static

methods like shortest job �rst and round robin but also dynamic techniques such as

Particle Swarm Optimization (PSO).

Concluding these advancements, Zheng et al.[165] put forward a Deep Reinforcement

Learning (DRL) based workload scheduler tailored for Edge Computing environments.

Their primary goals with this scheduler are multifaceted: to achieve a balanced workload

distribution across the network, reduce the overall service time, and decrease the number

of failed tasks.

2.3.2 RAN Resource Orchestration

Reinforcement learning approaches for RAN orchestration come into play to overcome

dynamic approach limits, which arise when adapting to the highly complex and con-

stantly changing environments typical in RAN systems is required. RL approaches o�er

a more sophisticated and �exible solution, capable of learning and adapting in real-time

to the intricate dynamics of RAN orchestration. Unlike static or conventional dynamic

methods, RL-based strategies can continuously evolve and optimize their decision-making

processes, making them particularly well-suited to handle the complexities and uncer-

tainties inherent in RAN resource management.

In the context of O-RAN, various approaches address low-level resource allocation

issues critical for e�cient network performance. These issues often revolve around opti-

mizing elements near the physical layer, such as spectral e�ciency, radio resources, and

power allocation, involving the control of Radio Units (RUs) and sometimes DUs. Wang

et al. [152] focused on the RU-DU resource assignment problem within O-RAN. They

formulated this complex issue as a two-dimensional bin packing problem and introduced

a solution employing a deep reinforcement learning agent combined with a Monte Carlo

tree search. Their approach was rigorously evaluated using both synthetic and real-world

data, leading to the discovery of more e�ective resource assignment policies that adapt to

varying network conditions. In another study [95], a reinforcement learning solution was

developed for dynamic adaptation of per-�ow resource allocation, including modulation

and coding schemes. This approach is tailored to meet speci�c tra�c �ow requirements,

showcasing the adaptability and precision of RL in resource management. Further, in[80],

reinforcement learning methodologies were applied to manage sessions for Ultra-Reliable

and Low-Latency Communication (URLLC). This application of RL addresses the crit-
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ical need for high reliability and minimal latency in modern communication networks,

underscoring the versatility of RL approaches in diverse aspects of RAN orchestration.

On the other hand, high-level resource allocation approaches within O-RANs focus

on further up elements in the network stack, such as deployment strategies, cell selec-

tion mechanisms, and the control of CUs and DUs through activation and deactivation

processes. A notable study by Pamuklu et al.[102] presents a reinforcement learning

solution targeting the optimal distribution of functionalities between CUs and DUs in

Green O-RAN environments. The primary goal of their approach is to minimize energy

consumption while maximizing the use of renewable energy sources. This strategy re-

�ects a growing emphasis on sustainability and energy e�ciency in network management.

Additionally, several high-level approaches are dedicated to addressing the challenges of

Network Slicing, a critical aspect of modern network orchestration. Studies like[78, 112,

139, 159]employ deep reinforcement learning to navigate the complexities of this task.

Network Slicing involves partitioning physical network infrastructure into multiple virtual

networks, each tailored to speci�c types of services or customers. In their pioneering work,

Li et al. [78] delved into the use of deep reinforcement learning for resource management

in network slicing scenarios. They developed a comprehensive approach encompassing

radio resource slicing and priority-based core network slicing. Through extensive simu-

lations, their study demonstrated the superiority of this DRL-based strategy over other

existing schemes, highlighting its e�ectiveness in optimizing network resource allocation

in complex slicing environments. In their study [159], the authors introduced a novel col-

laborative learning framework for network slicing resource management, combining deep

learning and reinforcement learning techniques. They employed deep learning for large

time-scale resource allocation and a reinforcement learning agent for real-time, online

scheduling to address small time-scale network dynamics. This dual approach provides

a comprehensive and adaptive response to varying network conditions. Contrastingly,

the research in[139] explored using a deep reinforcement learning agent speci�cally for

the dynamic reservation of virtual slicing resources in next-generation RANs. This agent

optimizes based on the average QoS utility and resource utilization of users, demonstrat-

ing a sophisticated approach to balancing network performance and user needs. Finally,

in [112]Polese et al. proposed a practical implementation of Deep Reinforcement Learning

(DRL) for network slicing within the O-RAN architecture. Their solution, deployed as

xApp - a modular and integrable component in O-RAN - enhances network performance

by allowing dynamic control applications. This implementation signi�es a signi�cant step

towards practical, real-world applications of DRL in optimizing RAN operations.
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2.3.3 Bike Repositioning

Building on the momentum generated by the lookahead strategy of Brinkmann et al.[20],

the research community has increasingly gravitated towards RL approaches for bike repo-

sitioning problems in BSS. The shift to RL is driven by its capability to learn and imple-

ment policies that account for long-term impacts, facilitating proactive strategies. These

strategies are adept at anticipating and mitigating potential bike shortages, enabling a

more holistic and e�ective management of BSS resources. By leveraging RL's foresight

and adaptability, researchers and practitioners aim to develop solutions that not only re-

spond to current demands but also preemptively address future challenges in bike-sharing

operations.

In their 2018 study, Li et al. [79] introduced a two-stage approach to dynamic bike

repositioning for dock-based BSS. Firstly, they create clusters of docking stations, aim-

ing to achieve a balance within each cluster while ensuring independence from others.

Following the clustering, they introduced a deep reinforcement learning agent for each

cluster. The primary goal of these agents is to learn and implement a long-term repo-

sitioning policy that minimizes customer loss. Moreover, the authors of[103] proposed

an incentive-based rebalancing solution for dockless BSS. They utilized spatial and tem-

poral features to develop a hierarchical deep reinforcement learning agent; their agent

outputs monetary rewards to incentivize users to pick up bikes from congested areas and

travel to non-congested parts of the city. Instead,[166] proposed a hybrid solution that

employs truck �eets for dynamic repositions as well as user incentives. Their approach

incorporates a spatiotemporal clustering method to extract bike demand hotspots and

uses a deep neural network called BikeNet to forecast bike demand trends. Finally, they

designed a reinforcement learning method to divide rebalancing tasks among users and

the operating trucks �eet in order to reduce the number of unbalanced docking stations.

On the other hand, Chen et al. [32] proposed a multi-objective and multi-agent re-

inforcement learning solution for the dynamic dispatching of bikes in dockless bicycle

sharing systems. They utilized a Gated Graph Neural Network model to predict bike

station layout and dispatch demand. The predictions are fed to a reinforcement learning

agent placed on each truck that jointly optimizes for dispatching cost, the initial load of

the truck, workload balance among the trucks, and the balance between the supply and

demand of bikes. Similarly, Jing et al.[63] adopted a multi-agent reinforcement learning

approach to enhance bike repositioning strategies. They �rst deploy a prediction model

designed to forecast user demand accurately. Building upon these predictions, they treat

28



2.4 Summary

each repositioning truck as an individual reinforcement learning agent. These agents are

then tasked with collaboratively learning e�ective bike repositioning strategies.

2.4 Summary

In this chapter, we have comprehensively analyzed the extensive literature in the DRA

�eld. The chapter began by categorizing the primary distinctions among existing ap-

proaches into static, dynamic, and reinforcement learning methodologies. A general

overview of the prevalent methods was provided for each category, o�ering insights into

their characteristics and applications.

In the realm of static approaches, it is observed that task scheduling predominantly uses

hand-crafted heuristics, while rule-based methods, often framed as constraint problems,

are more common in RAN resource orchestration and bike repositioning. The appeal of

these static approaches primarily lies in their simplicity and straightforward applicability.

However, as systems increase in complexity, scale, and dynamism, the limitations of

static methods become apparent, highlighting the necessity for more adaptive solutions.

This is where dynamic approaches, often leveraging machine learning, come into play.

These methods are adept at learning the dynamics of the system, o�ering solutions that

evolve in tandem with changes within the system.

Despite their adaptability, dynamic approaches tend to have a reactive nature, limiting

their ability to address potential issues preemptively. To overcome this, the literature has

shifted towards RL solutions. These RL approaches excel in learning from past experi-

ences, identifying patterns of demand that can be used to mitigate undesirable situations

proactively. This proactive stance marks a signi�cant advancement over merely reactive

methods, equipping systems to handle better the complexities and unpredictabilities of

today's resource allocation problems.

Overall, this chapter has thoroughly examined the three state-of-the-art domains rel-

evant to this thesis - task scheduling, RAN resource orchestration, and bike reposition-

ing. By exploring the evolution from static to dynamic and ultimately to reinforcement

learning approaches, we gain a holistic understanding of the current trends and future

directions in the �eld of DRA.
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In this chapter, we establish the theoretical framework at the basis of the empirical

investigations conducted on reinforcement learning within DRA. We �rst lay out the

foundational background and introduce essential notations for the comprehension of this

thesis. This section also provides a comprehensive overview of the algorithms integral to

our research.

Our discussion begins by distinguishing the core di�erences between online and full

reinforcement learning, highlighting their unique characteristics and applications. Sub-

sequently, we explore the fundamental principles underpinning reinforcement learning,

explicitly focusing on the Markov Decision Process (MDP) framework. This is followed by

an examination of the Multi-Objective Markov Decision Process (MOMDP) formalism,

which is critical for optimizing multiple objectives simultaneously.

In the �nal segment of this chapter, we describe the speci�c algorithms that are em-

ployed throughout this thesis. We introduce LinUCB [77], a contextual bandit algorithm,

as a foundational tool. Moreover, we delve into two state-of-the-art deep reinforce-

ment learning algorithms, particularly relevant in the context of discrete action spaces

for model-free RL: Deep Q-Network (DQN) [92, 93] and Proximal Policy Optimization

(PPO) [126]. These algorithms represent the cutting edge in our �eld and form the

backbone of our empirical analysis.

3.1 Reinforcement Learning Background

Reinforcement Learning (RL) is founded on a fundamental principle: learning through

interaction with the environment, a concept deeply rooted in both psychology[144] and

neuroscience[127]. This concept is exempli�ed by an infant learning to walk without

explicit instruction, discovering through trial and error how to navigate the environment.

At its core, reinforcement learning (RL) represents this computational approach to

learning by interaction. It involves an agent learning through actions within an envi-

ronment without explicit guidance on which actions to take. Each action results in a

change in the environment (or state) and yields a numerical reward. In the DRA con-
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text, as depicted in Figure 3.1, an action typically involves reallocating resources, thereby

altering the environment's status. Following this reallocation, the system's objective is

recalculated, e�ectively determining the reward. This reward is a quanti�able measure

of the e�ectiveness or e�ciency gained from the new resource allocation. Through such

interactions, the agent learns to identify resource allocation strategies that optimize the

overall system objectives, thereby embodying the essence of reinforcement learning in

dynamically adapting resource allocation environments.

Figure 3.1: Reinforcement learning interaction in Dynamic Resource Allocation (DRA): the agent
proposes a new allocation of resources (an action), the system environment changes
and as a result it provides the agent its new status (an observation) and system
objective feedback (the reward).

The agent's primary goal is to maximize cumulative rewards over time. Notably,

actions in�uence immediate rewards and the selection of future states and, consequently,

future rewards [141]. This framework has been successfully applied in diverse domains,

including games [93, 132, 143], robotics [7, 58, 65], and even in solving combinatorial

optimization problems like the TSP [13, 67], the VRP [73, 97],and the JSSP[161, 163].

An RL system comprises four main elements: apolicy, a reward signal, a value func-

tion, and, optionally, a model of the environment. The policy is the agent's strategy,

mapping actions to environmental states, and can be stochastic. Thereward signal sets

the objectives, de�ning immediate good or bad actions. In contrast, thevalue function

indicates the long-term desirability of states, estimating future rewards. Themodel of

the environment, if present, is used for planning, distinguishingmodel-basedmethods

from model-free methods, which are purely based on trial-and-error learning.

Moreover, the RL domain is characterized by two distinct approaches:online learn-

ing and full reinforcement learning. In online learning, the learner is presented with

and makes decisions based solely on the current state of the system. In contrast,full
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reinforcement learning encompasses a broader scope, accounting for transitions between

di�erent states of the system. Here, the learner not only reacts to the present state

but also strategically considers potential future states when making resource allocation

decisions.

3.1.1 Online Learning

In online learning, the Multi-armed Bandit framework, as outlined by Robbins (1952)

in [117], o�ers a simpli�ed yet insightful perspective into the evaluative aspect of rein-

forcement learning. This approach is focused on decision-making in a singular context

rather than across multiple situations. The essence of the Multi-armed Bandit problem

is a repetitive decision-making process involvingk distinct options or actions. Upon

selecting an action, a numerical reward is received, originating from a stationary proba-

bility distribution speci�c to that action. The primary goal is to maximize the expected

cumulative reward over numerous time steps.

In this scenario, each action among thek available has an associated expected reward,

termed the value of the action. We represent the action chosen at time stept asat , with

its corresponding reward asr t . Therefore, the value of any given actiona, expressed as

q� (a), is the expected reward obtained by selecting actiona.

q� (a) = E[at jat = a] (3.1)

In addressing thek-armed bandit problem, we note that the true value of each action,

q(a), is unknown, though we can estimate it. The estimated value of actiona at time

t is denoted asQt (a). Our aim is for Qt (a) to approximate q(a) as closely as possible.

A straightforward solution involves consistently selecting the action with the highest

estimated value, known as thegreedy action. In general, this falls undergreedy methods.

To implement these, we estimate action values using the formula:

Qt+1 = Qt +
1
t
[r t � Qt ] (3.2)

whereQt is the current estimate after t � 1 selections andr t is the reward received after

t selections of actiona. The greedy method then selects actionat as:

at = arg max
a

Qt (a) (3.3)
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As an alternative to strictly greedy approaches, " -greedy methods o�er a balance.

These methods are mostly greedy, but, with a small probability" , they randomly choose

an action, allowing for exploration beyond the current best estimate.

Building upon the foundation of the Multi-armed Bandit problem, the concept of

Contextual Bandit, also known asAssociative Search, was introduced by Langford et al.

(2007) [74]. In the Contextual Bandit framework, the selection of an action is informed

not only by the potential reward but also by the speci�c circumstances orcontext in

which the decision is made. This context, unique to each action selection, enhances the

decision-making process by allowing for �ner di�erentiation between varying situations.

This added layer of complexity allows for more nuanced and situationally appropriate

action choices, adapting the core principles of the Multi-armed Bandit problem to more

dynamic and varied environments.

3.1.2 Full Reinforcement Learning

The underlying formalization of decision-making used in full reinforcement learning is

that of �nite Markov Decision Process (MDP). This framework extends beyond the

evaluative feedback seen in bandit problems to include associative aspects, where actions

must be tailored to speci�c situations. In MDPs, actions in�uence not only immediate

rewards but also subsequent states, thereby a�ecting future rewards.

In this paradigm, an agent interacts with an external environment - in our case, the

dynamic resource system. Through actions (resource allocations), the agent receives a

numerical signal, the reward (the system objective), which quanti�es the "goodness" of

the performed action, as depicted in Figure 3.1. These interactions form a trajectory,

de�ned as st ; at ; r t ; st+1 ; at+1 ; r t+1 ; ::: for t = 1 ; 2; 3; :::, where st 2 S is the state of the

environment at time t, at 2 A is the action taken at time t, r t 2 R is the reward associated

to the execution of at in the current state st . S, A , and R are the set of possible states,

actions, and rewards, respectively. The transition betweenst and st+1 is modeled by the

transition dynamics P(st+1 jst ; at ) that determine the probability of moving from st to

st+1 when performing action at . Therefore, an MDP is fully characterized by the tuple

hS; A ; P; R; 
 i , where 
 2 [0; 1] is the discount factor [141].

The goal of the agent is to de�ne a policy � (at jst ), a probability distribution over

actions for a given state, which maximizes the discounted return:

Gt =
TX

k=0


 k r t+ k+1 (3.4)
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where r t+ k+1 is the reward at time t + k + 1 . Therefore, given a policy� , we de�ne the

state-value function as:

V� (s) = E� [Gt jst = s] (3.5)

which is the expected discounted return when following the policy� from the state s

onwards. Similarly, we de�ne the action-value function given policy � as:

Q� (s; a) = E� [Gt jst = s; at = a] (3.6)

which is the expected discounted return when taking actiona in state s then following

the policy � .

In the realm of deep reinforcement learning (DRL), there are two primary approaches:

policy methods and value methods. Policy methods involve direct optimization of the

policy. This is typically achieved through parameterization using deep neural networks

and applying the policy gradient theorem [140]. The policy gradient theorem states that

the gradient of the expected return with respect to the policy parameters can be expressed

as:

r � J (� ) = E� �

"
X

a

Q� � (s; a)r � � � (ajs)

#

(3.7)

where r � � � (ajs) denotes the partial derivatives of the policy with respect to each of the

parameters in � .

Conversely, value methods focus on estimating a value function. This can be either

the state-value function V (s; � ), or the action-value function Q(s; a; � ). Unlike policy

methods that explicitly de�ne the action choice, value methods often rely on implicit

policies for decision-making. A common example is the"-greedy policy, which combines

exploration and exploitation by selecting the best-known action most of the time while

occasionally choosing an action at random.

In the context of DRL, the parameterization of these value functions is typically exe-

cuted using deep neural networks, denoted by parameters� . These networks are trained

to approximate the value functions as accurately as possible, which in turn informs the

policy decision, either directly in the case of policy methods or indirectly in value meth-

ods.
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3.2 Multi Objective Reinforcement Learning

In the domain of DRA problems, a prevalent challenge is to optimize multiple, often

con�icting, objectives. This aspect has been thoroughly explored in the literature, with

notable contributions including Stewart (1992) [138], Konak et al. (2006) [72], Köksalan

et al. (2011) [71], and Deb et al. (2016)[39]. Central to multi-objective optimization is

the concept that a single, universally optimal solution is typically unattainable. Instead,

this domain is characterized by a set of solutions known asPareto optimal. A solution is

deemed Pareto optimal when any attempt to improve one objective would compromise

at least one other objective. Collectively, these Pareto optimal solutions form thePareto

optimal set. Notably, in many real-world applications of multi-objective problems, the

Pareto optimal set can be in�nitely large, adding to the complexity of these problems.

In the realm of reinforcement learning, the adaptation to multiple objectives leads to

the formulation of a MOMDP. The primary distinction between a standard MDP and

a MOMDP lies in the reward function. In MOMDPs, the reward function, denoted as

R : S � A ! Rd, yields a vector of rewards corresponding to each objective, rather than

a single scalar value. Here,d � 2 represents the number of objectives, as discussed in

Roijers et al. (2013) [118]. Consequently, the value of a state under a given policy� is

also vectorial, expressed as:

V � (s) = E� [
1X

k=0


 k r t+ k+1 jst = s] (3.8)

where vectors are denoted in bold to enhance clarity. In contrast to single-objective

MDPs, where policy comparison is straightforward, in MOMDPs, we cannot de�ne a

natural order between di�erent policies without any additional information about how

to prioritize them because the value of a policy can be ambiguous. A common approach

to address this challenges in MOMDPs is the adoption of autility-based methodology.

This involves the construction of autility function , also known as ascalarization function,

which translates the multi-dimensional policy value,V � , into a single scalar measure:

V w
� (s) = U(V � (s); w) (3.9)

wherew represents the weight vector that parameterizesU. The nature of the scalariza-

tion, linear or non-linear, determines the nature of the solutions derived and the spectrum

of applicable methods. For the purposes of this thesis, a linear combination of objectives

is su�cient to encapsulate the necessary trade-o�s. This assumption also o�ers �exibility

in the solving method, as employing a linear utility function allows utilizing any single-
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objective RL algorithm. However, for a deeper dive into the nuances of MOMDP and

their solution strategies, the reader is directed to the comprehensive survey by Roijers et

al. (2013) [118].

3.3 Learning Algorithms

In this section, we introduce the learning algorithms that underpin the research presented

in the subsequent chapters of this thesis. Each algorithm represents a state-of-the-art

approach within its respective domain. We begin with the LinUCB algorithm, a con-

textual bandit solution proposed by Li et al. in 2010 [77]. Following this, we delve into

two model-free algorithms that are considered state-of-the-art in discrete action spaces.

These are the DQN algorithm, introduced in the context of Atari games in 2015[92, 93],

and the PPO algorithm, proposed in 2017[126]. Each of these algorithms exempli�es

the cutting-edge in value methods and policy methods, respectively. It is important to

note that other approaches may be more suitable in environments with continuous ac-

tion spaces. These include the Deep Deterministic Policy Gradient (DDPG)[81], the Soft

Actor Critic (SAC) [59], and the Twin Delayed DDPG (TD3) [50], each o�ering distinct

advantages in such scenarios.

3.3.1 LinUCB

The LinUCB algorithm, introduced in [77], is an approach for the online learning problem

in which at each time t the learner is presented with information (calledcontext) prior

to selecting its action. The selection of the action at timet uses the following criterion:

at = arg max
a2A

�
�̂ |

ax t;a + �
q

x |
t;a A � 1

a x t;a

�
(3.10)

wherex t;a represents the context of the actiona at time t with size d, � = 1 +
q

ln( 2
� )

2 is

a constant which for any � > 0 controls the degree of exploration and�̂ |
a = A � 1

a ba is a

matrix obtained applying ridge regression to the training dataA and b, with A being an

identity matrix of dimension d and b being a zero vector of sized.

3.3.2 DQN

The Deep Q-Network algorithm, introduced by Mnih et al. (2013, 2015)[92, 93], repre-

sents a signi�cant advancement from the traditional Q-learning algorithm [154]. While
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classic Q-learning relies on a lookup table to represent the action-value function, DQN in-

novates using a neural network for function approximation, parametrized with weights� ,

used to approximate the action-value functionQ(s; a; � ). Further to tabular Q-learning,

DQN leverages the experience replay and the target networkQ� . The former [82] consists

of storing tuples of agent's experiencehst ; at ; r t ; st+1 i in a replay bu�er D and sampling

a mini-batch at each learning step. It allows for better data e�ciency and reduces the

variance in the updates. The latter makes the DQN more stable by copying the weights

� of the online network to those of the target network� � every C steps.

In the past years, the research community has proposed several improvements to the

original DQN algorithm [61], some of which we use in our implementation. In particular,

we adopt the Double DQN [148] updates, which are able to deal with the problem of

the overestimation of Q-values of the original approach. Double DQN uses two sets of

parameters: � for the online network and � 0 for the target network, with online network

parameters periodically copied to the target network. The agent collects experience tuples

hst ; at ; r t ; st+1 i through environment interactions and updates online network weights by

backpropagation using the learning target:

y = r t + 
Q (st+1 ; arg max
a

Q(st+1 ; a; � ); � 0) (3.11)

We also adoptprioritized experience replay[123], which, instead of sampling uniformly

from the replay bu�er, samples entries proportionally to a weight, which is a function

of the Temporal Di�erence (TD) estimation error, hence prioritizing "important" tran-

sitions. We opt for the variant of prioritized experience replay that determines weights

corresponding to the last encountered absolute TD error, which has been shown to be

highly performant yet computationally e�cient. Finally, we use the dueling network ap-

proach proposed by Wang et al. [153], which modi�es the Q-network architecture by

splitting the last layer into two branches that output the advantage and value, respec-

tively. The two branches are subsequently factorized in order to obtain the Q-values in

output. Indeed, this technique allows for better generalization across the actions.

As an o�-policy, value-based method, DQN is noted for its data e�ciency. An advan-

tage that becomes particularly critical in complex real-world environments such as those

encountered in DRA problems, where data acquisition can be costly and time-consuming.

3.3.3 PPO

PPO, introduced in 2017 [126], represents a signi�cant advancement in reinforcement

learning algorithms, building upon the principles established by Trust Regio Policy Op-
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timization (TRPO) [125]. As a leading-edge policy optimization method, PPO e�ectively

balances the dual objectives of achieving stable policy updates and enhancing policy per-

formance. This balance is achieved through a streamlined implementation approach

coupled with a simpli�ed process for hyperparameter tuning, all while delivering robust

empirical performance.

The core concept of TRPO, which PPO also adopts, revolves around the idea of con-

straining policy updates to a trusted region. This constraint is designed to prevent drastic

and potentially destabilizing changes in the policy. PPO leverages the policy gradient

theorem 3.7, and the goal is to maximize the clipped surrogate objective, which can be

de�ned as:

L PPO (� ) = E� � old

h
min

�
Rt (� )Â t ; clip(Rt (� ); 1 � �; 1 + � )Â t

�i
(3.12)

where Rt (� ) represents the probability ratio between the updated policy� � and the old

policy � � old . The advantage estimatesÂ t measures the relative value of each action

taken at time step t. The clipping term within the surrogate objective ensures that

the policy update does not deviate excessively from the previous policy, limiting the

potential instability. By optimizing this objective using stochastic gradient ascent, PPO

has achieved signi�cant performance gains in a wide range of reinforcement learning tasks

such as games[16, 126]and multi-agent settings [160].

3.4 Summary

In this chapter, we have laid the foundational groundwork for the theoretical framework

that will be utilized throughout this thesis. Our focus initially centered on the mecha-

nisms of reinforcement learning and its interaction dynamics with the environment. We

then elucidated the core RL functionalities, distinguishing between its online and full

implementations.

Subsequently, we delved into the crucial di�erences between single-objective and multi-

objective RL. Given the signi�cance of multi-objective optimization in DRA problems,

we dedicated special attention to de�ning the MOMDP. This framework serves as a

re�ned model for articulating the multi-objective problems encountered in this �eld.

We concluded the chapter by introducing three pivotal learning algorithms that form

the basis for addressing the DRA problems in this thesis. These include the LinUCB

algorithm, a contextual bandit approach proposed by Li et al. [77], and two state-of-the-

art model-free algorithms for discrete action spaces: the Deep Q-Network[92, 93]and the
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PPO [126]. Each algorithm has been selected for its relevance and e�cacy in the context

of the speci�c DRA problems we aim to address.
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4 Reinforcement Learning based

Queues (RLQ)

This chapter introduces the �rst solution to DRA discussed in this thesis, namely Rein-

forcement Learning based Queues (RLQ). This innovative strategy focuses on workload

allocation in distributed queues, utilizing reinforcement learning for optimal e�ciency.

Distributed workload queues are nowadays widely used due to their signi�cant advan-

tages in terms of decoupling, resilience, and scaling. Task allocation to worker nodes in

distributed queue systems is typically simplistic (e.g., Least Recently Used) or uses hand-

crafted heuristics that require task-speci�c information (e.g., task resource demands or

expected time of execution). When such task information is not available and worker

node capabilities are not homogeneous, the existing placement strategies may lead to

unnecessarily large execution timings and usage costs.

Therefore, we investigate the task allocation problem within theMDP framework,

where an agent assigns tasks to an available resource, by receiving a numerical reward

signal upon task completion. This allows our solution to learn e�ective task allocation

strategies directly from experience in a completely dynamic way. In particular, we present

the design, implementation, and experimental evaluation of RLQ, i.e., our adaptive and

learning-based task allocation solution that we have implemented and integrated with

the popular Celery task queuing system.

By using both synthetic and real workload traces, we compare RLQ against traditional

solutions, such as Least Recently Used. On average, using synthetic workloads, RLQ re-

duces the execution time by a factor of at least3� . When considering the execution cost,

the reduction is around70%, whereas for the time waited before execution, the reduction

is close to a factor of7� . Using real traces, we observe around70% improvement for

execution time, around 20% for execution cost and a reduction of approximately20�

for waiting time. We also analyze RLQ performance against E-PVM, a state-of-the-art

solution used in Google's Borg, showing that we are able to outperform it in the synthetic

data evaluation, while we outperform it in all the three settings based on real data.
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4.1 Problem Outline and Contribution

The problem of task scheduling concerns performing allocations to resources so as to

satisfy desired, often con�icting, objectives (such as throughput, latency, or fairness)

while accounting for underlying architectural properties. This problem presents itself at

multiple levels in computer systems; notable examples include scheduling of threads on

processors[83, 167],scheduling of packets in network infrastructure[91, 130],stream pro-

cessing[106, 121],software cache management[43], and scheduling of tasks and resources

in clusters [57, 105, 119, 149].

More speci�cally, in this work we address application-level workload scheduling for

distributed queues with zero information about the managed tasks. The goal is to allo-

cate tasks (units of work) to resources (entities capable of executing said work). In this

context, producers place units of work on shared job queues, which are consumed and

executed by distributed worker nodes. Such middleware systems are widely used since

they provide resilience to connectivity or node failures. They are also easy to scale hori-

zontally and allow loose coupling between producers and consumers. In fact, distributed

task queues also allow for the execution of workloads in third-party environments, where

workers are not owned by the system administrator and information about the underly-

ing hardware utilization is not available (or expensive to obtain). A relevant use case is

that of federated cloud deployments, where the cloud infrastructure belonging to several

owners is leased to a client in order to satisfy its business needs. In this situation, the

infrastructure owners typically limit hardware monitoring. Another example is that of

citizen science projects such as SETI@home[129] and Folding@home[49], in which vol-

unteers lend their computational resources for running simulations, but extensive and

detailed real-time monitoring is avoided because of potential privacy concerns.

Notable distributed queue examples includeCelery [26] and RQ [120] in the Python

ecosystem;Resque[115] for Ruby, and Bull [22] for Node. Such systems are typically built

on top of a message broker (such as RabbitMQ or Redis), which handles the underlying

communication primitives. Tasks are allocated according to a least recently used strategy

to worker nodes depending on their order of arrival, in accordance with a priority setting,

or using various heuristics.

4.1.1 Limitations of Current Approaches

The mechanisms by which tasks are allocated in the existing solutions above are general-

purpose, de�nitely far from optimality when tasks are long-running and the worker ca-
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pabilities are strongly heterogeneous. We identify the following shortcomings present in

current state-of-the-art systems and methods:

1. Assumption of uniform worker capabilities: most current approaches implicitly

assume that workers have the same capability, while in reality they may be highly

heterogeneous. Variations in hardware (e.g., disk speed, availability of a GPU)

and software (e.g., optimized numerical libraries) can cause signi�cant di�erences

in task completion times.

2. Lack of notion of cost: available task scheduling systems do not support a notion

of monetary cost per unit of time associated with the execution of tasks. In the

context of cloud-based infrastructures, for example, it may be desirable to strike a

balance between completion time and cost spent using the hardware. Furthermore,

when servers are self-managed, costs are sustained for managing and running the

resources, which should be kept low.

3. Lack of adaptability in dynamic settings: current task schedulers require tuning

in order to function well, but cannot automatically update such settings in cases

where the frequencies and characteristics of incoming tasks change signi�cantly. If

such a shift is substantial, this can be detrimental to performance.

4. Requiring task-speci�c information : sophisticated task schedulers necessitate pre-

cise information about the tasks they are going to schedule, such as their estimated

time of completion and the resources that are demanded. However, in cases where

execution happens on third-party devices that are not under the control of the task

queue user, such information may be unavailable.

4.1.2 Contributions

In this work, we make the following two contributions in order to overcome these limita-

tions:

1. We cast the allocation problem as a decision-making process in which tasks of

various classes have to be assigned to heterogeneous types of worker nodes. A cen-

tralized agent allocates tasks to workers of a particular type, receiving a numerical

reward signal based on a measure of the �tness of its assignments, adjusting its

behavior so as to maximize it. Several desiderata such as the cumulative time that

tasks spend waiting, total execution time, or total execution cost can be transpar-

ently captured as a reward signal. We contribute a formulation of this problem
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based on the MDP framework, for which learning is possible via contextual bandit

as well as deep reinforcement learning algorithms.

2. We present the design and implementation of RLQ (Reinforcement Learning based

Queues), a learning-based adaptive system for task allocation that is integrated

with Celery, a widely-used platform for distributed task processing in Python. In

our system, tasks arrive on a �main" queue in an asynchronous way and are al-

located to a speci�c type of worker based only on a task label and the current

load of the system. We have implemented two learning algorithms for this pur-

pose, based on the LinUCB contextual bandit algorithm[77] and the DoubleDQN

algorithm [148]. In addition, RLQ includes several novel architectural components

that enable learning task allocation policies e�ciently, while supporting distributed

asynchronous task execution with delayed rewards.

4.1.3 Preliminary Findings

We have thoroughly evaluated RLQ using both synthetic workload and real workload

traces [54] from Borg [128, 145, 149],Google's cluster management system. Our experi-

mental evaluation shows that RLQ achieves signi�cantly better performance compared

to classic solutions, such as Least Recently Used, when optimizing for objectives that

capture various execution time, execution cost and waiting time desiderata. In terms of

learning algorithms, we �nd that DoubleDQN outperforms LinUCB as the complexity

of the problem increases. Compared to these baselines, over the synthetic data, on av-

erage the time of execution is reduced by a factor of at least3� ; when considering the

execution cost we are able to reduce the expense around70%; when considering the time

waited before executing, the reduction is near a factor of7� . Furthermore, our results

show that RLQ is able to adapt to varying workload frequencies without any need for

manual intervention, by maintaining substantially the same performance gain. Using

real traces, we observe around70% improvement for execution time, around20% for ex-

ecution cost and a reduction of approximately20� for waiting time. Finally, we evaluate

our solution against a well-established cluster management solution, namely E-PVM[6],

the scheduling algorithm used by Borg, E-PVM requires knowledge about task resource

requirements and workers' current load in order to allocate tasks, information that is by

design unavailable to RLQ. In the experiments using synthetic workload we observe that

the additional system information used by E-PVM leads to better performance when the

time waited by a task is optimized while, on the other hand, it is outperformed by RLQ
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when time and cost of the task execution are. In the experiments based on real-traces,

DoubleDQN can outperform E-PVM on all the three setups.

4.2 Approach

This section outlines the approach and methodology implemented to develop RLQ. Ini-

tially, we delve into the settings and provide a mathematical formulation of our prob-

lem. Subsequently, we detail how the scheduling problem is transformed into the MDP

framework, elaborating on the con�guration of the action space, state space, and reward

function. Next, we explore the system design underlying RLQ, thoroughly examining

each component. Special emphasis is placed on their speci�c functions within the sys-

tem. Finally, this section sheds light on the practical aspects of implementing these

components. They are constructed usingCelery, a widely-recognized Python framework

for distributed task processing.

Figure 4.1: Graphical summary of the proposed learning-based scheduler for distributed task
queues. Tasks of di�erent classes arrive at a main queue of the Task Broker, and an
agent is responsible for allocating them to a given type of worker (present in multiple
instances). Allocation is performed based on the state and properties of worker nodes,
gathered by the Experience Collector and saved in the Shared Memory. Once a task is
completed, the agent receives a reward that quanti�es the optimality of its allocation
choice depending on time and cost measured for task execution.
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4.2.1 Task Assignment in Distributed Queues as an MDP

In this section, we construct the formal de�nition of the assignment problem in dis-

tributed task queues as a MDP. We present an overview of the abstract architecture

in Figure 4.1. Our formulation addresses the shortcomings of the current methods de-

scribed in Section 4.1: namely, it is suitable for an environment in which worker nodes

have heterogeneous capabilities, it can account for a notion of cost associated with the

execution of tasks, and it can capture varying workloads. In this work, we consider a

subset of characteristics as exemplar, without loss of generality. The proposed approach

can be transparently extended to cases where a larger (or smaller) set of characteristics

are taken into consideration since the learning process is based only on the measured

time of execution.

Asynchronous Task Execution

The scheduling of a task is an asynchronous operation for which the reward can only

be computed when the task completes its execution and its outcome is known. Thus, in

contrast with the standard MDP framework, there exists adelay between when an action

is taken and when the reward can be provided. Since blocking while waiting for a task to

complete is wasteful, we instead assign a new task as soon as it arrives, without waiting

for the previous one to complete. Formally speaking, the rewardr (st ; at ) for taking

action at in state st is only revealed at timestept + � instead, with � � 1. Therefore, at

each time stept, the agent receives a setH t comprising the reward associated to all the

tasks allocated in previous steps that have completed their execution at timet.Delays in

obtaining feedback occur frequently in practice. We adapt the learning mechanisms as

follows to deal with this: for LinUCB, at each step we update the weights for all tasks in

the set H t (as also performed for the recommendation problem for which the algorithm

was originally developed[77]); while for DoubleDQN we add all the (st ; at ; r t ; st+1 ) tuples

in H t to the experience replay bu�er. Since the task execution times are signi�cantly

smaller than the full time horizon over which allocations have to be made (� � T),

this still enables learning e�ciently. For further results that characterize the ability of

agents to learn in decision-making settings with delayed feedback, we refer the interested

readers to [64, 155] in the online learning setting and [150] in the full reinforcement

learning problem.
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Workers and Tasks

We are given a set of worker nodes of sizeD , which we refer to as theworker pool P.

Each worker w 2 P can execute only one task at a time and belongs to a worker type

! . We denote the set of all worker types as
 , with j
 j = N . Each worker type ! is

characterized by:

ˆ a speci�cation of available resources (e.g., amount of RAM, CPU cores), which is

identical for each worker of this type;

ˆ the number of replicas available, denotedd(! );

ˆ a scalar value� exec(! ) 2 R, which represents the cost per execution timestep for

this worker type.

Each taskut belongs to a task class . We denote the set of all tasks classes as	 , with

j	 j = M . Each task class is characterized by its workload, which may take a variable

amount of time to complete depending on its arguments and the resources of the worker

that executes it.

Problem Statement

At each timestep t, the system receives a taskut , which must be executed by a worker

w 2 P . The task is completed after � exec(ut ) 2 N timesteps, potentially having spent

� wait (ut ) 2 N timesteps waiting. Given a cost function � de�ned over the task, worker

type, as well as waiting and execution intervals, the goal is to assign tasks such as to

minimize the sum:

X

t

� (ut ; !; � wait (ut ); � exec(ut )) (4.1)

We next formalize the states (contexts), actions, and reward function that we use.

Actions

In the problem considered, tasks that arrive on the main queue must be allocated to

a worker. Perhaps the most intuitive way to frame the actions available to the task

allocation agent is to explicitly decide which worker node the task will be scheduled on.

While straightforward, this has the drawback that often worker nodes are unavailable

(since they are executing other tasks). Perhaps more importantly, if the composition of
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the worker pool changes (e.g., a worker node fails and is taken o�ine, or if a new one is

added to cope with demand), the allocation strategy is no longer applicable, and must

be re-learned. To deal with these two issues, we instead frame actions di�erently. We let

the action taken by the agent to be the assignment of a taskut to a worker type ! 2 
 .

Therefore, the set of all the possible actions is equal to the worker types set, thus A = 
 .

Hence, it is reasonable to assume that the setA remains �xed during execution. Once a

task is assigned to a worker type, it is moved from the main task queue to the internal

queue of the worker type, from which it will be popped in a FIFO manner by one of the

available worker nodes.

State and Context

In both full RL and online learning the state st and context x t;a respectively should

encapsulate relevant representations of the setting in which the agent operates � speci�-

cally, for the task allocation problem, it must capture information about the task to be

allocated as well as the current status of the worker nodes. We construct the state and

context representations using only the following features:

ˆ task class : the class (ut ) of the task to be assigned;

ˆ pool load : represents the current status of the workers in theworker pool P. This

feature captures the load at time stept for each worker type! .

The pool load feature encodes two important pieces of information about the system:

it captures whether worker types are idle and the status of the worker types' queues. We

represent the load for worker type! as � (! ), which takes the following values:

ˆ if � (! ) = 0 , then the worker type ! has all its replicas idle;

ˆ if � (! ) = 1 , then the worker type ! has one replica busy;

ˆ if � (! ) = d(! ), then all worker type ! replicas are busy;

ˆ if � (! ) > d (! ), then the worker type has� (! ) � d(! ) tasks in the queue waiting to

start executing.

The task class feature is represented as a one-hot encoding vector of dimensionM (the

number of task classes), while the pool load feature is a real-numbered vector of dimension

N (the number of worker types). To ensure comparable statistics across worker types

with di�erent numbers of replicas, we normalize the load� (! ) by the sum of load statistics
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of all classes,
P N

i =1 � (! i ). The state representation for the full RL problem is obtained by

concatenating the task class and pool load features, resulting in a vector of sizeN + M .

For the contextual bandit we require an additional one-hot feature vector of dimension

N representing the worker type, resulting in a context vector of size2N + M .

Rewards

The reward signal is the information used by the agent for discriminating good from

bad actions. We have brie�y described the objective for allocation in distributed task

queues as minimizing the total cumulative cost (as expressed in Equation 4.1) over the

tasks allocated. Thus, the agent's learning process can be guided by minimizing the cost

incurred for each allocation, or conversely, maximizing the negative cost:

R(st ; at ) = � � (ut ; at ; � wait (ut ); � exec(ut )) (4.2)

We now de�ne the speci�c cost functions that we consider from which reward functions

are derived. As we detail below, these capture various desirable aspects of allocation

strategies in distributed task queues. Note that, for brevity, we omit the arguments of�

in the de�nitions below.

ˆ Execution time � extime = � exec(ut ), which captures the time needed for executing

a task. By minimizing � exec, this objective leads to the selection of the worker type

that (on average) solves a certain task the fastest.

ˆ Execution cost � excost = � exec(ut )� exec(at ), which captures the cost of executing

a task over a certain worker type, balancing the time for completing the task and

the usage cost for executing it.

ˆ Waiting time � wait = � wait (ut ), an important objective to be optimized since it

allows to minimize the time spent waiting in the queue for each task. Hence, tasks

must wait as little as possible before starting execution.

It is worth noting that our agent has no knowledge of task resource requirements (hard-

ware or software), nor of the current resources available in the worker types. Therefore,

when it is necessary to deal with failures due to the violation of hard resource require-

ments of tasks, it is su�cient to extend the reward function to provide a penalty (a

negative value) and to requeue the task. The agent will learn, through experience, to

avoid allocations to worker types that cause failures.
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4.2.2 System Design

We next present the design of RLQ, our approach for real-time task scheduling that

receives tasks on a distributed queue and learns to allocate them so as to optimize the

objectives discussed in Section 4.2.1. In this section, we discuss each of the components

of RLQ (that we previously presented in Figure 4.1) in depth, noting that they are

implemented as independent entities that can only communicate using the network.

Task Broker

The Task Broker component is the main entry point of the RLQ system. It acts as a

proxy, receiving all the tasks generated by Producers, and placing them on an internal

queue (calledmain task queue). Every time a task arrives, the Task Broker queries the

Agent about which Worker Type ! it should be allocated to, providing only the task

class. Finally, it performs the allocation by publishing the task on the separate queue of

the Worker Type.

Agent

The Agent component contains the adaptive decision-making functionality. In order to

make an allocation decision, the Agent must gather the current state of the environment

st from the Shared Memory (see below), and perform the necessary computations, i.e.,

matrix operations, to obtain an action. Having made a decision, the Agent updates the

Shared Memory with the experienceet generated at timet, inserting the selected action

at and the context x t;a t (if a contextual bandit algorithm is used). Finally, once tasks

complete, the Agent updates its policy using the reward obtained.

Worker Types

For each Worker Type ! , a queue is created andd(! ) worker replicas are instantiated,

each of them subscribed only to the corresponding Worker Type queue. By default,

queues are not bounded; therefore, we can assign as many tasks as desired to a Worker

Type. Worker replicas of a Worker Type are identical in terms of speci�cation (e.g.,

CPU, memory and disk capabilities) and can only execute one task at a time. Once a

worker replica becomes available, it pops and executes tasks in a FIFO order from its

queue.
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Experience Collector

The Experience Collector component listens for events on the distributed queue to build

the experience entriese and save them into the Shared Memory. Every experience entry

is de�ned as the tuple e = hst ; at ; x t;a t ; r t+1 st+1 i , where x t;a t is the context related to

the selected actionat , which is part of the tuple only if the agent is a contextual bandit

agent. The Experience Collector performs three operations. Firstly, it listens on the

main task queuefor new tasks and when they arrive it starts the generation of a new

experience entry et by creating the state st and saving the partial et in the Shared

Memory. Secondly, every time it generates the statest , it attaches the state as next

state to the experienceet � 1. Thirdly, when a task ut , completes its execution at time

t + � exec(ut ), the Experience Collector computes the rewardr t � � exec (ut ) and adds the

reward to the experienceet � � exec (ut ) .

Shared Memory

The Shared Memory is a centralized component that is used by the other components for

saving and retrieving information, as well as an event broker for sharing messages and

events for synchronization purposes.

4.2.3 Implementation

Our reference implementation of RLQ is built on top of Celery, a widely used Python

framework for distributed task processing.1 In this section, we discuss the implementa-

tion details speci�c to Celery. While some of the implementation details are necessarily

framework-dependent, the design and architecture principles apply to all distributed task

processing frameworks, such as those discussed in Section 4.1.

Distributed Task Queue

We delegate the distributed task queue aspect to Celery, which itself uses a distributed

message queue implementation, with RabbitMQ and Redis available at the time of writing

(Redis in our current implementation). Celery supports creating di�erent queues and

making workers subscribe to them. In RLQ, as previously mentioned, we have used

several queues: themain task queue, part of the Task Broker, where all the tasks arrive

to be allocated; additionally, we have created a di�erent queue for each Worker Type.

1The source code for the RLQ implementation and evaluation is available at
https://github.com/AlessandroSta�olani/rlq-scheduler.
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Celery allows to schedule tasks by sending a message to a queue. More precisely, it

provides a programming interface through which a function can be called with additional

parameters and annotations that are used by Celery for specifying the queue on which

it will be ran, the task arguments, and other con�guration options. This programming

interface is used by task producers for placing tasks onto the main task queue, and is

also used by the Task Broker to assign a task to a particular Worker Type according to

the action selected by the Agent.

High-Level Workflows

RLQ operation can be described by two high-level work�ows that rely on Celery events

for their implementation:

1. Task arrival and allocation, illustrated in Figure 4.2: A new task is generated by

Producers and received by the Task Broker, which contains the main task queue.

Subsequently, the Task Broker queries the Agent via HTTP for the allocation

decision, which corresponds to the Worker Type queue where the task needs to

be assigned. The Agent ingests the current state of the system from the Shared

Memory and uses it to select the action, which is sent as a response to the Task

Broker. Finally, the Task Broker places the task on the selected Worker Type

queue, from where it is consumed and executed by a Worker Replica.

Figure 4.2: Sequence diagram for task arrival and allocation.
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2. Task completion, illustrated in Figure 4.3: when a Worker Replica completes the

execution of a task, a Celerytask succeededevent is �red. The Experience Col-

lector, upon receiving thetask succeeded event, computes the reward based on the

time needed for execution and the time waited by the task. Afterwards, the Expe-

rience Collector noti�es the Agent by sending an experience entry completed event.

Finally, the Agent obtains the reward from the payload of the event and uses it for

updating its policy.

Figure 4.3: Sequence diagram for task completion.

Task Broker

We implement all the logic of the Task Broker as a Celery task, which is executed by a

special Celery worker that is the unique subscriber of the main task queue. This enables

it to act as a proxy and to intercept all the tasks sent by task producers. Once a task is

generated by task producers, it is wrapped into a Task Broker task, and the task class

and arguments of the workload itself are passed.
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Worker Types

RLQ worker types have been implemented using Celery workers and making each replica

of a Worker Type subscribe to the same Worker Type queue.

Task Classes

The task classes in RLQ are mapped to Celery tasks, thus Python functions, which are

scheduled and executed on the workers. While tasks of the same class share the same

Python instructions, arguments may di�er.

State Feature

The state feature is built using two Celery events: thetask sent event and the task

succeededevent. The former is �red when a task is sent to a Worker Type queue, while

the latter is �red when a task completes its execution. The pool load feature is built

by creating a lookup table, where each worker type is associated with a number� (! i )

(initially zero). During execution, when the task sentevent is received,� (! i ) is increased

by one. Conversely, when thetask succeededevent is received,� (! i ) is decreased by one.

Measuring Execution and Waiting Time

Algorithms for decision-making typically use a discrete timestept as unit of time. Re-

call the formulation in Section 4.2.1, which speci�es that a single task is received per

timestep and must be allocated. Additionally, � exec represents the number of timesteps

taken for executing a task and� wait represents the time the task has spent waiting, with

the reward observed at timestept + � exec. However, measuring execution and waiting

times in terms of discrete timesteps is problematic for two reasons. Firstly, it would

require expensive synchronization using a global clock such that durations are reported

accurately. Secondly, any variation in the number of tasks received would cause the

waiting and execution times to vary, since a global clock advances quicker if more tasks

are received. For these reasons, in the implementation, the waiting time� wait and the

time of execution � exec are computed using the wall clock time measured in seconds.

4.3 Synthetic Workload Evaluation

In this section, we �rst introduce the environment used for our �rst set of experiments

that employ synthetic workload. First we describe the characteristics of the employed
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deployment and generated workloads. We then detail the training and evaluation proce-

dures. Finally, we present and discuss the results obtained by the considered methods.

4.3.1 Experimental Settings

Workload

We have created several di�erent task classes, each of which stresses one or more partic-

ular resource of the workers (i.e., they may require a considerable amount of CPU clocks,

memory, disk or a combination thereof). Each task class is assigned values for parameters

n and d, which are ranges that control the complexity of the task. The complexity of

the task is drawn from a uniform distribution over the range. Task classes are based on

the following simple programs:

ˆ CPU : generate a matrix M of dimensiond � d and compute (M � 1 � M T ) i where

i = 0 ; 1; :::; n � 1;

ˆ Disk : write a string of n megabytes into a �le, immediately close the �le, then

reopen it and read its contents;

ˆ CPU-memory : perform the same operations as theCPU program but keep re-

sults of all n operations in memory;

ˆ CPU-disk : perform the same operations as theCPU program, and additionally

save the results to disk.

Table 4.1: Parameters used to con�gure Task Classes.

program n d

 1 CPU [1, 5) [40, 60)
 2 CPU [3, 8) [50, 80)
 3 CPU-memory [1, 5) [40, 60)
 4 CPU-memory [3, 8) [50, 80)
 5 disk [35, 50) -
 6 disk [40, 80) -
 7 CPU-disk [2, 6) [40, 60)
 8 CPU-disk [3, 10) [50, 80)

Task class parameters are shown in Table 4.1. For each program, two di�erent task

classes have been created, which share the same program but di�er in complexity.
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We model the generation of tasks by producers as a Poisson process in which, on

average,� tasks are generated per minute. The task class of each generated task is

drawn from a uniform distribution over all the possible task classes.

Worker Types

The RLQ worker pool consists of six distinct Worker Types, each with distinct hardware

allowances. In Table 4.2, we show the amount of CPU, memory and disk that we have

used to con�gure the di�erent workers in a heterogeneous deployment environment:! 6

has roughly �ve times more resources allocated than! 1. The relative cost per execution

second � exec of each Worker Type has been chosen by comparing prices per hour of

virtual machines with various capabilities on di�erent cloud providers. The CPU values

shown in Table 4.2 are expressed as CPU units where 1000m of CPU is equivalent to

1vCPU/core for cloud providers and 1 hyperthread on bare-metal Intel processors. A

value smaller than 1000m means that a fraction of a core is reserved.

Table 4.2: Parameters used to con�gure Worker Types.

! CPU Memory Disk � exec

! 1 200m 100MB 128MB 0.85
! 2 300m 128MB 256MB 1.93
! 3 500m 180MB 512MB 3.22
! 4 500m 128MB 128MB 2.94
! 5 800m 256MB 256MB 4.02
! 6 1000m 512MB 800MB 5.12

Deployment

For deployment, we have used Kubernetes[56] version 1.2, a production-grade container

orchestrator used for automated container deployment, scaling, and management. Our

cluster is composed of one master and 3 worker nodes, all running Ubuntu 20.04 with

reserved resources managed by an OpenStack tenant, where each node is based on 2

2.2GHz Intel Xeon Gold 5220R 24C. The master is con�gured with 8 CPUs, 8GB of

RAM and 150GB of disk. The 3 worker nodes are con�gured with 16 CPUs, 12GB of

RAM and 150GB of disk.
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4.3.2 Training and Evaluation Procedure

To ensure statistical validity of the results, each evaluation (and training, where appli-

cable) has been executed 20 times, each using a di�erent random initialization for the

agent initial state. The random initialization of the environment has been kept the same

across the di�erent 20 runs, ensuring the same workloads are generated. As previously

discussed, we have originally implemented two variants of RLQ:

ˆ RLQ-LinUCB , based on the LinUCB contextual bandit algorithm. This method

has a single hyperparameter,� 2 [0; 2], which controls the level of exploration.

ˆ RLQ-DoubleDQN , based on the DoubleDQN deep reinforcement learning algo-

rithm. The neural network architecture we use is a fully connected network with

layers hidden layers and ReLU activations, where the �rst hidden layer has the

same number of units as the state representation, with each subsequent hidden

layer having half the number of units of the previous layer. Updates are done with

a batch size of64 using the Adam [69] optimizer and a learning rate lr . For the

level of exploration � , we use a linearly decayed schedule over all timesteps, starting

from 0:65 and �nishing at 0:01. The experience replay bu�er has capacity5000,

the target network update frequency is128, and we use a discount factor
 = 0 :99.

Optimized Hyperparameters

For RLQ-LinUCB, we considered� 2 f 0:1; 1; 1:5; 2g. RLQ-DoubleDQN has many hyper-

parameters that can be explored, however considering the cost in terms of time, we de-

cided to explore an important subset. We considered a learning ratelr 2 f 0:1; 0:01; 0:001g

as well as a number of hidden layerslayers 2 f 2; 3g. The optimal values are reported in

Table 4.3.

Table 4.3: Optimized hyperparameters for the synthetic workload evaluations.

Agent Objective Hyperparameters Values

RLQ-LinUCB Execution Time � 2
Execution Cost � 2
Waiting Time � 2

RLQ-DoubleDQN Execution Time layers, lr 2; 0:1
Execution Cost layers, lr 3; 0:1
Waiting Time layers, lr 2; 0:1
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Baselines

We compare the performance of RLQ against the baselines listed below.

ˆ A Random policy, which randomly assigns a task to a Worker Type;

ˆ A Least Recently Used (LRU ) policy, which assigns a task to each Worker Type

in a round-robin fashion;

ˆ An E-PVM based policy, a state-of-the art solution used for cluster scheduling[6].

This method computes a single cost value that combines the heterogeneous re-

sources required by a task, minimizing the change in cost obtained when assigning

the task to a worker.

The selection of the �rst two baselines is motivated by the need of maintaining the

initial assumptions: namely, that the system has no prior knowledge of the resources

needed for running a task, of how long the tasks take to complete, or of the number

of tasks to be executed. To be able to compute the cost value, E-PVM needs to access

information about the task resource requirements as well as the current level of utilization

of worker resources. Since this information is not available by default in our system, we

estimate it. The task requirements are estimated based on the average time of execution

on the di�erent worker types, while the worker utilization is derived using the capacity

of worker resources.

Training Phase

The purpose of the training phase is to let learning-based agents adjust their task al-

location strategies based on experience. The results of the training phase are also used

to select the hyperparameters of the learning-based agents. To speed up the training

and for balancing the trade-o� between initial exploration and exploitation, we execute a

bootstrapping phasebefore each training run. During the bootstrapping phasea random

policy is followed, which allows gathering initial experience. We found that this greatly

speeds up the time required for training. Each training run has been performed for a

total of 5000 tasks, where the �rst 1000 represent the bootstrapping phase, which ended

only when all the 1000 tasks have completed their execution, so to observe and to learn

from the reward of all of them. For the training phase, � is kept �xed to 60 tasks per

minute.
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Evaluation Phase

The learning-based agents are initialized with the best model found during the training

phase, andcontinue learning while the evaluation happens, so that we may also test

scenarios in which workloads vary over time. In fact, during our evaluation,� is varied

every 1000 tasks. We start with� = 60 for the �rst 1000 tasks. We then increase� by

10 times (600 tasks per minute). Finally, for the last 1000 tasks, we reduce� to 30.

Result Metrics

We measure overall performance in terms of thetotal metric value, which indicates the

sum of all the values received for the optimized metric during the entire execution, and

depends on the speci�c reward function used (recall Section 4.2.1). In order to analyze

results during the training and evaluation phases, we consider two additional metrics:

average metric value, which represents the mean value for each allocation over a time

window of 25 time steps, as well ascumulative metric value, which measures the sum of

the metric value received until a given timestep.

4.3.3 Evaluation Results

Table 4.4: Average total metric value and con�dence interval using synthetic workloads. Lower
values are better.

Execution Time (#) Execution Cost (#) Waiting Time (#)

Random 10444:1 � 180:1 23325:9 � 1002:2 986963:0 � 114217:2
LRU 10288:0 � 202:5 22731:5 � 906:4 1000484:7 � 93778:8
RLQ-LinUCB 3084:9 � 156:8 13144.1 � 423.0 305950:6 � 81805:9
RLQ-DoubleDQN 2915.9 � 114.2 13029.5 � 660.6 269408:6 � 64116:3
E-PVM 7808:4 � 253:4 18601:2 � 362:6 93149.3 � 3091.8

Table 4.4 presents the overall performance by showing the average total metric value

and its con�dence interval among the 20 runs performed with a di�erent random seed.

The table columns identify the corresponding agent, and the optimized metric. The plots

in Figure 4.4 illustrate, for each optimized objective, how the average metric value per

time window and cumulative metric value change over time.

Overall, the results presented in Figure 4.4 and Table 4.4 con�rm that our solutions,

both contextual bandit and reinforcement learning, outperform the baselines when the

generation rate is the same used at training time (� = 60), but also when it reaches values
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never seen before. In addition, for the execution time (Figure 4.4a) and execution cost

(Figure 4.4b) objectives, the change in the workload does not a�ect performance, and

both LinUCB and DoubleDQN perform nearly the same and even outperform E-PVM

which does not directly optimize those objectives. This con�rms the ability of the agents

to �nd the mappings that execute the tasks quickest (Figure 4.4a) or that execute the

tasks fastest while expending the least cost (Figure 4.4b).

Figure 4.4: Evaluation against baselines for each optimized objective using synthetic workloads.
Lower values are better.

Considering instead more complex objectives such as waiting time (Figure 4.4c), we

notice that changes in � cause noticeable changes in performance. Notwithstanding,

RLQ methods outperform the baselines considerably, while, as expected, more task in-

formation leads to improved performance forE-PVM when optimizing for waiting time.

DoubleDQN seems to be faster in adapting in the scenario where the rate� is increased.

We believe this adaptability is due to the generalization power of its state-action value

function approximator, which allows the agent to generalize between similar situations

even if their concrete instances may have never been seen before. In contrast,LinUCB

keeps no approximation of the context it receives, thus it needs to e�ectively change its

policy, requiring more time. On the other hand,LinUCB seems more capable to re-adapt

in situations with a smaller � . The ability of LinUCB to change the policy quickly al-

lows reaching a stable regime quicker. The same does not apply forDoubleDQN, because

once it has changed its policy it requires more iterations for removing the entries gathered

during the period with higher � from the experience replay.
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It is also worth noting how during the initial few steps, the learning-based agents (es-

pecially LinUCB ) perform worse than the baselines for all the objectives. This behavior

is due to distribution changes from training to evaluation, causing an initial wrong bias

for the agent. Nevertheless, after the initial timesteps, the agents are able to adapt their

policies.

System Scalability. We also stressed the scalability of RLQ to examine its capacity to

manage an intense workload by increasing the generation rate� signi�cantly, as shown

in Figure 4.5. Results show that a bigger generation rate (up to the value of� = 18000

tasks per minute) does not a�ect the time needed for choosing an assignment, which

remains constant among the di�erent agents and baselines. This is mainly due to the

design choice of building RLQ on top of Celery, which in turn delegates the management

of received tasks to the underlying distributed queue (in our case Redis). It is worth

mentioning that the increased latency incurred by theLinUCB agent is due to the time

needed for building the additional context feature (recall Section 4.2.1).

Figure 4.5: Average time taken by the Agent to decide an action for di�erent generation rates� .

4.4 Real-World Workload Evaluation

In this section, we describe the real-world traces used for our second set of experiments,

as well as the training and evaluation protocol. We also present the results we obtained

and the insights we derived from them.
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4.4.1 Experimental Settings

Dataset

In this set of experiments we use the Google Borg's cluster dataset version 3[54], which

comprises traces for the month of May 2019 from 8 di�erent cells. Traces contain in-

formation about two high-level resource request types: ajob (composed of one or more

tasks) describing the program / computation users want to run, and analloc set (com-

posed of one or morealloc instances) describing the resources reserved by jobs for their

execution. Each trace is composed of several tables describing the cluster resources and

their events during a given workload period. For a detailed description of the dataset,

please refer to[55].

Workload

Figure 4.6: Number of task instances for each task class extracted from Borg's traces.

We de�ne 50 task classes from the dataset. We group jobs that share the samelogical

collection name, which is shared by all the jobs that execute the same program. We

select as candidate task classes only the jobs that require execution in isolation, since

one of the assumptions of the study is that workers execute one task at a time and tasks

do not depend on other tasks. Finally, we �lter only jobs executed successfully with at

least one task instance. This is necessary in order to obtain some statistics in terms of

execution process. The result is a dataset that comprises347unique jobs with 13730task

instances. However, since most task instances belong to few jobs, as shown in Figure 4.6,

we ultimately created 50 task classes. The �rst49are the jobs with the highest number of

instances, while the last one contains all the remaining jobs. By doing so, we capture95%

of the total workload while keeping the number of task classes reasonably low. Tasks

wait for a time that is proportional to the time of execution observed in the dataset,
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which fully characterizes each task class i . To avoid unnecessary waiting, without loss

of generality, we map 1 day of execution time in the traces to 20 seconds of real clock

time.

Worker Types

Notwithstanding that workers execute all the same programs, we need to de�ne di�erent

types with varying capabilities and costs. Therefore, for each worker type! i we de�ne

the speed factors(! ), a value that varies the time of execution with respect to the time

recorded in the traces. The �nal time of execution for ! i becomes� 0
exec = � exec

s(! i )
. The

worker pool is composed of 5 worker types with 50 total worker instances, as summarized

in Table 4.5.

Table 4.5: Real workload worker types con�guration.

! s (! ) d(! ) � exec

! 1 0:5 20 1
! 2 0:75 14 2
! 3 1 8 3
! 4 1:5 5 4
! 5 2 3 5

4.4.2 Training and Evaluation Procedure

The procedure for our real workload experiments is the same as for the synthetic one. For

the evaluation, we use the tasks as they appear in the dataset, respecting the order, time

of execution, and frequency of arrival for new tasks. On the other hand, for training our

model, we generate new data accordingly to the distributions observed in the dataset. We

set the generation rate� equal to the number of tasks observed daily in the dataset. The

task classes for new tasks are drawn proportionally to their frequency in the dataset,

while the time of execution is sampled uniformly from the execution times of all the

instances of a certain task class. We train for a total of 13730 time steps (the same

length of the dataset), with a bootstrapping phase of 3000 steps. With respect to the

agents' hyperparameters, we set the capacity of the experience replay bu�er to 4000 and

the target network update to 400, while maintaining the others unchanged. We perform

hyperparameter optimization; optimal values are shown in Table 4.6.
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Table 4.6: Optimized hyperparameters for the real workload evaluations.

Agent Objective Hyperparameters Values

RLQ-LinUCB Execution Time � 1
Execution Cost � 2
Waiting Time � 1

RLQ-DoubleDQN Execution Time layers, lr 3; 0:001
Execution Cost layers, lr 3; 0:001
Waiting Time layers, lr 3; 0:001

4.4.3 Evaluation Results

Table 4.7 presents the average total metric value with its con�dence interval among the

20 runs performed with a di�erent random initialization. The table columns identify the

corresponding agent and the optimized metrics. The plots in Figure 4.7 illustrate how

the average metric value per time window and cumulative metric value change over time

for each optimized objective.

Table 4.7: Average total metric value and con�dence interval using real workloads. Lower values
are better.

Execution Time (#) Execution Cost (#) Waiting Time (#)

Random 14177:4 � 172:8 32754:0 � 104:1 3124:9 � 938:3
LRU 14123:9 � 132:9 32751:4 � 94:2 2271:2 � 694:1
RLQ-LinUCB 9600:3 � 523:7 30882:4 � 409:3 3588:4 � 2270:0
RLQ-DoubleDQN 8505.1 � 184.2 27685.2 � 376.7 117.2 � 30.9
E-PVM 10651:0 � 43:5 33433:9 � 26:6 332:2 � 50:9

Despite the additional complexity of the real-world dataset, and the increased scale of

the experiment, both in terms of task classes and worker pool size, the results con�rm

the superiority of RLQ. As shown in Figure 4.7a and Figure 4.7b, both the contextual

bandit and reinforcement learning variants of RLQ outperform all the baselines, including

E-PVM, in the optimization of the time and cost of task execution. In the waiting

time case (Figure 4.7c),DoubleDQN also outperforms E-PVM. This is not the case for

LinUCB . This is probably due to the use of function approximators, which are better

suited for problems characterized by larger state spaces. The high variability is due to the

distribution changes from training to evaluation that we also observed with the synthetic

workload. Nevertheless, after the initial timesteps, the agent is able to adapt its policy.
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Figure 4.7: Evaluation against baselines for each optimized objective using real workloads. Lower
values are better.

4.5 Summary

The primary lesson from this chapter is the e�ectiveness of incorporating adaptive,

learning-based algorithms into task allocation systems for distributed queues. The re-

search demonstrates that task allocation using reinforcement learning can be signi�cantly

optimized beyond traditional methods, even with limited information available. The

RLQ system adapts in real-time to varying workload demands and node capabilities,

consistently outperforming both traditional and advanced task allocation strategies in

terms of execution time, cost, and waiting time. This approach not only enhances per-

formance in distributed queue systems but also underscores the potential for applying

similar strategies to a broader range of distributed resource allocation and scheduling

tasks, suggesting a shift toward more dynamic, data-driven decision-making processes in

system design and management.

One current limitation of our approach is the assumption of atomic tasks, which do

not account for task dependencies (unlike approaches such as[87]. We view our approach

as a foundational building block toward developing architectures capable of managing

more complex dependencies. Additionally, it is feasible to extend the problem formula-

tion to dynamically adjust the worker pool, thereby maintaining cost-e�ectiveness amid

substantial workload changes. Notably, in the Google Borg cluster traces[54] used for

evaluation, only 0:345%of tasks in the dataset are dependent on other tasks. While this
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represents a limitation of the implementation used in the evaluation, the current sys-

tem can schedule the vast majority of tasks in a real dataset. Furthermore, the system

defaults to the conventional Celery allocation mechanism when dependencies are present.

In this chapter, we have tackled the problem of task allocation in distributed queues,

beginning with the observation that current allocation strategies in existing solutions

are simplistic. Our work contributes in two major ways: �rst, by formulating the task

allocation problem in distributed queues as an MDP, and second, by demonstrating how

learning-based decision-making algorithms (contextual bandit and deep reinforcement

learning) can be adapted to the task allocation problem. Moreover, we have introduced

the design and implementation of RLQ, an adaptive system for task allocation built atop

Celery. Through comprehensive evaluations using both synthetic and real workloads, we

have shown that the learning-based approaches supported by RLQ lead to substantial

improvements over existing baselines and can automatically adapt to changing workloads.

In general, the algorithmic and system components of RLQ have broad applicability

beyond task queues in other distributed allocation and scheduling scenarios.
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based on Reinforcement Learning

(PRORL)

In this chapter, we unveil the second DRA solution featured in this thesis, termedProac-

tive Resource Orchestrator based on Reinforcement Learning(PRORL). This innovative

solution serves as a resource orchestrator for O-RAN infrastructures, utilizing DRL to

proactively allocate network resources with enhanced e�ciency.

O-RAN is an emerging paradigm proposed for enhancing the 5G network infrastruc-

ture. O-RAN promotes open vendor-neutral interfaces and virtualized network functions

that enable the decoupling of network components and their optimization through intel-

ligent controllers. The decomposition of base station functions enables better resource

usage but also opens new technical challenges concerning their e�cient orchestration and

allocation.

PRORL is a novel solution for the e�cient and dynamic allocation of resources in

O-RAN infrastructures. We frame the problem as a MDP and solve it using Deep Re-

inforcement Learning; one relevant feature of PRORL is that it learns demand patterns

from experience for proactive resource allocation. We extensively evaluate our proposal

by using both synthetic and real-world data, showing that we can signi�cantly outper-

form the existing algorithms, which are typically based on the analysis of static demands.

More speci�cally, we achieve an improvement of90%over greedy baselines and deal with

complex trade-o�s in terms of competing objectives such as demand satisfaction, resource

utilization, and the inherent cost associated with allocating resources.

5.1 Problem Outline and Contribution

One of the aims of the �fth-generation (5G) cellular network infrastructure is to provide

very high data rates with extremely low latency and QoS improvements for the �nal

users. In response to these challenges, providers have implemented new technologies
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such as massive Multiple Input, Multiple Output (MIMO) [88], millimeter wave and sub-

terahertz communications [4], network-based sensing[19], virtualization through NFV

and Software-De�ned Networking (SDN) [90], and Machine Learning (ML)-based digital

signal processing[101], among others. These solutions enhance network capabilities but

also come at the expense of increased management complexity and cost for the operators.

To mitigate this complexity and avoid vendor lock-in, the Open-RAN (O-RAN) Alliance

[98] has de�ned and standardized open interfaces in order to decouple hardware from

software for enhanced �exibility and to enhance the support and usage of AI solutions

for network operations and management.

O-RAN extends the 3GPP NR 7.2 split for base stations[3], which disaggregates their

functions into a CU, a DU, and a RU (called O-CU, O-DU, and O-RU respectively in

the O-RAN speci�cations). CUs and DUs are virtualized on-edge cloud servers, while

RUs are deployed at cell sites. Moreover, O-RAN connects base station functionalities

to intelligent controllers, also known as RAN Intelligent Controllers (RICs), which have

visibility of network performance indicators and are utilized to aggregate Key Perfor-

mance Measurements (KPMs) for supporting closed-loop control applications for the

overall infrastructure. In the O-RAN speci�cations, these controllers are categorized as

near-real-time RICs and non-real-time RICs[113].

The advantages of the O-RAN architecture are many: it allows for better usage and

management of resources thanks to virtualization, centralization, and dynamic realloca-

tion; it can reduce management costs and generate signi�cant energy savings; it enables

the potential augmentation of network capacity through the addition of virtual resources

to its logically centralized pool.

In this work, we present PRORL, a novel solution fordynamic orchestration and man-

agement of resources in O-RAN. PRORL is an adaptive learning-based orchestrator that

learns patterns in the demand from experience and uses them to proactively allocate

resources by considering the expected e�ect over future time windows.1

More speci�cally, we target a three-tier network infrastructure with O-RAN compo-

nents (see Figure 5.1): at the highest level (Regional Cloud), we place the resource pool,

which is directly connected to the core network in a regional cloud data center. In

the middle (Edge Cloud), the infrastructure hosts edge data centers, also called Points

of Presence (PoPs), which communicate through the O1 interface[99] to the Regional

Cloud: PoPs are responsible for sharing the resources received from the upper tier to

the CUs, DUs and the lower tier, thanks to CU's Radio Resource Control (RRC)[2]

1Note that for the actual virtualized resource movement and placement, PRORL integrates with exter-
nal and existing Network Functions Virtualization (NFV) management frameworks.
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Figure 5.1: Graphical overview of our reference multi-tier O-RAN architecture.

and Service Data Adaptation Protocol (SDAP) [1] layers, which manage the connection

lifecycle and the QoS of the tra�c �ows (also known as bearers). The last tier (Cell

Site) consists of RUs that receive capacity from DUs of their PoP. PRORL is strongly

original in its proposal of a learning-based orchestrator installed on the Regional Cloud

as an rApp that controls the pool of currently available resources and is responsible for

suitably allocating them to the PoPs. It is worth mentioning that the O-RAN PRORL

rApp is a plug-and-play component that implements custom logic in the O-RAN ecosys-

tem. It directly communicates with non-RT RICs to collect network-related KPMs and

to inject resource management policies.

In comparison with the currently deployed O-RAN-related solutions, we strongly be-

lieve that PRORL advances the state-of-the-art in terms of e�ective and e�cient use of
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resources. In fact, current base stations are usually provided with su�cient resources for

accommodating peak hours, which then remain over-provisioned for the rest of the day

[131]. On the contrary, our orchestrator can react to rapid changes in loads and, simulta-

neously, proactively move resources while maintaining an adequate QoS. In this way, it

can also reduce the total capacity required in the system and the Operating Expenditure

(OPEX) for reallocating the resources between PoPs.

5.1.1 Design Challenges

In order to design PRORL, we addressed a series of challenges related to resource allo-

cation:

1. Allocation strategy: an e�ective and e�cient strategy is required for orchestrating

resources among PoPs. The strategy has to select PoPs that will receive additional

resources taken either from the pool or from other nodes that have exceeding capac-

ity with respect to their current demand. It also has to optimize PoP satisfaction

(by allocating su�cient capacity to them) and, simultaneously, to avoid wasting

resources by over-provisioning.

2. Adaptability to demand dynamics: demand varies over space and time due to the

variety of users, applications, and services that use the network. The solution has to

address demand dynamics in a proactive manner in order to move resources before

they are needed (proactivity of the strategy). Furthermore, the enforced strategy

must be able to react quickly to unexpected changes (reactivity of the strategy).

3. Movement cost: moving resources carries an inherent cost due to the de-activation

and re-allocation of resources on di�erent edges of the network deployment envi-

ronment. Thus, the allocation strategy needs to take into account the number of

resource movements.

5.1.2 Contributions

The main contributions of this work can be summarized as follows:

1. We model the capacity allocation problem as a decision-making process in which

PoPs have to serve connectivity to the underlying O-RAN components. An agent

has to move resources from the centralized pool to the PoPs according to their

aggregated demand; the agent decision is guided by a numerical reward signal based

on an objective function to be maximized. We design our original objective function
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in order to balance multiple competing objectives weighting their e�ects; namely,

we optimize system satisfaction, resource utilization, and the cost associated with

resources movement (the OPEX). We formulate the problem in the MDP framework

and solve it using Deep Reinforcement Learning. Our novel model architecture

features a decomposition of the action space, which allows for a substantially faster

convergence of the agent.

2. We extensively evaluate our solution using a publicly available dataset composed

of Call Detail Records (CDRs) collected in the city of Milan for two months in

2013, which are considered a solid use case in the related literature[10]. We also

analyze the e�ect of di�erent trade-o�s among the three objectives that PRORL

can optimize in order to show the �exibility of the proposed approach. Finally,

we conduct a sensitivity analysis using realistic synthetic data to experimentally

study the robustness of the model when dealing with challenging scenarios, such as

immediate demand peaks or system overloading.

5.1.3 Preliminary Findings

Our experimental evaluation over both real and synthetic data shows that RLQ can

achieve signi�cantly better performance in comparison with baseline greedy solutions.

Moreover, our approach can e�ectively deal with complex trade-o�s in terms of com-

peting objectives. RLQ is �exible enough to outperform the baselines over multiple

trade-o� con�gurations, with an average improvement of 90% over them. We also prove

the robustness of our approach, evaluating it on 4 di�erent challenging scenarios using

synthetic data. The results con�rm the superiority of RLQ in all considered scenarios,

with improvements in single objectives of up to10� the performance of the baselines.

5.2 Approach

In this section, we present the design and implementation of PRORL, our resource or-

chestrator solution, illustrated in Figure 5.2. We �rstly describe the associated MDP

starting from the concepts introduced in the previous section. Practically, the agent uses

the system status as input and outputs the action (a recon�guration of resources) that

is applied to the network deployment environment, which is composed of the resources

pool and the PoPs. The environment provides the agent with the new status and the

reward associated with the allocation.
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Figure 5.2: PRORL at a glance. The environment is composed by the resource pool and PoPs.
A state is derived from the environment representing the demand and capacity of the
nodes and the pool. The state is given as input to the agent that outputs the action
to be taken. The actions consist of a movement of resource units, which results in a
new con�guration.

5.2.1 Problem Formulation

Formally, we are given a resource poolB = f b1; :::; bK g initialized with K units, each

of size � and a set of PoPsN = f n1; :::; nM g (also referred to as nodes) of cardinality

M , where K � M , as shown in Figure 5.3a. Each nodeni is described by the tuple

hdt;n i ; ct;n i i . The demanddt;n i 2 R represents the load on the nodeni at time t obtained

by aggregating all the demand in the controlled area, while thecapacity ct;n i 2 N repre-

sents the number of resource units allocated to nodeni . We note that the system is able

to control the allocated capacities, while the demands are external.

The system allows performing two resource unit movements (i.e., sub-actions) per time

step t. The former, f add(nadd), allows moving one resource unit from the poolB to a

PoP nadd, illustrated in Figure 5.3b. The latter, f remove (nremove ), allows releasing one

resource unit from a PoPnremove , with nadd 6= nremove , illustrated in Figure 5.3c. Moving

a resource unit from the pool means activating and allocating it into its new location.

Conversely, releasing a resource unit means deactivating and moving back to the pool.

Every time a resource unit is allocated or released a cost� is incurred. In addition, for
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(a)

(b) (c)

Figure 5.3: (5.3a) Graphical representation of the poolB and the PoPs setN . (5.3b) Example
of movement following the execution off add . (5.3c) Example of movement following
the execution of f remove .

each movement, the system allows waiting (performing no movement), which incurs a

cost � = 0 .

We de�ne � t;n i = ct;n i � dt;n i as the di�erence between the capacity and demand for

node ni at time t. Given a target � , our objective is:

min
TX

t=0

 
MX

i =0

ct;n i

!

(5.1)

+ � 1(A1
t 6= wait ) + � 1(A2

t 6= wait ) (5.2)

s.t. � t;n i � �; 8ni 2 N ; (5.3)

where 1 is the indicator function, which is equal to 1 if the condition expressed as

argument is true and 0 otherwise, whileA1
t and A2

t are the two sub-actions, respectively.

Intuitively, over a time horizon of T steps, we need to minimize the allocated capacities
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(�rst term of the sum) and the cost of movements (second and third term) while satisfying

the demands requested by the nodes (the constraint).

The presented problem shares signi�cant similarities with the �eld of Inventory Man-

agement[133],where it is necessary to determine the quantity ofstock (capacity) allocated

to eachwarehouse(node). In this context, the Dynamic Capacitated Lot-Sizing problem

is recognized as NP-hard[48]. In addition, also the Unit Commitment problem in elec-

trical power production shares similarities and is known to be NP-hard[9, 157]. Hence,

deriving the optimal solution to large instances of the problem is intractable, particu-

larly given the hidden nature of demands, necessitating adjustments to accommodate its

variability. Due to these challenges, we posit that an approach like PRORL, providing

approximate solutions, is needed.

In order to simplify the presentation, without loss of generality, we set� = 0 and the

time step sizet to 1 hour for the remainder of this work. The time step size in�uences the

resolution at which the demand is collected and evaluated. The choice of the time interval

is of key importance. If it is too short, the changes might be temporary and, in general,

very noisy. If it is too long, the algorithm will not be able to adapt to non-negligible

demand variations that might happen between the two sampling points. Figure 5.5 shows

that, for the considered real-world dataset, this is an appropriate level of granularity to

consider. It is worth noting that, given a scenario with di�erent demand variability, our

approach can support a signi�cantly smaller granularity that approaches real time. In

general, using a learned model in such optimization problems may be appropriate when

decisions need to be made rapidly and running a solver is unfeasible[15].

5.2.2 Definition of the MDP

We now present the formulation of the orchestration problem underlying PRORL as an

MDP, discussing the action and state spaces and the chosen reward structure.

Actions and Decomposition of the Action Space

The agent is a logically centralized component that receives the current environment state

as input, selects actions and improves its policy in order to maximize the reward received.

In this work, we split the agent in two components in order to reduce the dimension of the

action space. The actions consist of either waiting or adding (removing) resources from

one of theM nodes. Therefore, the combined action space has dimension(M + 1) 2. On

the other hand, if we decompose the action into two independent sub-actions, the overall

action space dimension becomes(M + 1) + ( M + 1) = 2( M + 1) . A smaller action space
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allows for a quicker learning process given the reduction of its size, as experimentally

demonstrated in the evaluation section.

We therefore implement two independent agents that act sequentially as depicted in

Figure 5.4. We refer to them as theadd and remove sub-agents respectively. Further-

more, before each step, the environment shrinks the two action spaces if some criteria

are met, in order to prevent invalid actions. For the add sub-action, the space is reduced

to contain only the wait action if the current capacity of the pool B is zero. Instead, for

the remove sub-action we disable the index corresponding to the node selected asnadd,

if it is not the wait action, and we disable nodes with zero allocated capacity.

Figure 5.4: PRORL agent decomposition into two sub-agents.

States

The state should encapsulate all the relevant information about the environment that is

useful to the agent for selecting actions. More speci�cally, for our resource orchestration

problem, it must capture the capacity of the nodes and the pool, as well as the demand

in di�erent locations. The state of each sub-agent contains the following information:

ˆ Pool capacity: the current dimension of the poolB. This feature tells the agent the

number of currently unallocated resource units that can be moved to the nodes.

ˆ Node capacity: a vector of dimensionM with one entry representing the current

capacity ct;n i for each nodeni .

ˆ Node demand: a vector of dimensionM with the current demand dt;n i for each

node ni .

ˆ Capacity surplus: a vector of dimensionM , whose elements are the current di�er-

ences between capacity and demand� t;n i for each nodeni . This feature, although
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in principle redundant (since it is a linear combination of other features that could

be learned by the network), is an inductive bias that has proven bene�cial in pre-

liminary experiments.

ˆ Current time : a one-hot encoding of the hour and the day of the week of the current

time step. This feature lets the agent associate patterns in demands with a time

interval, in e�ect capturing seasonality in the data.

ˆ Remaining attempts: it is a scalar value that tells the agent the number of attempts

remaining in the current episode (please refer to the Trajectory Pruning paragraph

for additional details).

The state of the removesub-agent contains an additional piece of information, namely,

the one-hot encoding of the sub-action selected by theadd sub-agent, i.e., the index of

the selected node or a vector of zeros ifwait is selected. Theadd sub-action feature is

used by the remove sub-agent for coordination. Furthermore, all the state features are

normalized in order to have values between 0 and 1. Moreover, for the demand-related

features, we also divide the values by the resource unit capacity and apply the ceiling

function dxe. By doing so, we transform the demand into an integer value and we reduce

the number of possible states, which leads to a more e�cient learning process.

Rewards. The reward signal is used to discriminate between bene�cial and non-

bene�cial actions. It is important to note that the quality of the decision does not

directly impact the placement of a single service, since our solution governs the alloca-

tion of resource units at the underlying PoPs, which are then responsible for ensuring

the QoS for individual users. We de�ne three di�erent reward signals, one for each

component of the objective. Therefore, at each time stept, the vector of rewards is

R t = f Rsurplus
t ; Rcost

t ; Rgap
t g.

The �rst component, corresponding to term 5.1, measures the unused resources, which

are essentially wasted. We de�ne thesurplus as the number of unused units on every

node in order minimize the units allocated on all the nodes:

Rsurplus
t = �

MX

i =1

� t;n i 1(� t;n i > � ) (5.4)

where 1 is the indicator function, which is equal to 1 if the condition expressed as

argument is true, 0 otherwise. The second and third components of term 5.2 are the

costs associated with resource movements. We use the following reward:
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Rcost
t = � � 1(A1

t 6= wait ) � � 1(A2
t 6= wait ) (5.5)

where A1
t and A2

t are the two sub-actions respectively.

The �nal component (corresponding to the constraint 5.3) measures the level of sat-

isfaction of the nodes. Theremaining gap is de�ned as the number of units that would

be necessary in order to satisfy the constraint for every node. The corresponding reward

signal at time step t is:

Rgap
t = �

MX

i =1

� t;n i 1(� t;n i < � ) (5.6)

Utility Function. The utility function is used for composing the rewards that drive

the learning process. As discussed in Section 3.2, we adopt the following linear utility

function:

U(R t ) = wsurplus � (Rsurplus
t ) + wcost� (Rcost

t ) + wgap� (Rgap
t ) (5.7)

where wsurplus + wcost + wgap = 1 . The values of the weights are set according to the

requirements of the designer of the system. Di�erent sets of values will lead to di�erent

trade-o�s, an aspect that is discussed in Section 5.4. Additionally,� (R) is a normalization

function applied to the rewards before combining them. We normalize the rewards in

order to weigh values with the same magnitude. More speci�cally, the goal is to obtain

values in the range[0; 1], where 0 corresponds to the worst value and1 to the optimal

one.

Trajectory Pruning

We also implement a mechanism for pruning sub-optimal trajectories during the train-

ing of our model. At initialization time, the environment starts with D attempts and,

after each time step, we compute the number of unsatis�ed nodes, i.e., the number of

nodes with � t;n i < � . If the number of nodes for which the demand is not satis�ed is

greater than 0, an attempt is lost. When the environment reaches zero attempts, the

episode terminates. This has the e�ect of discarding clearly sub-optimal trajectories,

encouraging the agent to maintain longer episodes during which higher returns can keep

being received. We note that this technique is also called �early termination� in some RL

works.
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Computational Complexity

Our solution involves interacting with two sub-agents at every time step, as depicted

in Figure 5.4. The interaction requires building the representations of the two states,

applying the action shrinking in order to disable unavailable actions, and performing the

forward passes of the policies of the sub-agents. Assuming that the sizes of the neural

networks remain constant in terms of number of layers and number of units in the hidden

layers, each of the steps has complexityO(M ). Therefore, the overall computational

complexity of our approach isO(M ), i.e., linear in the number of nodes.

5.3 Experimental Setup

In this section, we �rst present the experimental setup used for evaluating our solution

using synthetic and real-world data. We then describe the scenarios that are used for our

sensitivity analysis. Finally, we discuss the di�erent baselines that are used to evaluate

the performance of PRORL.

5.3.1 Real-world Data

Dataset

We evaluate PRORL using a publicly available dataset composed of network traces gath-

ered in the city of Milan for two months in 2013 [10]. Herein, the position of the base

stations is hidden, while data is collected over square cells with a size of235� 235 m2.

Inside each cell, tra�c volume is aggregated and anonymized every ten minutes. A new

trace is generated every time a user receives or sends SMS / calls or an Internet connec-

tion starts / ends. We then combine the position of the grid cells with the estimated

position of real base stations obtained from a public dataset[147].

In our experiments, we consider 12 base stations that correspond to the PoPs set

N . Since the distribution of demands is highly skewed � most base stations have very

low demands, while a few handle the majority of tra�c � we discard the ones with the

lowest peaks in the dataset, since they would represent an unrealistic PoP, where a single

resource unit is always underutilized due to the low resource requirement. To consider

a challenging scenario for resource allocation, we choose 6 unique pairs of base stations

characterized by the highest distance in terms of demand pro�le over time. By doing

so, we select nodes for which demand peaks at di�erent times of the day or the week.

Figure 5.5 presents the demand for the selected nodes over the 8 weeks of data.
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Figure 5.5: Demand variation over 8 weeks for the nodes selected for evaluating PRORL. The
data are from the network traces [10] gathered in the city of Milan in 2013.

Training and Evaluation Procedure

We train our solution by cycling through the data of the training set for a total of 336000

steps. The number of training steps is chosen empirically on the basis of validation

performance, which improves rapidly in the early stages of training while tending to

plateau as training progresses, as shown in Figure 5.6.2 Every time the entire training

set is seen by the agent or the attemptsD are exhausted, an episode terminates. Every

�ve episodes, a validation run is performed over an unseen set of data (thevalidation

set), and the agent's model is saved if a new best score is obtained. At the end of

training, the model that obtains the best score at validation time is evaluated over an

additional set of unseen data, theevaluation set. We obtain the three datasets from the

8 weeks by temporally splitting the data: 6 weeks for the training set and one week for

the validation and the evaluation sets respectively. The performance we report refers to

the score obtained on the evaluation set. In addition, to ensure statistical validity of the

2We are also aware that more complex problem settings (e.g., more PoPs) would likely require more
training steps. However, determining a priori how many steps are required to attain satisfactory
performance is generally not possible in the RL with function approximation setting, requiring this
type of empirical methodology that we have followed in our experimentation work.
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Figure 5.6: PRORL validation total utility during training for the four setups (higher is better).
Note that, while the number of episodes within an iteration may di�er due to the
trajectory pruning mechanism, the rightmost point in all the four plots corresponds
to the same 336000 steps.

results, we use 10 runs, each using a di�erent random initialization for the agent's initial

state.

Agent Setup

We use a fully-connected network with ReLU activations, with possible numbers of hid-

den layer units 2 ff 64; 128; 64g; f 64; 128; 256; 128gg, which we train using the Adam

optimizer [69]. We consider learning rateslr 2 f 0:001; 0:005; 0:0001; 0:0005g update the

network using a batch sizebatchsize 2 f 32; 64; 128; 256g. The exploration is based on

an � -greedy policy, with � linearly decreased from1 to 0:05 during the �rst half of the

training and �xed to 0:05 for the remaining steps. The replay bu�er has a capacity equal

to 10000and we start �lling it with 9000 steps of bootstrapping in which we perform

no learning and a random policy is used. The target network update frequency is1000,

and we use a discount factor
 = 0 :99. From a grid search, we �nd that the best per-

formance is achieved with the following set of values:lr = 0 :005, batchsize = 256 and

net = f 64; 128; 64g.
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Environment Setup

Overall, we set the environment with 180 available resource units with size� = 890,

where the total number of units is obtained from the base station density we observe

from the dataset, whereas� is set in order to have a total demand at most equal to the

80% of the total capacity. We initialize the environment with 10 units for each PoP,

while the remaining are set in the poolB, we provide it with attempts D = 150; we

explore the impact of di�erent values of D 2 f 150; 300; 600; 1000g.

We set � = 0 and the time step sizet to 1 hour. The time step size in�uences the

resolution at which the demand is collected and evaluated. The choice of the time interval

is of key importance. If it is too short, the changes might be temporary and, in general,

very noisy. If it is too long, the algorithm will not be able to adapt to non-negligible

demand variations that might happen between the two sampling points. Figure 5.5 shows

that, for the considered real-world dataset, this is an appropriate level of granularity to

consider. It is worth noting that, given a scenario with di�erent demand variability, our

solution can support a signi�cantly smaller granularity that approaches real time, as the

average time required to execute one decision is less than2 milliseconds. In general, the

use of a learned model in such optimization problems may be appropriate when decisions

need to be made rapidly and running a solver is unfeasible[15].

Finally, we train and evaluate PRORL using four di�erent con�gurations of weights

for our utility function (please refer to Equation 5.7):

ˆ E�ciency : we prioritize optimization of the Rsurplus component by using the

weights f wsurplus = 0 :6; wcost = 0 :05; wgap = 0 :35g;

ˆ Balanced : We balance the trade-o� between the objective components by using

the following set of weightsf wsurplus = 0 :3; wcost = 0 :1; wgap = 0 :6g;

ˆ QoS : we prioritize optimization of the demand satisfaction componentRgap by

using the weightsf wsurplus = 0 :2; wcost = 0 :05; wgap = 0 :75g;

ˆ Strict QoS : we optimize mainly Rgap while disregarding the cost, by using the

weights f wsurplus = 0 :1; wcost = 0 ; wgap = 0 :9g.

We note that the weight associated with the costwcost is always smaller than the

others since, if it is given too high importance, the behavior of the agent degenerates into

always waiting (since it does not incur a cost).
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5.3.2 Sensitivity Analysis

We train and evaluate PRORL considering four challenging cases in order to demonstrate

the robustness of our solution. We use a synthetic data generator where the demand is

drawn from a set of Gaussian distributions. The generator allows for setting di�erent

values of means and standard deviations and to create peaks of demand with periodic

or sporadic patterns over a given time interval. In particular, we create four di�erent

scenarios, as depicted in Figure 5.7:

Figure 5.7: Example of synthetic data generated for the four scenarios used for sensitivity anal-
ysis.

1. Constant demand : we keep the demand constant on average for the entire week,

as shown in the top left part of Figure 5.7. It is a simple case, however, for which

proactivity in the allocation does not give any gains.

2. Local overdemand : we keep the demand constant for most of the week, but

twice in a week peaks of demand occur for some hours at a given node, as shown in

Figure 5.7 top right. This scenario represents a relevant test for a proactive agent

that aims to learn when the peak will occur and prevent cases in which the demand

is not satis�ed or resources are wasted.

3. Weekly patterns : we simulate a typical week in an urban area, in which a clear

distinction between residential and business districts is present. During the week-
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days, people commute from home to work during the morning and vice-versa in the

evening, while on the weekend demand peaks occur in di�erent areas (see Figure 5.7

bottom left).

4. Global overdemand : we analyze a case in which the total demand surpasses the

total capacity of the system (see Figure 5.7 bottom right). This is an extreme case,

where complete demand satisfaction is not feasible. PRORL should be able to limit

the movement actions and to reduce the associated management cost.

All the cases share the same environment con�guration: we use a PoP set composed

of 4 nodes and a pool of 20 resource units. We set the resource unit size� = 10 and the

utility weights to the values corresponding to theBalancedsetup. The standard deviation

of the synthetic generator is equal to 1. In this case, in addition to the agent's initial

state, we also initialize the synthetic generator using 10 di�erent random seeds to ensure

statistical validity of the results. We explored the hyperparameters of our agent and we

found that the best con�guration used for the real-world dataset is the best also for the

synthetic data. Due to the simpler nature of the problem, we set the experience replay

capacity to 6000, the bootstrapping phase contains 3000 steps, and the total number of

training steps was set to 86400 for all the cases apart from theWeekly patternscase that

was trained for 168000 steps.

5.3.3 Baselines

We evaluate PRORL by comparing its performance against the following baselines:

ˆ Random policy picks the two sub-actions by sampling uniformly from the action

spacesA(St );

ˆ Heuristic policy always selects the PoPs with the highest remaining gap and the

highest surplus (if any) for the nadd and nremove actions respectively, otherwise it

waits;

ˆ Greedy policy emulates the movement for each of the actions that are one time

step away in the MDP, and greedily chooses the action resulting in the highest

utility;

ˆ PRORL-no-split is an RL agent identical to the proposed solution, with the sole

exception that the action space has not been split into two sub-actions, resulting

in a combinatorial set of possible actions.
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We acknowledge that the list of proposed baselines may not be exhaustive; however,

our evaluation included only those applicable to the problem taken into consideration.

In fact, much of the existing literature concentrates on allocating slices of the network,

whereas our work focuses on a �ner granularity, allowing for the allocation of individual

resource units.

5.4 Experimental Results

5.4.1 Evaluation using Real-world Data

Figure 5.8: Cumulative utility at evaluation time over the real-world dataset for the di�erent
utility setups (the higher the better).

Figure 5.8 presents the overall performance measured by cumulative utility for the 4

di�erent con�gurations of the utility function, while Figure 5.9 illustrates the cumulative
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surplus (�rst row), movement cost (second row), and remaining gap (last row). Overall,

the results con�rm the superiority of PRORL in simultaneously optimizing the 3 objec-

tives. Only in the E�ciency setup the Greedy baseline obtains similar total utility, while

in the remaining setups our solution greatly outperforms the four baselines. In terms

of single objectives, let us highlight the diverse behaviors given the fact that the utility

function setup weighs the 3 objective components di�erently. The di�erent prioritization

of the remaining gap component is evident between theE�ciency and the Strict QoS

setups. The opposite behavior occurs for the surplus: in theE�ciency setup the surplus

is one of the lowest among the baselines, while the remaining gap is one of the highest.

In contrast, a static policy such as theHeuristic cannot prioritize di�erent components

of the objective di�erently, and maintains identical values across the di�erent setups.

In terms of cost, the Balanced setup shows that our agent can satisfy the demand while

reducing the movement cost, while the myopicGreedy baseline always waits since it leads

to the highest reward in the short term.

Figure 5.9: Cumulative surplus, cost (for both the lower the better), and remaining gap (the
higher the better) at evaluation time on the real-world dataset for the di�erent util-
ity setups. These results illustrate the ability of PRORL to di�erently prioritize
components of the utility function, depending on their weights.
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Finally, analyzing the performance of the two PRORL agents, the advantage of splitting

the action space is immediately apparent. In fact, the performance of PRORL-no-split

is considerably worse than that of PRORL in all four setups. In particular, in the

E�ciency and Balanced setups, PRORL-no-split can only outperform aRandom policy,

while in the others it can compete with other baselines. We believe that the reason for

such poor performance is the greatly increased action space size, which indeed requires

a much longer training phase to converge. On the other hand, PRORL is more e�cient

in requiring fewer steps to derive an e�ective policy, thus resulting in superior resource

allocation decisions.

5.4.2 Sensitivity Analysis with Synthetic Data

Table 5.1: Average total reward and con�dence interval for the four scenarios used for sensitivity
analysis using the utility con�guration referred to as �balanced".

Utility (" ) Surplus (#) Cost (#) Remaining Gap (" )

Constant demand Random � 53:163� 16:842 385:6 � 184:4 248:7 � 6:8 � 1546:6 � 193:9
Heuristic 116:861� 1:062 155:0 � 7:3 236:3 � 4:7 � 250:2 � 6:8
Greedy 116:675� 0:574 156:0 � 6:6 234:5 � 3:2 � 252:0 � 3:1
PRORL-no-split 137:995 � 0:157 310:8 � 0:5 16:9 � 0:6 � 87:6 � 0:9
PRORL 137:693 � 0:241 310:6 � 0:9 20:3 � 2:7 � 88:8 � 1:1

Local overdemand Random 5:656� 14:373 1099:9 � 252:5 248:8 � 6:2 � 699:7 � 119:2
Heuristic 140:784� 0:352 99:1 � 1:4 55:8 � 0:5 � 154:0 � 2:5
Greedy 141:912� 0:589 89:6 � 5:3 54:0 � 1:2 � 150:1 � 2:8
PRORL-no-split 121:477� 3:396 248:4 � 49:9 331:9 � 1:8 � 125:7 � 31:2
PRORL 153:359 � 0:3 99:2 � 6:5 53:3 � 2:7 � 50:2 � 3:0

Weekly patterns Random 14:596� 12:932 1081:9 � 249:9 248:8 � 6:2 � 634:2 � 112:7
Heuristic 159:12� 0:0 18:0 � 0:0 36:0 � 0:0 � 50:0 � 0:0
Greedy 159:12� 0:0 18:0 � 0:0 36:0 � 0:0 � 50:0 � 0:0
PRORL-no-split 137:547� 2:164 149:0 � 25:4 334:5 � 0:8 � 40:4 � 29:6
PRORL 166:984 � 0:006 1:0 � 0:0 0:4 � 0:6 � 7:8 � 0:3

Global overdemand Random � 7:874� 13:628 1105:0 � 249:5 248:8 � 6:2 � 809:9 � 117:0
Heuristic 126:248� 0:240 108:0 � 0:0 56:0 � 0:0 � 270:6 � 2:0
Greedy 126:248� 0:240 108:0 � 0:0 56:0 � 0:0 � 270:6 � 2:0
PRORL-no-split 108:688� 2:583 301:9 � 66:6 323:8 � 12:4 � 208:9 � 23:3
PRORL 139:213 � 0:134 122:8 � 8:4 59:5 � 2:9 � 153:7 � 4:8

Table 5.1 presents the overall results obtained using synthetic data for the 4 sensitivity

analysis cases. The columns show the average total utility as well as the breakdown

into the total surplus, total cost, and total remaining gap. Overall, the results show the

superiority of PRORL when the data exhibits well-de�ned patterns - in fact, in the Weekly

patterns scenario, our agent outperforms the baselines on all the three components of the

objective. In the Constant demandscenario, our agent trades o� a surplus of resources
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in order to achieve more than3� better remaining gap and more than10� better cost.

Instead, the baselines perform continuous movements due to the high variation of demand

generated in this scenario, resulting in a larger surplus but much worse remaining gap

and cost. In the Local overdemandscenario, our agent results in the cheapest solution

that satis�es the nodes' demands the most (i.e., it has the highest total remaining gap).

Also in this setting, it trades o� a surplus of resources in order to gain higher total utility.

Considering a more challenging scenario, such as theGlobal overdemand, PRORL is still

able to outperform the baseline in terms of total utility and remaining gap by trading

o� performance in the other components of the objective function.

Finally, comparing the results for our two agents, the importance of reducing the

action space size is once again evident, even in the case in which the number of possible

actions is small (as we only have 4 nodes). In fact, the performance of PRORL-no-split

is always lower than that of its optimized counterpart, PRORL, as well as theHeuristic

and Greedy baselines. The only exception is theConstant demand scenario, in which

the performance results are very similar. This is motivated by the fact that, in this

scenario, a good solution requires waiting most of the time since the load is constant;

therefore, in small setups, having a single agent to train and no coordination among the

two sub-agents might allow the discovery of similar resource allocation policies.

5.5 Summary

The chapter highlights a key lesson about the bene�ts of integrating advanced arti�-

cial intelligence techniques, speci�cally deep reinforcement learning (DRL), into network

resource management within O-RAN infrastructures. Through the development and de-

ployment of the PRORL solution, the study demonstrates how DRL can e�ectively handle

the complexities of dynamic environments to signi�cantly improve resource allocation.

The notable superiority of PRORL over traditional, static algorithms - achieving a 90%

improvement over greedy baselines � underlines the value of learning and adapting to

�uctuating demand patterns. Additionally, PRORL is able to balance competing ob-

jectives, such as demand satisfaction, resource utilization, and the costs associated with

resource movements, illustrates the critical role of adaptability and foresight in network

management.

Moreover, PRORL has demonstrated its �exibility by adjusting the optimization of

competing objectives through variable weighting of trade-o�s. Our extensive sensitivity

analysis has also con�rmed the robustness of our method in scenarios marked by high

variability in demand pro�les. This proactive and intelligent approach not only opti-
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mizes performance but also broadens the scope of what can be achieved within modern

telecommunications networks.

Looking ahead, our future research agenda will focus on the deployment of PRORL in

a real O-RAN deployment environment which handles users' tra�c and demands. We

also plan to extend the PRORL framework in order to enable its use as the orchestrator

of lower levels of the O-RAN stack, so that it would be possible to rely on a single solution

for managing both distributed and centralized units.
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6 Cost-aware Adaptive Bike

Repositioning Agent (CABRA)

This chapter introduces our innovative, dynamic bicycle repositioning system for dock-

based BSS, namedCost-aware Adaptive Bike Repositioning Agent(CABRA). CABRA

employs deep reinforcement learning to adaptively optimize bike availability and concur-

rently reduce the management costs associated with BSS.

As urban population grows, the strain on transportation networks intensi�es, prompt-

ing the rise of BSS as a sustainable and e�cient urban transit solution. BSS allow

users to rent bikes on apay-per-usebasis for short city commutes. A major challenge

in BSS is maintaining optimal bike availability, often leading to shortage eventswhen

users encounter either empty stations or full bike lockers. Conventional methods typ-

ically employ trucks, guided by advanced algorithms, to redistribute bikes. However,

these algorithms often hinge on the precision of demand forecasts and tend to overlook

substantial operational costs associated with reallocations. Moreover, they generally fail

to strike an optimal balance among various objectives, leading to decisions that can be

far from optimal.

This chapter introduces CABRA, which harnesses advanced deep reinforcement learn-

ing techniques in dock-based BSS. By analyzing demand patterns, CABRA learns adap-

tive repositioning strategies aimed at reducing shortages and enhancing truck route plan-

ning e�ciency, signi�cantly lowering operational costs for BSS operators. We perform an

extensive experimental evaluation of CABRA utilizing real-world data from Dublin, Lon-

don, Paris, and New York. The reported results show that CABRA achieves operational

e�ciency that outperforms or matches very challenging baselines, obtaining a signi�cant

cost reduction. Notably, in the largest city comprising 1765 docking stations, CABRA

outscores the greedy baselines by over311%, highlighting the e�ciency and scalability of

the proposed solution even when applied to BSS with a great number of docking stations.
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6.1 Problem Outline and Contribution

BSS have emerged as a pivotal solution for enhancing the e�ciency and environmental

sustainability of urban transportation, e�ectively addressing the last mile challenge in

cities [146]. As urban populations swell, the demand for seamless integration of these

systems with existing transportation infrastructures becomes increasingly vital. BSS,

popular for their a�ordability and eco-friendliness, o�er commuters the convenience of

short-term bike rentals [47, 100, 164]. In recent years, the BSS landscape has evolved,

with cities adopting both docked and dockless models to meet diverse urban mobility

needs. While docked systems, common in cities like London, Paris, and New York, de-

pend on �xed docking stations, dockless models o�er greater �exibility but at increased

management costs. However, both models grapple with the challenge of maintaining op-

timal bike availability, particularly reducing shortage events, where users may encounter

empty stations or full lockers [114].

In response to these shortages, BSS operators employ expensive yet potentially inef-

�cient rebalancing techniques, which can be broadly categorized into two main groups:

user-based andvehicle-based approaches. User-based approaches involve providing in-

centives, often in the form of monetary rewards, to users who relocate bikes from con-

gested stations to less congested ones. In contrast, vehicle-based approaches utilize �eets

of trucks that traverse the BSS coverage area, bothpicking up bikes from congested

stations and dropping them o� at less congested stations. Vehicle-based approaches can

be further classi�ed into two subcategories:static and dynamic approaches. The former

focuses on applying rebalancing policies exclusively during designated cooldown hours,

typically occurring at night. In contrast, dynamic approaches constantly implement daily

rebalancing policies to address station imbalances e�ectively.

To further enhance the e�ciency of these systems and ensure their seamless integra-

tion into urban transportation networks, there is a pressing need for more optimized and

proactive solutions [114] and not only static ones [21, 40]. This involves leveraging real-

time data to optimize the redistribution of bikes across docking stations, as performed

in an increasing number of applications of machine learning for transportation manage-

ment [12, 60]. Such strategies aim to proactively alleviate the impact of shortage events

by ensuring an appropriate distribution of bikes throughout the network. Current rebal-

ancing policies often rely on two aspects: (1) predictions of future demand based on past

data; and (2) heuristic techniques for deciding reallocations. With respect to the former,

predictions may be inaccurate in cases where demands diverge from historical trends,

meaning bikes may be reallocated to the wrong stations. Regarding the latter, heuristic
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algorithms perform suboptimally, and better algorithms for deciding a repositioning plan

may exist.

This work introduces CABRA, a novel Cost-aware Adaptive Bike Reposition Agent

leveraging deep reinforcement learning to discover powerful strategies for dynamic op-

timization in dock-based BSS by trial-and-error. Unlike traditional vehicle-based ap-

proaches, CABRA e�ciently learns and adapts repositioning strategies by analyzing

real-time demand patterns. The learned policies allow our approach to mitigate short-

ages proactively while being capable of reacting to rapid unseen changes in demand. In

addition, a key novelty of CABRA is the joint minimization of shortage events and move-

ment costs, representing a substantially more realistic model for BSS operators. CABRA

employs deep reinforcement learning complemented by pruning rules, thus achieving scal-

ability to over a thousand of docking nodes, as we demonstrate in the following parts of

this chapter.

6.1.1 Contributions

The key contributions of this work can be summarized as follows:

ˆ Dynamic bike reposition modeling for dock-based BSS : We present an in-

novative approach to the bike repositioning challenge in dock-based BSS, framing

it as a decision-making process. This involves deploying trucks to rebalance bike

availability across urban docking stations. Our model utilizes an agent that pro-

cesses both the current system status and truck locations to formulate an e�cient

repositioning plan, as detailed in Figure 6.1. The plan speci�es the number of bikes

to be transported and the target docking stations. Guided by a numerical reward

signal, the agent's decisions aim to minimize bike shortages and optimize truck

repositioning times, thereby enhancing route e�ciency and reducing BSS manage-

ment costs. We formulate this problem within the MDP framework and employ

deep reinforcement learning for its resolution.

ˆ Extensive evaluation with comprehensive datasets : We conduct a thorough

evaluation of our solution using real-world datasets. It o�ers an in-depth view of

major BSS operators in Dublin, London, Paris, and New York, including 10-minute

interval observations of docking station statuses and essential static information

such as station locations and capacities. This evaluation rigorously tests the scala-

bility and generalizability of our solution across diverse BSS landscapes, providing

valuable experimental insights and �rmly establishing its applicability in practical

scenarios.
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Figure 6.1: Graphical summary of the CABRA rebalancing pipeline for dock-based dynamic
bike repositioning. Trucks ask for a new repositioning. Theagent observes docking
stations and truck status and then provides the bike repositioning plan, which is
applied to the system.

6.1.2 Preliminary Findings

Our extensive experiments using real-world datasets from major bike-sharing providers

reveal that CABRA consistently outperforms traditional methods in terms of operational

e�ciency and cost optimization in three out of four cities. Speci�cally, CABRA demon-

strates a minimum improvement over the second-best baseline of27% in Dublin, 24% in

London, and an impressive increase of over311% in New York, even though the latter

BSS contains over a thousand stations. However, in environments with highly irregular

demand patterns such as Paris, our results indicate that greedy solutions emerge as the

only viable alternative to CABRA's proactive and adaptive strategy, which nevertheless

performs comparably.
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In terms of impact, advancements in BSS such as CABRA hold signi�cant potential

for contributing to urban sustainability. By optimizing bike-sharing operations, CABRA

not only addresses transportation e�ciency but can also play an important role in re-

ducing carbon emissions and tra�c congestion. This aligns with global e�orts to create

more sustainable and eco-friendly urban environments, by showcasing the potential of

technology-driven solutions in contributing to broader environmental goals. Moreover,

our innovative approach to bike-sharing systems can in�uence future urban planning

strategies. Ensuring the e�cient distribution of bikes encourages more residents to opt

for cycling as a mode of transport, potentially leading to healthier lifestyles and more

active communities.

6.2 Approach

This section introduces the problem addressed by CABRA, detailing its speci�c set-

tings, constraints, and objectives. These elements are then incorporated into the MDP

framework, which is elaborated upon later in this section. Additionally, this section of-

fers insights into the pruning rules implemented by CABRA, which enable it to handle

scenarios involving thousands of docking stations e�ciently.

6.2.1 Problem Formulation

Formally, we are given a set of docking stations (also referred to as nodes)D = f n1; :::; nK g

of sizeK , a set of trucks W = f w1; :::; wM g of sizeM , with K � M , and the system

is equipped with H total bikes that may be hired. Each node ni is described by its

position pn i = hxn i ; yn i i in a spherical coordinate system (latitude and longitude), and

by two positive integer scalars: the capacitycn i and the current available bikesbt
n i

, with

0 � bt
n i

� cn i . Each truck wj is also described by its positionpt
wj

= hx t
wj

; yt
wj

i at time t

and two positive integer scalars: the capacity� wj and the current load l twj
(the number

of bikes in the truck), with 0 � l twj
� � wj . Finally, we denote the total number of bikes

that are currently loaned out by users at time t as � t .

Every time step t, each node observes the quantityot
n i

indicating the di�erence in the

number of users willing to start and those wishing to end a trip, corresponding to the

user demand. At each node, a number ofshortage events en i 2 N may occur if one of

the following conditions is met:
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et
n i

=

8
>>>>>><

>>>>>>:

ot
n i

� bt
n i

if bt
n i

< o t
n i

and ot
n i

> 0;

jot
n i

j � cn i � bt
n i

if cn i � bt
n i

< jot
n i

j and on i < 0;

0 otherwise;

(6.1)

where ot
n i

> 0 if in the time interval the number of started trips is greater than the

number of ended trips, and conversely ifot
n i

< 0. During a time step, idle trucks are

allowed to move among the nodes and performrepositioning plans. A repositioning plan

mt
wj

for truck wj is de�ned by the tuple hnt
target ; qt

wj
i , with nt

target representing the target

node where the truck will move, andqt
wj

the quantity to be repositioned by the truck.

The quantity is either negative if the truck needs todrop qt
wj

bikes or positive if the truck

needs tocollect them. The feasibility of the repositioning is subject to constraints: for a

collect repositioning, the station must have su�cient bikes currently docked and the truck

must have the corresponding spare capacity available; while, for adrop repositioning, the

station must not exceed capacity if the bikes currently in the truck are unloaded.

Every time a truck performs a repositioning planmt
wj

, it will be busy for � t
wj

number

of time steps, also referred to asrepositioning time, which is given by:

� t
wj

=
d(pt

wj
; pt

n target
)

vmove
+ qt

wj
� loading (6.2)

where d(pt
wj

; pt
n target

) is the spherical distance between the position of the truck and

the target docking station, while vmove � N (� move; � move) is the speed of movement of

the truck and � loading � N (� loading ; � loading ) is the time duration required for loading

or unloading one bike to and from the truck. Therefore, given a time horizonT, the

objective is:
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min
TX

t=0

0

@
KX

i =1

et
n i

+
MX

j =1

� t
wj

1

A (6.3)

s.t. 0 � bt
n i

� cn i 8i 2 D ; (6.4)

0 � l twj
� � wj 8j 2 W ; (6.5)

KX

i =1

bt
n i

+
MX

j =1

l twj
+ � t = H 8t 2 [0; T]: (6.6)

Intuitively, over a time horizon of T steps, we need to minimize the number of shortages

observed on all the nodes (�rst term of the sum) and the repositioning time, i.e., the cost

to apply the repositioning (second term of the sum), while ensuring that the number

of bikes at each node and the load of each truck stay within their respective capacities.

Finally, the last constraint ensures that the total number of bikes in the system (that are

either available at stations, being repositioned by the trucks, or currently loaned out to

users) stays constant.

In order to simplify the presentation, without lack of generality, we henceforth suppose

that all trucks have the same capacity� and set the time step size to 10 minutes.

6.2.2 Methodology

The settings in which bike-sharing systems operate are typically large-scale. Usually,

up to thousands of docking stations are deployed in an urban area. Therefore, it is

challenging to approach the problem of repositioning bikes for the complete set of docking

stations at once. Moreover, a repositioning must also consider the distance to the target

node to avoid longrepositioning times, and thus high costs for the operators.

Our method involves deploying trucks across the city. At each operational cycle, idle

trucks participate in a structured repositioning process, as depicted in Figure 6.1. This

process consists of four sequential steps: �rst, a truck signals the need for a repositioning

plan, actively engaging with the centralized control system. Second, the control agent,

armed with real-time data, analyzes the current landscape � the status of docking stations

and the positioning of other trucks. Third, using the gathered system information, the

agent formulates a repositioning plan, specifying the target node and bike quantities to

collect or drop. Finally, the truck commences the repositioning task. It is worth pointing
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out that, depending on the repositioning time, there might occur time steps in which all

trucks are busy and hence no actions are performed1.

6.2.3 RL Settings

We now introduce the formalization of the repositioning problem within CABRA as

an MDP. This includes detailed descriptions of the action and state spaces, the reward

structure, and the proposed pruning rules for e�ectively reducing the size of the action

space.

State Space

The state space in CABRA encompasses comprehensive system-level information and

granular details about individual docking stations. At each timestep, it aggregates data

regarding the �eet of trucks W (speci�cally, their load and position) and the availability

of bikes at all docking stationsD. The state St is characterized by the following features:

ˆ Status of nodes: is a one-dimensional vector concatenating two elements for each

node - bike availability bt
n i

and position pn i .

ˆ Current truck : is the one-hot encoded vector representing the truckwj whose

repositioning is being decided.

ˆ Status of trucks: is a 4M -dimensional vector, where each truckwj is represented

by three attributes: current load l twj
, position pt

wj
, and a busy �ag that is set to 1

if the truck is occupied in repositioning activities during the current timestep, and

0 otherwise.

ˆ Current time : is the one-hot encoding of the current hour, day of the week, and

month. This feature captures temporal patterns in demand, re�ecting seasonal

variations.

All state features are normalized to fall within [0; 1].

Action Space

The agent, a logically centralized entity with a complete overview of the system, selects

repositioning parametershnt
target ; qt

wj
i , designating the target node and the quantity to be

1CABRA's code for the implementation of the BSS simulation environment, the CABRA agent, and
baseline methods that was used for obtaining the results presented in this work are available under
MIT License at https://github.com/AlessandroSta�olani/cabra-paper.
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picked up or dropped o�. Thus, the action spaceA(St ) is split into two components: the

�rst comprises all nodes, amounting toK possible choices in total; the second represents

a range of integers from[� �; � ], where negative values denote drop actions and positive

values indicate pick actions, and zero represents no action. In the output layer, our policy

architecture reservesK units for deciding the target node and2� +1 units for determining

the bike quantity, constructing a separate discrete probability distribution for each of

the two components. Thus, a single policy parameterization is used for determining

both action components, which is advantageous in terms of stability and inference speed

compared to separate parameterizations, the alternative design that appears in some of

the other RL works.

Reward Function

The reward function distinguishes between bene�cial and detrimental actions. Its op-

timization targets the quantity in Equation 6.3 while adhering to constraints 6.4 and

6.5. CABRA di�erentiates between two types of shortage events: those directly in�u-

enced by repositioning actions, referred to asshortages, and those arising from demand

�uctuations, the environment shortages.

After each action, the system progresses to the subsequent timestep, evaluates new

demands, and records the occurrences ofshortageset
n i

on every docking station, envi-

ronment shortageset
env, and repositioning time � t

wj
. The aggregate reward for actions

related to truck wj is computed as:

Rt (wj ) = ! shortages

KX

i =1

et
n i

+ ! envet
env + ! repositioning � t

wj
(6.7)

where ! shortages, ! env, and ! repositioning are three scalars that are used to weigh the three

reward components. We note that providing individual rewards for each truck, as opposed

to aggregating them for the entire system, better indicates the e�ectiveness of each action

and alleviates the credit assignment problem. Furthermore, we note that the cost� t
wj

is

also normalized to be in[0; 1].

Pruning Rules

BSS operate on a vast scale, presenting signi�cant scalability challenges when applying

machine learning techniques. To mitigate these challenges, we have implemented spe-

ci�c pruning rules aimed at reducing the action space, thereby simplifying the problem.

While pruning the action space may in principle exclude the consideration of optimal
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policies, our empirical �ndings underscore the e�ectiveness of this strategy, particularly

in handling large-scale instances of the problem.

Speci�cally, we introduce a capacity threshold,� , to de�ne nodes as being in acritical

state for a given time stept if:

nt
critical =

(
1; if bt

n i
< � or cn i � bt

n i
< �;

0; otherwise.
(6.8)

Intuitively, a node enters a critical state when the number of available bikes or empty

slots dips below this threshold, indicating a high risk of imminent shortages. Our pruning

approach focuses on retaining only those nodes in a critical state as potential targets for

action. In cases where no nodes meet this critical state criterion, the system compels the

agent to select the wait action. Notably, the computational complexity of this pruning

rule is linear in the number of nodesK , and therefore it is inexpensive to compute.

This is in contrast with the more expensive pruning rule used in[79], which relies on a

neural-network based prediction of future demand that is applied each time a decision is

taken.

Additionally, we incorporate a policy that mandates alternating pick and drop actions

within the same truck. This alternating action pattern is designed to optimize bike

redistribution, allowing trucks �rst to collect bikes from nodes with excess supply and

subsequently deliver them to nodes experiencing a de�cit. This method enhances the

operational e�ciency of the redistribution process.

6.3 Experimental Setup

In this section, we �rst present the dataset we have put together to evaluate our CABRA

solution; then, we describe the utilized experimental setup; �nally, we discuss the di�erent

baselines used to assess the performance of CABRA.

6.3.1 Datasets

We conduct our evaluation of CABRA on extensive datasets gathered from four major

BSS in key European and American cities: Dublin, London, Paris, and New York. These

datasets include detailed information about the locations and capacities of docking sta-

tions, as well as continuous observations of the number of bicycles and available spaces at

each station within these urban bike-sharing systems. These observations are collected
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